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Chapter 1

Introduction

Rara avis in terris nigroque simillima cygno

Decimus Junius Juvenalis, 82 AD

The Roman satirist Juvenal described the perfect wife as “a rare bird in the lands, very like

a black swan”. What he meant with this phrase was, it is impossible to find a perfect wife.

However, to understand this metaphor completely, we need to know something about the

history of the black swans. In 82 AD, and the following 1600 years, people strongly believed

that swans can only exist in white. Then, in 1697, the Dutch explorer William de Vlamingh

changed this belief forever by sighting a black swan on the west coast of Australia. Hence, it

is not a coincidence that the Oxford dictionary defines “rare” as “uncommon, not occurring

very often” given that the English word “rare” is originated from the Latin word “rarus”, as

in “rara avis”.

Rare in mathematical terms is defined quite the same as above. A rare event is an

event occurring with a very small probability, say with a probability of 10−9 or less. Such

probabilities are of great importance in various applications. For example, managers of

credit portfolios need to maintain capital for protection against rare events involving large

losses due to one or more obligor defaults. Thus, accurate measurement of the probability

of large losses directly determines the amount of capital to be reserved, see Glasserman [50].

Equivalently, in insurance context, the overall wealth of the insurance company is modeled

as a stochastic process. The reserve of the company decreases due to contingent claims,

but linearly increases with regular premiums paid by the customers. A critical issue is to

estimate the probability of ruin, that is, the probability of the reserve level ever reaching zero.

No need to mention that this should be a rare event for the insurance company to survive.

Another typical example comes from reliability problems. In physical systems designed for a

high degree of reliability, the system failure is a rare event. For example, consider computer

systems. The designer would like to configure the system so that it is very reliable. That

is, given a fixed time horizon, the probability of failure of the computer should be very

small. In such cases the related performance measures include the mean time to failure,
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and the fraction of time the system is down. Both performance measures depend on the

rare event probability of system failure. Lastly, we come across with rare event probabilities

in telecommunication systems, where very high speed links are offered. Since information

travels in small units or packages in modern packet-switched telecommunications networks,

the designer faces buffer-sizing problem to reduce delay variation in carrying real-time video

traffic. This creates the possibility of packet loss if the buffers overflow. These switches

are modeled as queueing systems and it is important to estimate the extremely small loss

probabilities. This is not only true for packet-switched telecommunications networks, but

for all Jackson networks with finite buffers.

The examples of performance measures given above are all “rare situations” happening in

different systems. Although the situations occur very infrequently, it is certainly not wise to

ignore them. Furthermore, not all rare events can be treated as the same. The cause of the

rarity creates huge difference in the analysis. For example, in queueing models, the rare event

happens as a combination of a large number of events, none of which are particulary rare on

their own. However, in reliability models, the rare event happens because of occurrence of

only few events, each of which has small probability of happening, see Heidelberger [59]. In

portfolio and insurance theory the rare event occurs at the same time as a sudden combination

of number of events which are triggered by the same underlying cause. Here rarity is caused

by the correlation between separate loans and/or creditors.

Hence, this monograph is dedicated to the analysis and efficient simulation of rare events

in different systems. In the remainder of this chapter, we will first mention the common

techniques to model rare events together with general approaches to analyze them. Then in

Section 1.2, we will continue with the introduction of rare event approximation and simulation

techniques. This chapter will end with the review of types of rare event problems examined

in the thesis.

1.1 Modeling and analysis of rare events

To mathematically examine rare events, we first have to model the underlying system in

which the events occur. Usually, it is possible to represent the behavior of a physical system

by determining all the different states the system can be in, and by indicating how it moves

from one state to another in time. It is crucial to note that the system should occupy one

and only state at any given moment in time. Then, if the time spent in any of these states

is exponentially distributed, the system may be represented by a Markov process.

Markov chain modeling is an important tool that is used heavily in many applied probabil-

ity and stochastic operations research studies of systems such as communication, production,

reliability, queueing, inventory among others, see Dayar and Stewart [27] and Stewart [114].

The first application of Markov chain modeling to the performance evaluation of opera-

tions research problems occurred in the early 1960’s under the project titled the Michigan

Computer Modeling Project directed by Harry Goode, see [114]. This project was followed

by many others, as the success of this simple modeling technique grabbed the attention of

academic and business world.

2
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The advantage of Markov chain modeling is found in its computable quantities by solving

systems of linear equations for the stationary distribution, or for absorption probabilities.

Ideally, one would like to use this helpful property of Markov chains to arrive at closed-form

expressions of the performance measures in terms of the parameters of the model. However,

for realistic systems, the analysis of the Markov chain models becomes problematic with state

spaces having sizes in the order of billions or even more. This large number of states results

from the exponential increase of the number of states with the number of state variables.

This problem is referred to as the ‘curse of dimensionality’, in the literature. Clearly, for

very large state spaces, direct computational methods (e.g. Gaussian elimination) for solving

linear equations become inefficient. At this stage, one could resort to other numerical tech-

niques to compute the performance measures of interest. These techniques include projection

techniques, aggregation/disagregation and sophisticated iterative methods, see van der Vorst

[116].

In cases where neither getting closed-form expressions nor exact numerical calculations

work, approximations may be used to simplify calculations. One of the common approxima-

tion techniques is to use the limit behavior of the performance function. Another important

technique is large deviations theory, which deals with the behavior of a system when it devi-

ates far from its average behavior. An overview of the large deviations theory is provided by

Dembo and Zeitouni [33]. Till now, we have mentioned three different approaches to evaluate

performance measures; getting closed-form expressions, using exact numerical calculations

and using approximations. Unfortunately, it is not possible to know beforehand which tech-

nique works the best for which type of problem. The applicability and the efficiency of a

method depend strongly on the structure of the Markov chain under study, cf. Dayar [27]

and Stewart [113].

Simulation falls under the category of approximation methodologies. It is a discipline

for modeling and replicating the behavior of a real-life or a theoretical system. The term

“stochastic” is added to simulation when the underlying model behavior is based on a proba-

bility distribution. All the simulation techniques discussed in this thesis are stochastic. The

big advantage of simulation lies in its applicability. In contrast to analytical and numeri-

cal methods, it poses no restrictions on the probability distributions involved. Even very

complicated models can be simulated to obtain estimates at any desired accuracy.

The behavior of the system can be recorded as a function of time in sample paths.

By repeatedly generating sample paths one can obtain identical and independent copies of

the underlying system. Each sample path gives an independent value of the performance

function of interest. Hence, the most intuitive estimator would be to take the average of all

the outcomes of the performance function. This estimator is called the Crude Monte Carlo

(CMC) estimator in the literature. Obviously, due to the randomness, CMC estimate is only

an approximation of the quantity’s true value. Therefore together with the estimate, accuracy

of the estimator should also be provided. One of the standard ways to give this accuracy

is to compute the confidence interval for the estimate. For more in statistical definitions in

simulation output analysis, we refer to Ross [95] or Asmussen and Glynn [6]. We discuss the

statistical analysis of the estimators in Chapter 2. Note that Monte Carlo simulation is also

3
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used to estimate expectations by taking average over the set of all outcomes.

Due to generality of the Monte Carlo simulation, there are also some drawbacks, especially

with the estimation of rare event probabilities. In the case of very low probabilities the

system can be simulated for a long time without the event occurring once. For example, to

see one time occurrence of an event with probability 10−9, we need to run the simulation on

average 109 times. As noted above, in order to obtain accurate estimate of the probability

of interest, we need to observe the event many times. Therefore, within the context of rare

events, Monte Carlo simulation is impractical unless specialized techniques are used. These

special techniques are the main subject of the following section.

1.2 Rare events approximation and simulation

Naive simulation becomes inefficient as the rare event probabilities gets smaller. Days or

weeks are required to obtain an accurate estimate. For that reason, we need special techniques

to speed up the estimation process. These special techniques for the simulation of rare

events can be collected under two main categories: importance sampling and splitting. Both

categories modify the simulation so that the rare event of interest occurs more frequently

than in Monte Carlo simulation. It is important to note that the mathematical influence of

these modifications has to be compensated to obtain the true probability. However, these

two categories differ in the type of modifications. In importance sampling the underlying

probability measure is transformed to push the sample paths towards the rare event. In

splitting, the underlying probability measure stays the same. Instead, a selection mechanism

is used to pick the sample paths that are likely to reach rare event. Then, the chosen sample

paths are split or cloned into multiple copies. This results in an artificial drift towards the

rare event. A general discussion on both methods is provided below.

1.2.1 Importance sampling simulation

Importance sampling (IS) is a powerful Monte Carlo simulation variance-reduction technique

that has achieved success in simulating many types of rare event problems. The generic idea

of IS is to modify the probability law of the underlying system to sample the important

events more frequently. This new probability measure is called the change of measure or

IS distribution. Simulating the system under the IS distribution would naturally result in

a biased estimator unless a correction is applied. This translation of the outcome from IS

distribution to the original probability distribution is done by the likelihood ratio. The

likelihood ratio is associated either with a single outcome or a sample path – sequence of

outcomes. The likelihood ratio of a sample path can simply be defined as the probability

of the sample path under the original measure over the probability of the same sample

path under the IS measure. If the original probability laws are known, we can trace the

sample path through time to calculate the probability of the sample path under the original

probability measure. In this thesis, we are interested in the problems where the original

probability laws are known. For more details on IS , see the recent surveys by Bucklew [21],

4
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Juneja and Shahahbuddin [68] or Rubino and Tuffin [96].

A crucial problem in IS simulation is to identify a proper choice of the change of measure.

The IS distribution should be chosen such that the target event is no longer rare, and thus

will be observed more frequently. However, one should be also careful about “too much

occurrence of the rare event”. Although the IS estimator is proved to be unbiased, it may

overestimate with a high probability. Hence, if chosen incorrectly, the resulting estimator

may have a greater variance than the one from Monte Carlo simulation. The variance can

even become infinite. In that case, the estimator may also give biased results, even when it

is unbiased in a theoretical sense.

Mathematically, it is possible to pinpoint the optimal change of measure. To obtain

zero-variance, every sample path generated under the IS measure should hit the rare event.

This is only possible if the new distribution is chosen as the original distribution conditioned

on the occurrence of the rare event. Although theoretically the optimal change of measure

is known, it is practically useless since it involves a-priori knowledge of the probability of

interest.

In this thesis, we mainly focus on the implementation of the IS simulation in the context

of Markov chain modeling. Since every discrete-event simulation model can be seen as a

Markov chain, this setting is quite general. There is a substantial literature available on

IS for rare event problems in Markov chain modeling, both in a more generic and specific

setting. Concerning the generic setting, the basic idea is to approximate the zero-variance

change of measure as closely as possible, cf. Glynn and Iglehart [53]. For instance Bucklew

et al. [22] applied large deviation techniques to approximate the change of measure, while in

[40] Dupuis and Wang considered the IS problem as a stochastic game. Additional to these

approaches, in [2] and [93] the rare event problem is considered as an expected average reward

in a regenerative Markov chain and consequently stochastic approximation techniques have

been applied. It is important to note that, the zero-variance change of probabilities typically

depend on the state of the Markov chain. However, it is also possible to implement an

alternative but more restricted class of IS, called state-independent in which the current state

of the Markov chain does not play any role. This type of state-independent IS distribution

uses different approximations for zero-variance change of measure. Nevertheless, in most of

the rare event problems, any good IS scheme must be state-dependent. A common way to

launch IS schemes for state-dependent changes of measures is to use adaptive IS techniques

that attempt to learn the zero-variance change of measure by an iterative procedure. In every

iteration a number of sample paths is generated, and based on the ‘scores’ of these paths

the current change of measure is updated. For more information on adaptive IS techniques,

we refer to Desai [34] and Kollman [74]. One of these adaptive methods is called the cross-

entropy method which will be discussed briefly in the following section.

1.2.2 The cross–entropy method

The cross-entropy (CE) method is a recent generic Monte Carlo technique for solving com-

plicated simulation and optimization problems. The approach was introduced by R.Y. Ru-

5
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binstein in [97] and [98], extending his earlier work on variance minimization methods for

rare-event probability estimation.

As given above, the zero-variance change of measure is theoretically known, but useless in

practice. In the CE method, instead of trying to find the zero-variance measure, one tries to

minimize the “distance” between two distributions, where the measure of closeness is defined

by the cross-entropy or Kullback-Leibler divergence. After applying CE, the resulting change

of measure is used to implement IS to estimate the rare event probability of interest. CE

is an adaptive technique since the performance of every iteration regulates the choice of the

parameters for the following runs. It is important to note that the number of parameters to

update plays a crucial role on the performance of the CE and consecutively on IS. One of our

aims in this thesis is to tackle the computational problem of having too many parameters.

An accessible tutorial on the CE method is given by De Boer et al. in [29]. A more

comprehensive treatment can be found in Rubinstein and Kroese [100]; see also Rubinstein

[101, Chapter 8]. The CE method homepage can be found at www.cemethod.org.

The cross-entropy method has been successfully applied to rare-event simulation problems

with both light-tailed and heavy-tailed distributions, see Asmussen et al. [7], Chan and

Kroese [24], Kroese and Rubinstein [78], Mello [32], and to a wide range of subjects including

buffer overflows in Jackson networks and reliability systems, de Boer et al. [30] and Ridder

[94]. In this monograph, we will propose an importance sampling algorithm that is generally

applicable to rare events in multi-dimensional Markovian setting, although our examples will

be taken from queueing and reliability. Our IS algorithm builds on the CE methods which

will be discussed in detail in Chapters 2 and 3.

1.2.3 Multilevel splitting methods

As already discussed in the previous sections, rare event simulation is all about acceleration

techniques to speed up the occurrence of the rare events under consideration. In splitting

simulation methods, the acceleration is achieved by using a selection mechanism to favor the

trajectories that likely lead to rare events of interest. The main idea is to decompose the state

space into appropriate intermediate level sets such that given a level set, the probability of

reaching the next one is not so small. Starting from a given level set, the sample paths that

reach the next level are split – or cloned – into multiple copies, whereas the ones that does

not, are assumed to be unsuccessful and are killed with a positive probability. This creates

an artificial drift towards the rare event. In the end, an unbiased estimator can be obtained

by multiplying the contribution of each sample path by the appropriate weight. However,

computing the variance of the resulting estimator is not always straightforward and depends

on the details of the splitting method chosen, for more details we refer to Garvels [46].

In general, the intermediate level sets are defined via an importance function whose aim is

to quantify how close a state is to the rare event. Proper application of the splitting method

involves finding an appropriate importance function, which decomposes the state space into

layers such that the probability of reaching the next level starting from the current one is

not so small. A poor choice on the importance function can easily lead to bad results. The

6
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choice on the importance function also comes with the decision on the number of intermediate

levels, the number of splits at each level and the treatment of the trajectories that tend to

go away from the rare event of interest. All these splitting factors play an important role on

the efficiency of the algorithm.

One important advantage of splitting over IS is that there is no need to transform the

underlying probability law of the system. This makes it possible to keep the simulation of the

model as a black box as long as the weights and the current value of the importance function

in each sample path can be calculated. Generally, it is not possible to conclude which rare

event simulation methodology is the best one. The advantages and the disadvantages of

both methodologies, IS versus splitting, completely depend on the rarity properties of the

underlying stochastic system.

1.3 Types of rare events studied in this thesis

In this thesis we will focus on four different rare event settings. The main problems we

address are failures in reliable systems, overflows in networks of queues, counting the number

of elements in a set, and estimation of the covariance function of a Markov fluid model with

respect to time.

1.3.1 Reliability problem

Our first problem of interest discusses fast simulation techniques for models of highly reliable

systems. These models are a class of generalized machine repairmen models. The system

consists of different types of components subject to failure and repairmen for the failed

components. Components may fail in various failure modes, according to some probability

distribution. Associated with each failure mode, repairs are also done with respect to some

set of rules and involve a probability distribution. Some components may have priorities

over the other components. To make the problem even more interesting, failure of one

component may trigger failure of other ones, thereby causing a set of components to fail

simultaneously. Within this context, all failure and repair distributions are assumed to be

exponential. Therefore the whole system can be constructed as a continuous-time Markov

chain (CTMC). The states of the CTMC represent the number of failed components for each

type. The number of states in highly reliable systems can become large very quickly. To

visualize, imagine that there are d different component types, where each type contains K

identical components. Then the number of states in CTMC becomes (K + 1)d, which grows

exponentially in d. As we have mentioned before, for large models the available numerical

techniques are not feasible. Since the system is build so that the failure event is rare, special

simulation techniques are needed to cope with the rare event probability estimation problem.

While simulating the highly reliable Markovian systems, we divide the state space into

three parts. The starting state, where all the components are up and running, is called

the good state and is denoted by 0. Then, the failure set F represents the states where

the system is unavailable. Since the system is expected to be reliable, in this context the

7
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underlying Markov chain ending up in one of the states in the set F is a rare event. The

rest of the state space forms the set of transition states. Associated with the failure set F ,

we can recognize three system performance measures: (i) the mean time to failure starting

from the good state 0, (ii) system availability, and (iii) the probability of reaching a failed

state in F before the state 0 starting from the good state 0. The last performance measure

is shortly called failure entrance probabilities, (FEP). Applying regenerative properties of

Markov chains, it has been shown in [57] by Goyal et al. that the mean time to failure

and the system unavailability can be written as functions of FEP. Thus, when we apply

simulation for estimation of the performance measures, it suffices to implement an efficient

algorithm for failure entrance probability. For further reference, we refer to Ridder [94] and

references therein.

It is important to understand the rarity properties of the highly reliable systems. Here,

the system failure happens as a combination of component failures, each of which is relatively

rare. Thus the probability that these few events happen one after another is extremely rare.

In addition, the rarity parameter in reliability models depends on the failure rates. This

information will be useful for comparison purposes later in this section.

1.3.2 Overflows in Jackson networks

Rare event simulation is also often required in the performance analysis of queueing systems.

In queueing systems the arrival process of customers is a random process and the service

times of customers are random variables. There can be limitations with respect to the

number of customers allowed in the system. Depending on the system, the served customer

may move to another server or decide to leave the system. If the interarrival times between

customers as well as the service times are exponentially distributed, the queueing system

can be constructed as a CTMC. The states of the Markov chain represent the number of

customers in each queue. The number of states in a queueing model can be very large.

Especially if the capacity of the system is very large.

In queueing models one is usually interested in determining such quantities as (i) the

average number of customers in the system, (ii) the average time a customer spends in the

system, and (iii) the probability that the number of customers exceeds the capacity of the

system in one busy cycle. The last performance measure is known as the buffer overflow

probability in the literature. Based on the same arguments as in the reliability models, the

first two quantities can be written as functions of the overflow probabilities. Hence it is

sufficient to implement efficient simulation techniques to estimate the overflow probabilities.

The rarity properties of the Jackson networks are completely different from the reliability

models. In Jackson networks rare events happens as a combination of many events, none

of which are particularly rare on their own. Hence, the rarity parameter is associated with

the number of events rather than the probability of the event happening. Consequently,

different importance-sampling approaches are required for queueing and reliability models.

For further reference on comparison of these two models, we refer to Heidelberger [59].

8
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1.3.3 Counting

Although counting problems have been studied thoroughly in theoretical computer science,

their introduction to the research community of rare event simulation is fairly new. Let us

first explain why we are interested in counting problems. In theoretical computer science,

the efficiency of an algorithm is analyzed through its complexity. The complexity of an

algorithm can be measured in two parts: time complexity (number of arithmetic operations)

and the space complexity (how much memory is used). Both of these measures are functions

of the input size of the problem. Hence, this approach necessitates knowledge on the total

size of the problem. Total enumeration of the input size can be very time-consuming if

the underlying problem has a large state space. Therefore we need generic and efficient

techniques to quantify the corresponding input size.

Instead of total enumeration, the common approach to counting problems is to use ap-

proximate counting algorithms. Let us denote the set of interest by X ∗. Here are some

examples for X ∗: (i) How many Hamiltonian cycles a graph has? (ii) Given k distinct colors,

in how many different ways one can color the nodes of a graph, so that each two adjacent

nodes in the graph have different colors? (iii) How many (if any) satisfying truth assignments

exists for a given set of Boolean clauses? The basic idea behind approximate counting is to

find a larger set X which covers X ∗ and which is also easily countable. Then, instead of

counting, one tries to estimate the fraction p = |X ∗|/|X |. The most intuitive approach to

estimate p, is to uniformly choose elements from the set X and check whether they are in

the set X ∗ or not. However this straightforward approach fails when p is a rare event prob-

ability. Hence the rarity parameter of this problem comes from the size of the set X chosen.

At this point rare event simulation techniques can contribute to the analysis of approximate

counting problems.

The approximate counting algorithms reveal another relevant problem: uniform sampling

on any set X . The Markov chain Monte Carlo (MCMC) method is widely used in theoretical

computer science for the design of approximately uniform samplers. The main idea is to define

on the elements of the set X a Markov chain with a uniform stationary distribution. Then,

if the chain has a geometric rate of convergence, MCMC generates approximately uniform

samples from the set X in a polynomial number of steps. The MCMC method provides us

the Markovian setting we are looking for to implement a splitting type of technique.

1.3.4 Correlation function

As the last example of a rare event problem, we discuss Markov-fluid driven queues. These

queues have been widely studied in the areas of queueing theory, storage process, communi-

cation networking, insurance risk, etc. A Markov-fluid driven queue is a storage system fed

by a Markovian source with variable input rate and emptied at a constant speed.

With Qt denoting the buffer content at time t, the covariance function

R(t) = Cov(Q0, Qt)

is a measure of dependence between the workload at time 0, and the workload at time t,

9
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assuming that the workload process is in stationarity at time 0. The correlation function

r(t) is defined as the covariance function divided by
√
VarQ0VarQt. Since the correlation

r(t) tends to 0 as t → ∞, naive simulation will be extremely time consuming. It has been

shown in Glynn and Mandjes [54] that it takes roughly (r(t)−2) runs to obtain an estimate

of a given precision. The rarity parameter of the problem comes from trying to measure the

difference between two numbers which are actually very close to each other.

1.4 Summary of the contribution of the thesis

In this section, we give a short overview of the remainder of this thesis.

In Chapter 2 we give a mathematical introduction to the area of rare event simulation.

We review the basic background material necessary to understand the rare event simulation

techniques, such as importance sampling, cross-entropy and multilevel splitting. All the

modeling issues and the rare-event simulation techniques are illustrated with the same toy

example for comparison purposes. We provide sufficient detail for the reader to understand

the rare event simulation methodologies together with their positive and negative aspects.

Also we give insight on how to choose the most suitable simulation technique for a specific

problem in hand.

Chapter 3 is based on Kaynar and Ridder [71] and introduces a generic importance

sampling technique based on the cross-entropy method. This technique is applicable to all

types of rare event problems in Markovian setting. The idea of this algorithm is adapted to

create both a state-dependent and a semi state-independent importance sampling measures.

The algorithm is applied to two types of problems, namely reliability models and Jackson

networks.

Chapter 4 is based on Dupuis, Kaynar, Ridder, Rubinstein and Vaisman [38]. Counting

problems for combinatorial problems are studied in this chapter. We apply the splitting

method introduced by Rubinstein in [99] to three well-known counting problems, namely

3-SAT, random graphs with prescribed degrees, and binary contingency tables. We present

an enhanced version of the splitting method based on the capture-recapture technique, and

show by experiments the superiority of this technique in terms of variance of the associated

estimators, and speed of the algorithms.

Chapter 5 is based on Kaynar and Mandjes [70]. In this chapter we consider a Markov-

fluid-driven queue, focusing on the correlation function of the workload process. We propose

a simulation-based computation technique which relies on a coupling idea introduced by

Glynn and Mandjes in [54]. Then an upper bound on the variance of the resulting estimator

is given, which reveals the impact of the coupling time and the busy period of the Markov-

fluid queue. A numerical assessment, in which we compare the proposed technique with naive

simulation, gives an indication of the achievable efficiency gain.

Chapter 6 is based on Berger, Hill, Kaynar and Ridder [13] and studies a completely

different subject than the Chapters 2 to 5. It analyzes Benford’s Law and its relation with

Markov chain theory. We first give a definition of Benford Markov chains. Then we derive

a simple sufficient condition guaranteeing that a Markov chain is Benford. The derivation

10
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uses recent tools that established Benford behavior both for Newton’s method and for finite-

dimensional linear maps, via the classical theories of uniform distribution modulo 1 and

Perron-Frobenius. Later on we use this result to show that almost all Markov chains are

Benford, in the sense that if the transition probabilities are chosen independently and con-

tinuously, then the resulting Markov chain is Benford with probability one. The chapter is

complemented with several simulations and potential applications.

Each chapter of this monograph can be read independently and all chapters are essentially

self-contained. For the key quantities discussed, we have used a consistent notation.

11





Chapter 2

Rare Event Simulation

Methodologies

This chapter introduces the reader to the general area of rare event simulation. We give the

basic background material for the special rare event simulation techniques mentioned in the

Introduction. We try to provide sufficient detail for the reader to understand the rare event

simulation methodologies together with their positive and negative aspects. Also, we give

insight into how to choose the most suitable simulation technique for a specific problem in

hand. This chapter also plays an introductory role for the subsequent chapters.

2.1 Formal definition of rare event

We consider the problem of estimating ` = P(A) for a rare event A, where ` is in the order of

10−9 or less. In practice, applications typically occur in telecommunications with ` denoting

the bit-loss rate or the probability of buffer overflow, in reliability systems with ` denoting

the probability of failure before a certain time t, and in insurance risk with ` denoting the

ruin probability. For further reference on applications, we refer to Juneja and Shahabuddin

[68], Heidelberger [59] and Asmussen and Glynn [6].

For a formal setup permitting the discussion of efficiency concepts, the rare event problem

can be parameterized as follows: Consider a sequence of rare events (An : n ≥ 1) and

associated probabilities `n = P(An) indexed by a rarity parameter n such that `n → 0 as

n→∞.

Since our main focus will be on Markov chain modeling, we discuss the definition of

rare events in a Markovian framework. Thanks to the Russian mathematician A.A. Markov,

many real life situations can be modeled by a simple probability model in which the next

state depends only on the current state. This property is commonly referred as the Markov

property in the literature. Within the context of rare event problems, we will be mainly

working on a discrete-time Markov chain (X(t))∞t=0 on the state space X with underlying

probability space (Ω,A,P) such that the chain has stationary transition probabilities and is
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irreducible over its state space;

P(X(t+ 1) = y | X(1) = x1, ..., X(t) = xt) = P(X(t+ 1) = y | X(t) = xt).

It is assumed that the Markov chain is time-homogeneous, that is, P(X(t+1) = y | X(t) = x)

is independent of the time parameter t. Note that we only consider finite or countably infinite

state spaces X . We assume that a family of rare events {An} ⊂ A is defined on the state

space and parameterized by n such that limn→∞ P(An) = 0. Let P = (p(x, y))x,y∈X signify

the matrix of transition probabilities, where

p(x, y) = P(X(t+ 1) = y|X(t) = x).

We restrict to rare events in Markov chains that are given by hitting times to absorption

sets of the state space. Consider a partition of the state space into three sets: G is a small

set of ‘good’ states, F is a small set of ‘failed’ or ‘bad’ states, and the other states form the

large set of ‘internal’ states T = X \ (G ∪ F). For each internal state x ∈ T let `(x) be the

probability that the Markov chain will hit the failure set before the good set starting from the

state x. For ease of notation we assume that the good set consists of a single state, denoted

by 0, and that the Markov chain leaves it at the next transition, i.e. p(0,0) = 0. Then

typically we are interested in the probability that when the chain starts in the good state 0,

it will hit the failure set F before returning to 0. The associated event is A = 1{X(T ) ∈ F}
with a random hitting time

T = inf{t > 0 : X(t) ∈ {0} ∪ F}. (2.1)

The probability P(A) = P(X(T ) ∈ F) will be denoted also by `. Notice that

` =
∑
x∈T

p(0, x)`(x). (2.2)

It is important to note that the function `(x) refers to absorption probabilities in a Markov

chain. For clarification of the framework, let us look at a simple example of the M/M/1

queue.

Example 2.1.

The M/M/1 model represents the most basic queueing system. In this model, there is only one

server and customers arrive according to a Poisson process with rate λ. The time between two

consecutive job arrivals is called an interarrival time. The interarrival times are independent and

identically distributed with an exponential distribution with rate λ. The customers are served one

by one in the order of arrival. The service times are independent and exponentially distributed with

rate µ. The customers form a queue, while waiting for their turn. To prevent the queue length to

explode, we assume that λ < µ.

The most common rare event problem for the M/M/1 queues is the problem of estimating the

small probability that the queue length in a stable queueing model hits a threshold n in a busy

cycle, where a busy cycle is defined as the time between two consecutive arrivals finding the system

empty. Define `n(i) as the probability of reaching the level n before the system becomes empty when

14
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initially i customers are present. It follows from the well-known solution of the classical gambler’s

ruin problem with p = λ/(λ+ µ) and q = µ/(λ+ µ) that

`n(i) =
1−

(
µ
λ

)i
1−

(
µ
λ

)n , 1 ≤ i ≤ n.

In a stable M/M/1 queue setting, let An denote the event that the queue length hits the level n

in a busy cycle. Considering the sequence `n(1) = P(An), we have `n(1)→ 0 as n→∞ for a stable

M/M/1 queue (λ < µ).
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Figure 2.1: Embedded absorbing Markov chain for the M/M/1 Queue.

The M/M/1 queue can be modeled as a continuous-time Markov chain. Then the state of

the Markov chain is indicated by the number of customers in the system with the state space

X = {0, 1, 2, . . .}. The Markov chain stays in the same state until an arrival or a departure occurs.

Hence, the time until the process makes a jump is exponentially distributed with rate λ + µ, if

the system is not empty. If we just look at the jumping times, the next jump is an arrival with

probability λ/λ+µ and a departure with probability µ/µ+λ. Therefore, by looking at the jumping

moments we form the discrete-time Markov chain (X(t))∞t=0 with following transition probability

matrix P :

P =



0 1 0 0 0 · · ·
µ

λ+µ
0 λ

λ+µ
0 0 · · ·

0 µ
λ+µ

0 λ
λ+µ

0 · · ·
0 0 µ

λ+µ
0 λ

λ+µ
· · ·

...
. . .


.

When we would like to calculate or estimate the overflow probability with threshold n, we are

only interested in the states {0, 1, · · · , n}. We restrict the Markov chain to this finite state space by

setting the stopping time of each sample path the minimum of the times the sample path hits state

0 or n. Then the transition probability matrix for the restricted Markov chain becomes (see Figure

2.1)

P =



0 0 0 0 · · ·
µ

λ+µ
0 λ

λ+µ
0 · · ·

0 µ
λ+µ

0 λ
λ+µ

· · ·
...

. . .

0 0 · · · 0 0


(n+1×n+1)

.
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In the finite state space of the restricted Markov chain, the good state is the state with no cus-

tomers, G = {x : x = 0}. Furthermore, the failure set also consists of one state where the threshold

n is reached, F = {x : x = n}. �

It is often possible to model the behavior of a physical system as a Markov chain by

describing all the different states the system can be in and by understanding how the system

moves from one state to another in time. As mentioned in [115], the Markov model is no

exception to the rule that simple models are often the most useful models for analyzing

practical problems. Markov chain theory and powerful computational methods from linear

algebra provide an appealing tool for modeling of many stochastic systems. In Markov chain

performance evaluation most of the desired performance measures are computed from the

stationary or the transient distributions of the Markov chain. The advantage of Markov

chain modeling is found in its simple representation as well as its computable quantities by

solving systems of linear equations. Numerical difficulties may arise in applications with huge

state spaces. However this problem can be tackled by implementing Monte Carlo simulation,

which is discussed in detail in the following section.

2.2 Monte Carlo simulation

Monte Carlo is a statistical approximation technique which copes with difficult computations

of sums or integrals or the solutions of equations. In this section we will see how it is used

for rare event simulation.

As discussed above, the main interest of our work is to estimate the probability ` of some

rare event A in probability space (Ω,A,P). The most intuitive approach would be to perform

N independent simulation runs and to record at the end of each run whether the event A

happened or not. If the independent and identically distributed random variable Ii{A}
denotes the indicator function of the event A, 1(X ∈ A), an estimator of the probability ` is

given by

ˆ̀
MC =

1

N

N∑
i=1

Ii{A}.

Observe that Ii{A} is a Bernouilli random variable with E[Ii{A}] = ` and Var(Ii{A}) =

`(1− `). By the central limit theorem, a 100(1− α)% confidence interval for ˆ̀
MC would be

approximately (
ˆ̀
MC − z1−α/2

√
`(1− `)√
N

, ˆ̀
MC + z1−α/2

√
`(1− `)√
N

)
(2.3)

where zα denotes the α-quantile of the standard normal distribution, i.e. Φ(zα) = α.

The speed of convergence can also be gathered from the width of the confidence interval,

2 z1−α/2
√
`(1− `)/

√
N . Observe that as we increase the number of runs N , the width of

the confidence interval narrows with a factor of the order of N−1/2. This means that if we

want to add one significant figure of accuracy to the estimate of `, we must increase N by a

factor of 100.
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Now, suppose that the probability of interest is a rare event, which means ` ≈ 0. In this

case, the confidence interval does not provide us sufficient information; the accuracy of the

estimator is captured by the relative error instead. The relative error (RE) is defined by√
Var(ˆ̀

MC)/`, i.e. for ˆ̀
MC ,

RE =

√
`(1− `)√
N`

.

To motivate, suppose that ` = 10−9 and we want the RE to be less than 0.05. Hence, the

inequality

RE =

√
10−9(1− 10−9)√

N10−9
≤ 0.05

would boil down to

N ≥ 4× 1011.

This is a very large number to get a fairly high relative error of 5%. Consequently, if we

would like to acquire a fixed RE as the rare event probability ` goes to 0, the sample size N

should be increased inversely proportional to `, which makes naive Monte Carlo simulation

either inefficient or impossible to implement.

If Crude Monte Carlo technique will still be used to simulate rare event probabilities, the

computation of the RE has to be performed cautiously. First of all, the variance has to be

estimated, too, together with `. As mentioned above, in the short run, with high probability

the rare event will not occur. This may cause the underestimation of the variance. The

Central Limit Theorem will not hold for the Crude Monte Carlo estimate for rare event

probabilities.

The first part of this monograph is devoted to the introduction of special techniques to

cope with the inefficiency of the Crude Monte Carlo in rare event simulation. But before

proceeding with the techniques, we would like to discuss performance measures and efficiency

concepts for estimators for comparison purposes.

2.3 The performance measures

Consider the formal setup introduced in Section 2.1 for parametrization of rare events, i.e.

`n → 0 as n→∞.

Given an estimator ˆ̀
n, the relative error is defined as follows:

RE[ˆ̀n] =

√
Var(ˆ̀

n)

`n
.

The best performance that can be obtained in rare-event simulation is to have bounded

relative error as n→∞, [81]. This has the following implication,

lim supn→∞

√
Var(ˆ̀

n)

`n
<∞.
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Under this property, the number of samples required to achieve a fixed RE is constant for

all n. However, finding an estimator with this property is in most cases a hard problem, and

thus one seeks usually a slightly weaker concept to hold.

An estimator ˆ̀
n is called asymptotically optimal, or logarithmically efficient if, [81]

lim infn→∞RAT[ˆ̀n] ≥ 2,

where

RAT[ˆ̀n] =
logE[ˆ̀2n]

log `n
.

Practically, assuming that the rare event probabilities `n decay exponentially fast, the re-

quired sample size grows at most polynomially. Logarithmic efficiency is often much easier

to fulfill than bounded relative error.

Finally, we would like to drag special attention to the simulation budget problem. Al-

though at first sight, it may seem like the variance is the main aspect to relate to efficiency,

one should always include the CPU time required to generate one replicate of the underlying

system into the analysis. Then, the corresponding efficiency measure, taking into account

both the variance and the simulation time can be given as

EFF[ˆ̀n] = − log(Var(ˆ̀
n)× CPU(ˆ̀

n)). (2.4)

The − log is included in the formula only for getting convenient numbers for ease of compar-

ison. An alternative decreasing function that is found in the literature is

1

Var(ˆ̀
n)× CPU(ˆ̀

n)
, (2.5)

which gives equivalent conclusions. Note that in measures (2.4) and (2.5), efficiency increases

as the numbers gets higher.

Throughout the monograph, these measures will be used as performance measures to

compare different techniques.

2.4 Importance sampling

Importance sampling (IS) is one of the most common techniques used in rare event simulation.

The main idea of IS is to increase the occurrence of rare events by carrying out the simulation

under a different probability distribution, called the change of measure or IS distribution. In

this approach one estimates the probability of interest via a corresponding likelihood ratio

(LR) estimator, see Glynn and Iglehart [53].

We would like to compute the probability that a Markov chain starting in a good state

hits a failure set before coming back to the good state. Under IS, the simulation is run under

a new change of measure. IS simulation can be applied with various changes of measures.

We restrict to the change of measure P∗ so that we retain a Markov chain, say with a matrix

of transition probabilities P ∗, such that EP∗ [T ] < ∞. T is the hitting time to set A, see

(2.1). That is, we want to compute the probability of the rare event A := {X(T ) ∈ F}.
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Also, we demand that the individual transition probabilities satisfy p∗(x, y) > 0 if and only

if p(x, y) > 0. This is sufficient for the absolute continuity requirement I{A}dP� dP∗. We

denote by P the set of all feasible matrices of transition probabilities with this property.

Let ˆ̀
IS be an unbiased IS estimator obtained by averaging i.i.d. replications of I{A}

generated under the change of measure, and weighting by the likelihood ratio of a random

sample path X, denoted by L(X) = (dP/dP∗)(X) = (dP/dP∗)(X(0), X(1), ..., X(T )):

ˆ̀
IS =

1

N

N∑
i=1

I{X(i)(T ) ∈ F} dP
dP∗

(X(i)),

where X(i) stands for the ith sample path. The aim is to find an optimal change of measure,

or equivalently choosing a transition probability matrix P ∗ among all feasible matrices of

transition probabilities P which minimizes the variance.

Example 2.2.

How do we implement IS to the restricted M/M/1 example introduced in Section 2.1? Remember

that we want to compute the overflow probability P(An) in a busy cycle, with one customer present

at the beginning of the busy cycle. Suppose that we have chosen a change of measure dP∗ under

which the system is still M/M/1 with arrival rate λ∗ and service rate µ∗. Hence, we are only defining

new rates, these rates are the same for every state. The original probability of a given sample path

(X(0), X(1), ..., X(T )) that hits the failure set F , is

dP(X(0), X(1), ..., X(T )) =

T−1∏
t=0

p(X(t), X(t+ 1)).

Since the probabilities of arrival and departure are the same for every state, the probability of a

sample path under the original probability measure becomes

dP(X(0), X(1), ..., X(T )) =

(
λ

λ+ µ

)NA(X)(
µ

λ+ µ

)NS(X)

,

where NA(X) denotes the number of arrivals and NS(X) denotes the number of served customers

along the sample path X. Consequently, the probability of the same sample path under the IS

distribution dP∗ is

dP∗(X(0), X(1), ..., X(T )) =

(
λ∗

λ∗ + µ∗

)NA(X)(
µ∗

λ∗ + µ∗

)NS(X)

.

Hence, the likelihood ratio along this path is

L(X(0), X(1), ..., X(T )) =

(
λ

λ∗
λ∗ + µ∗

λ+ µ

)NA(X)(
µ

µ∗
λ∗ + µ∗

λ+ µ

)NS(X)

.

It is given in [68] and in many other references that switching arrival rate with the service rate,

λ∗ = µ and µ∗ = λ, gives bounded relative error. Let us analyze this information a little further. If

we use this measure under the stability condition λ < µ, we have the following likelihood ratio for

all the sample paths X that hit the failure set F ,

L(X) =
(
λ
µ

)NA(X) (
λ
µ

)−NS(X)

=
(
λ
µ

)NA(X)−NS(X)

=
(
λ
µ

)n−1

.
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Hence, keeping in mind that the above likelihood ratio holds for all the samples paths that hit the

failure set, we have the following results:

EP∗ [I{X(T ) ∈ F}L(X)] =
(
λ
µ

)n−1

`∗n,

EP∗ [I{X(T ) ∈ F}L2(X)] =
(
λ
µ

)2n−2

`∗n.

`∗n denotes the overflow probability under the IS measure, i.e. `∗n = P∗(An). The variance of the

estimator becomes

N Var(ˆ̀
IS) = EP∗ [I{X(T ) ∈ F}L2(X)]− (EP∗ [I{X(T ) ∈ F}L(X)])2

=
(
λ
µ

)2n−2 (
`∗n − (`∗n)2

)
.

Then, with `n = (λ/µ)n−1`∗n,
√
N Var(ˆ̀IS)

`n
=

√
`∗n(1−`∗n)
`∗n

.

Note that `∗n = P∗(X(T ) ∈ F). Based on Gambler’s Ruin theorem, we know the exact value of `∗n,

which is

1−
(
λ
µ

)
1−

(
λ
µ

)n .
Remark that λ < µ; hence as n→∞, 1− (λ/µ)n → 1. Consequently,

`∗n ≥ 1− λ

µ
for all n. (2.6)

To show that ˆ̀
IS has bounded relative error, we look at the limit of the following ratio

lim sup
n→∞

√
`∗n(1− `∗n)

`∗n
= lim sup

n→∞

√
1− `∗n
`∗n

.

Then by inequality (2.6)

lim sup
n→∞

√
N Var(ˆ̀

IS)

`n
≤

√√√√ λ
µ

1− λ
µ

=

√
λ

µ− λ .

�

Example 2.2 demonstrated the reduction in the variance when a correct change of measure

is used for a restricted M/M/1 queue. However, it is not always this easy to find a change

of measure for a given problem. Instead of trying different choices of change of measure,

we can examine the behavior of the optimal change of measure with the minimum variance.

Variance is minimized when it is equal to zero. Note that an estimator has zero-variance

if every independent sample path generated follows the same path and hits the rare event.

Necessarily, the likelihood ratio of the sample paths equals a constant, see [68]. In such case,

dPopt(X) =
I{A}dP(X)

`
, (2.7)

is the optimal change of measure which would result in a zero-variance IS estimator, cf. [53].

Since the quantity ` is unknown, the optimal change of measure is not implementable. But,

it provides us general guidelines to find a good change of measure. These guidelines can be

generalized under two categories:
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2.4. IMPORTANCE SAMPLING

1. The most likely paths to the rare event should be given larger probabilities compared to

the less likely ones.

2. The relative proportions of the probabilities assigned to the paths to the rare event should

be similar to the corresponding proportions under the original measure.

First of all, let us briefly explain what do we mean by “most likely path”. Imagine that in a

rare event problem we have the list of all the sample paths that hit the rare event together

with their likelihoods. Roughly speaking, the most likely path can be defined as the one in

the list with the highest likelihood. For a formal definition, we refer to [33]. The term most

likely path comes from large deviations theory. Hence, large deviations theory tells us not

only how to approximate the probability of the rare event, but it tells us also what is the

most likely path to reach the set of states of the rare event. To clarify the first guideline, let

us compare the variances of ˆ̀
MC and ˆ̀

IS .

VarP∗(ˆ̀
IS) = 1

NVarP∗(I{A}L(X))

= 1
N

(
EP∗ [I{A}L2(X)]− `2

)
.

Assuming, larger probability is assigned to the sample paths that leads to the rare event set,

we know that L(X) ≤ 1, which gives us the following inequality,

1
N

(
EP∗ [I{A}L2(X)]− `2

)
= 1

N

(
EP[I{A}L(X)]− `2

)
≤ 1

N

(
E[I{A}]− `2

)
= 1

N (VarP(I{A}))
= Var(ˆ̀

MC).

This is the basic idea behind the IS method.

The zero variance change of measure has the following Markovian representation for our

Markov chain problem, see [53],[96]:

popt(x, y) = p(x, y)
`(y)

`(x)
. (2.8)

Again, the zero variance change of measure requires the knowledge of absorption probabilities

`(x) for every state x, which makes it not implementable. However, in practice, we can try

to approximate it by replacing `(x) with a suitable proxy or even use (2.8) to adaptively

learn the zero variance change of measure. This forms the subject of the next section.

The change of measures can be categorized into two types under the Markovian setting:

those that depend on the state of the Markov chain (state-dependent change of measures)

and those that do not depend on the state of the Markov chain (state-independent change

of measures). The zero variance change of measures are usually state-dependent.

Example 2.3.

In Example 2.2, the implemented change of measure is state-independent, meaning regardless of

the state the Markov chain is in, the IS measures applied to arrivals and departures are the same.

Suppose that we implement a state-dependent change of measure, where the underlying transition
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probability matrix P ∗ is

P ∗ =



1 0 0 · · · 0 0 0

p∗(1, 0) 0 p∗(1, 2) · · · 0
...

0 0 0 · · · p∗(n− 1, n− 2) 0 p∗(n− 1, n)

0 0 0 · · · 0 0 1


.

By using Equation (2.8), we can even find the optimal change of measure for every nonzero proba-

bility. For instance,

popt(x, x+ 1) = λ
λ+µ

1−(µλ )x+1

1−(µλ )x
,

popt(x, x− 1) = λ
λ+µ

1−(µλ )x−1

1−(µλ )x
.

for all x = 1, . . . , n − 1. For stable M/M/1 queues, the zero-variance change of measure is state-

dependent.

2.4.1 The cross-entropy method

Although, it is practically impossible to implement the zero variance change of measure, one

can still approximate it. The key factor for that is to have a good approximation of the

function `(x). At this point we can either try to approximate the absorption probabilities

directly, or first parameterize the underlying change of measure and then try to optimize the

parameters. No matter what technique we choose, algorithms can always learn adaptively

the zero variance change of measure. This is exactly what the cross-entropy (CE) method is

doing.

As an alternative, the variance can be replaced by another measure of distance between

P∗ and the zero variance change of measure, given in Equation (2.7). One of the many ways

of measuring this “distance” is using the Kullback-Leibler (or cross-entropy) [100], defined

by

D(Popt,P∗) = EPopt

[
log

(
dPopt

dP∗
(X)

)]
= EP

[
dPopt

dP
(X) log

(
dPopt

dP∗
(X)

)]
. (2.9)

Note that CE distance is not a true metric, since it is not symmetric and also does not

satisfy the necessary triangle inequality. However, this does not prevent us from using it

for optimization purposes, because D(Popt,P∗) ≥ 0 and when P∗ and Popt are the same

distribution D(Popt,P∗) = 0.

The cross-entropy method proposes to minimize the Kullback-Leibler distance given in

Equation (2.9) over the family of implementable changes of measure which are associated

with the feasible set P of matrices of transition probabilities;

inf
P∗∈P

D(Popt,P∗) = inf
P∗∈P

EP

[
dPopt

dP
(X) log

(
dPopt

dP∗
(X)

)]
.

Substituting the expression (2.7) for the optimal change of measure we obtain,

E
[
I{A}
`

log

(
I{A}dP
`dP∗

)]
= E

[
I{A}
`

log

(
I{A}dP

`

)]
− E

[
I{A}
`

log dP∗
]
.
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Since only the last part is relevant to the optimization in hand, we get the following opti-

mization problem

inf
P∗∈P

−E [I{A} log dP∗]⇔ sup
P∗∈P

E [I{X(T ) ∈ F} log dP∗] . (2.10)

Notice that the sample path probability dP∗(X) is a product defined as

dP∗(X) =

T∏
t=1

p∗(X(t− 1), X(t))P(X(0)), (2.11)

where P(X(0)) denotes the initial probability distribution on the state space and also that

we still use the original probability measure P to take the expectation in the optimization

problem (2.10). We choose always P∗(X(0)) = P(X(0)). There are several ways of attacking

the cross-entropy optimization problem (2.10), for instance solving the first order conditions.

However, in almost all cases, the program is neither analytically nor numerically tractable,

and thus one resorts to simulation. Several simulation techniques can be applied. But,

sample path approximation is the most convenient way to tackle the problem. In sample

path optimization, one considers the stochastic counterpart of (2.10), see [100]. Since the

program involves the rare event, we first apply a change of measure

E [I{X(T ) ∈ F} log dP∗(X)] = E(0)

[
dP
dP(0)

I{X(T ) ∈ F} log dP∗(X)

]
. (2.12)

This is done for a probability measure P(0) such that (i) the Markov property is retained; (ii)

the associated matrix of transition probabilities is feasible P (0) ∈ P; (iii) the set F is not

so rare under P(0). The program (2.12) is solved iteratively by estimation: let X(1), ...,XN1

be i.i.d. sample paths of the Markov chain generated by simulating the states according to

a matrix of transition probabilities P (j) until absorption in either the good or bad states.

Then we calculate for j = 0, 1, . . .

P (j+1) = arg max
P∗∈P

1

N1

N1∑
i=1

dP
dP(j)

(X(i))I{X(i)(T ) ∈ F} log dP∗(X(i)). (2.13)

We repeat this “updating” of the change of measure a few times until the difference P (j+1)−
P (j) is small enough (in some matrix norm).

Similarly, the solution to the optimization program (2.13) may be obtained by solving its

first order conditions, and using the product form expression of the sample path probability

(2.11) provided that the expectation and the differentiation operators can be interchanged,

see [100]. This is usually the case under the Markovian setting. Denote by N (i)(x, y) the

number of times that the i-th sample path of the Markov chain makes the transition from

state x to state y, and denote by L(i) the likelihood ratio of the i-th sample path. Then we

get for the individual entries

p(j+1)(x, y) =

∑N1

i=1 L
(i)1{X(i)(T ) ∈ F}N (i)(x, y)∑N1

i=1 L
(i)1{X(i)(T ) ∈ F}

∑
y∈X N

(i)(x, y)
. (2.14)
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Clearly, we might get a zero update for a transition x → y which is not observed in the

sample but which has originally a positive probability p(x, y). To overcome this problem it

is suggested to apply a weighted combination given in [100, Section 4.2]

p(j+1)(x, y) = αp(x, y) + (1− α)p̂(j+1)(x, y), (2.15)

for some α ∈ (0, 1), where p̂(j+1)(x, y) represents the right side of (2.14).

Algorithm 2.1 (The general cross-entropy algorithm).

1. Choose an initial change of measure P(0) and set k = 1.

2. Generate a sample X1, ...,XN1 from the probability distribution P(k−1).

3. Update the consecutive transition probabilities by using formulas (2.14) and (2.15).

4. Stop if the stopping criteria is fulfilled, otherwise set k = k + 1 and go to step 2.

5. Estimate the rare event probability P(A) by using IS with N sample paths.

The stopping criteria can differ from problem to problem. Here we list some of the criteria

that can be used:

• Stop at a fixed number of iterations, say stop if k = K, where K is a predetermined

constant.

• Stop when all the parameters that were decreasing change behavior and start increasing,

or the other way around. More precisely, let K(x, y) be the iteration where monotonic-

ity of the sequence p(0)(x, y), p(1)(x, y), ... changes,

p(0)(x, y) ≤ p(1)(x, y) ≤ ... ≤ p(K(x,y)−1)(x, y) > p(K(x,y))(x, y),

or

p(0)(x, y) ≥ p(1)(x, y) ≥ ... ≥ p(K(x,y)−1)(x, y) < p(K(x,y))(x, y).

Consequently, the stopping iteration would be, [100],

K = max
x,y∈X

K(x, y).

However, if the number of parameters is large, then this criterium can be impractical.

• Instead of implementing IS in the last step, we can perform it at the end of every CE

iteration. Then the stopping criteria would be

RE(ˆ̀
IS) ≤ K,

where K is a constant such as 0.01 or 0.05.
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In the context of rare-event simulation, Algorithm 2.1 should be rigorously updated,

because many indicator functions will be zero. For these problems, a special cross-entropy

algorithm called two-phase CE is designed in [100, p.73]. In two-phase CE, the rare event

definition is adapted together with the parameters in every iteration. To make the rare

event adaptive, a performance function s(x) is defined for every state x ∈ X . An example

for s(x) in queueing theory would be the total number of customers for each state, i.e.

s(x) =
∑d
i=1 xi, where the state x represents the number of customers in d queues. Similarly

in reliability theory s(x) would be the maximum number of components types down, s(x) =

max {x1, x2, ..., xd}. Note that the state x represents the number of failed components in d

types. In the first phase we generate N sample paths from the probability distribution P(j)

and then compute the predetermined quantile of

max
x∈X

s(x)

of the performances. Then by using the same sample paths we update the consecutive

transition probabilities by using formulas (2.14) and (2.15). We proceed with these two steps

until the performance value matches with the definition of the failure state. For detailed

analysis, we refer to Rubinstein and Kroese [100].

Remark that the performance function and the performance measure denote two separate

notions. The performance function gives a value to the states of the Markov chain, whereas

the performance measure quantifies the efficiency of the estimators.

2.5 Splitting method

The multilevel splitting is an alternative rare event simulation technique, which accelerates

the rate of occurrence of the rare event. However unlike importance sampling, we do not

change the original probability law of the system. Hence all the sample paths are generated

under the original distribution. The occurrence of the rare events is increased by creating

an artificial drift towards the rare event. To create this artificial drift, we only select the

sample paths which are likely to lead us to the rare event. The following observation plays a

significant role in this process. Some intermediate states are visited more often by the sample

paths that hit the failure set F . Hence, the sample paths which hit these intermediate state

are more likely to reach F . The important question is how can we identify these intermediate

states?

The common approach to define the multilevel splitting algorithm is via an importance

function f : X → R, which assigns a real number to each state of the chain to indicate how

close we are to the failure set F , see [46], [82]. Since we want to concentrate on the Markovian

setting, we shall assume that 0 = {x ∈ X | f(x) = 0} and F = {x ∈ X | f(x) ≥ L} for some

level L > 0.

In splitting, we partition the interval [0,L) into m subintervals such that

0 = L0 < L1 < · · · < Lm = L.
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This increasing sequence of levels defines the sequence of sets

X ⊃ X0 ⊃ ... ⊃ Xk ⊃ .... ⊃ Xm = F ,

where

Xk = {x ∈ X | f(x) ≥ Lk},

for any k = 0, 1, ...,m. Then, parallel to the original problem, we are interested in the

probability that the chain will reach the next level Lk before returning to 0 if it starts at

level Lk−1. The associated events are Ak = I{X(Tk) ∈ Xk} with hitting time

Tk = inf{t > 0 : X(t) ∈ {0} ∪ Xk}.

By defining the conditional probabilities as ck = P(Ak | Ak−1) for k > 1, we immediately see

that

` = P(Am) =

m∏
k=1

ck.

Based on the theory introduced above, the basic idea of multilevel splitting is to estimate

each conditional probability ck separately by generating a large population of independent

trajectories at level k − 1 to empirically figure out the entrance distribution, Gk, at level k.

This estimation is done in successive stages.

At the initial stage N0 independent chains are generated at the state 0 and each chain

is simulated until the stopping time T1. Let R1 denote the number of trajectories that have

managed to enter X1. Obviously, the fraction

ĉ1 =
R1

N0

is the unbiased estimator of the conditional probability c1. The empirical distribution Ĝ1 of

these R1 entrance states at the set X1 is used as an estimate of the conditional distribution

G1.

At the second stage, if R1 > 0, we initialize N1 trajectories from these R1 entrance states.

If we want N1 > R1, we split or clone some or all of these R1 chains. Otherwise, we select

N1 of the R1 chains. Then we continue to simulate these N1 chains until the stopping time

T2. Similarly, R2 denotes the number of trajectories that hit the set X2 and the entrance

states of these R2 chains form the estimate for entrance distribution G2. Consequently,

ĉ2 =
R2

N1
.

If R1 = 0, then ĉk = 0 for all k ≥ 1, and the algorithm should be stopped.

This process is repeated until the chains reach the last level F . If in one of the in-

termediate steps k, ĉk = 0, then automatically ˆ̀
S = 0. This can occur with a posi-

tive probability if ckNk is not large enough. Although the conditional probability esti-

mators ck are not independent, it is easy to prove by induction on k that the product

ĉ1ĉ2 · · · ĉm = (R1/N0)(R2/N1) · · · (Rm/Nm−1) is an unbiased estimator of the probability of

interest `, see [46]. In other words, the probability of the rare event is estimated by

ˆ̀
S = ĉ1 · · · ĉm, where E[ˆ̀S ] = E[ĉ1 · · · ĉm] = `.
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The dependency between the ĉk’s complicates the convergence analysis of the splitting meth-

ods.

Another interpretation of the same technique would be to assign weights to the successful

trajectories as follows. Each trajectory initialized at 0 has weight 1. Each time a trajectory is

split, the corresponding weight is divided by the number of clones/splits. As a consequence

the probability of interest ` can be estimated as the sum of the weights of the successful

trajectories divided by N0.

The splitting technique illustrated above just forms a foundation to many different im-

plementations, cf. [46]. Fixed-splitting and fixed-effort are the two most common types of

strategies to determine the number of clones.

• Fixed-splitting: Each successful trajectory that has reached to level set Xk is split into

the fixed number of clones, Ok. Hence, Nk = OkRk is a random number. Note that the

initial N0 trajectories form independent tree-like families, which are dependent within

each other. This also means that, once initialized, a trajectory can be simulated till

it hits the set F or the state 0, independent from other trajectories. The efficiency of

the fixed-splitting method highly depends on the choice of the splitting factors. If the

splitting factors are too high, then the amount of work explodes. If it is too low, then

the variance increases significantly due to the low number of hits to the rare event set

F .

• Fixed-effort: Each successful trajectory that has reached to level set Xk is split such

that at the end a fixed and predetermined number Nk is preserved. This means that

every trajectory is dependent on the others, and all the entrance states to the set Xk
must be known. This requires more memory than the fixed-splitting case. At this point

several strategies can be applied to decide which trajectories to clone. In the random

assignment, one chooses with replacement Nk starting states from Rk−1 successful ones.

In the fixed-assignment, each trajectory is cloned approximately the same number of

times, bNk/Rk−1c, where the remaining Nk mod Rk−1 are chosen randomly. The fixed

assignment gives smaller variance than the random assignment because it preserves the

empirical distribution Ĝk at level k.

No matter which technique we use, all variants are unbiased, but the variance analysis differs.

Garvels and Kroese in [47] illustrate by empirical experiments that fixed splitting performs

better in terms of variance, due to the fixed number of chains at each stage. However,

L’Ecuyer et. al. [82] demonstrate the opposite with some examples. Both of these results

highlight the effect of choosing good splitting factor.

Another issue is the unnecessary use of the computational effort as the number of in-

termediate levels increases. Out of Nk sample paths starting at level k, only a fraction will

reach the next level. The rest will end up at state 0. Although the sample paths reaching the

state 0 do not contribute to the estimate of `, we continue to generate them until they hit

0. An heuristic to tackle this problem would be to kill the trajectories that fall below some

level β. This is called truncation in the literature. The most famous truncation method is

the RESTART method introduced by Villen Altamirano & Villen Altamirano [117]. Here,
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fixed-splitting is used when a trajectory hits the upper level and one of the clones is tagged

as the original. If one of the non-original copies goes below its starting level, it is killed. The

original trajectories are never truncated to keep the estimator unbiased, see [46] and [117].

However, in [46] Garvels demonstrates that due to the variability of the number of chains

hitting level k, the variance of the RESTART method is larger than the fixed-effort and fixed

assignment multilevel splitting. The dependency between the trajectories also increases the

variance of the estimator, [82]. However, in practice it is not possible to directly offer just

one method for every problem. Sometimes RESTART performs better, sometimes splitting.

Detailed analysis of the variance of RESTART method is given in [118].

The performance of the multilevel splitting methods depends on the choices of the im-

portance function, the levels Lk and the splitting factors. The optimal importance function

f should be constructed such that

Pk ≤ `(x) < Pk+1 ⇐⇒ k ≤ f(x) ≤ k + 1,

where Pk denotes the absorption probability starting from level k. In order to satisfy this

requirement, we need to implement the following recipe given by Garvels [46]:

1. Make the success probability at each level equal.

2. Make the number of stages equal to m = − log(`)/2.

3. Make the number of samples per level equal.

Following the recipe, we need to set each conditional probability to a constant c, i.e. ck = c

for all k = 1, 2, ...,m. Based on this, ` = cm. Then we can see that

f(x) = m

(
1− log `(x)

`

)
.

Hence, substituting the optimal m = − log(`)/2 into the above equation, we obtain

f(x) =
1

2
log

(
`(x)

`

)
as the optimal importance function. Remark that we have the unknown values ` and ab-

sorption probabilities `(x) in the optimal importance function formula. This is very similar

to the construction of the optimal change of measure in importance sampling. Although

theoretically we know them both, they are not practically implementable. As we did in im-

portance sampling, we need to find useful techniques to estimate the absorption probabilities.

However, this is beyond the scope of this monograph. For further details, we refer to [46]

and [82].

Example 2.4.

Let us go back to our toy example with M/M/1 queue to implement the multilevel splitting tech-

nique. We concentrate on estimating the absorption probability of starting from state 1, reaching

level n, before hitting the level 0. By Example 2.1, we know exactly the value of our probability on

interest:

`n(1) =
1−

(
µ
λ

)
1−

(
µ
λ

)n .
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According to the recipe given by Garvels in [46], the number of levels m is equal to

m =
log
(
λn−µn
λ−µ

)
− (n− 1) log(λ)

2
,

where the importance function boils down to

f(x) =
log
(
λx−µx
λ−µ

)
− (x− 1) log(λ)

2
.

Hence, the levels are given by

Lk =
n

m
k k = 0, ...,m.

Since the conditional probability ck is approximately(
λ

µ

)n/m
,

for all k = 1, ...,m, in fixed-splitting it is usually optimal to choose the splitting factor Rk inversely

proportional to the conditional probability ck, see [51]. That is,

Rk ≈
(µ
λ

)n/m
.

�
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Chapter 3

Patching Algorithm

This chapter presents a general state-dependent importance sampling method which parti-

tions the state space and applies the cross-entropy method to each partition. We investigate

two versions of our algorithm and apply them to several examples of reliability and queue-

ing models. In all these examples we compare our method with other importance sampling

schemes. The performance of the importance sampling algorithms are measured by the

relative error of the estimator and by the efficiency of the algorithm. The results from ex-

periments show considerable improvements both in running time of the algorithm and the

variance of the estimator. This chapter is based on Kaynar and Ridder [71].

3.1 Introduction

Our interest is the computation of rare event probabilities of extremely small order, say 10−9

or less. Rare events are typically found in reliability systems where the set of states in which

the whole system fails are visited seldom, or in queueing systems modeling telecommunication

technologies where loss of traffic packets is very unlikely. These rare events correspond

to visiting a set of absorption states under Markov chain modeling. In this chapter we

consider estimation of these absorbing probabilities by Monte Carlo simulation. We have the

following arguments not to choose one of the numerical techniques from linear algebra that

we mentioned in Chapters 1 and 2.

1. We need the probabilities in a few states only whereas the numerical methods compute

these quantities in all states.

2. If the state space gets very large, it becomes very hard to implement numerical methods.

3. We like to have fast and efficient algorithms.

4. We do not want to run the programs on supercomputers or grid networks. They should

be implementable on personal computers, or laptops.



CHAPTER 3. PATCHING ALGORITHM

5. We do not know in advance the order of magnitude of the target probabilities. This makes

it difficult to specify a proper stopping criterion in iterative methods.

Specifically our preference of using a ‘simple’ personal computer limits the size of the

problem when applying numerical techniques such as Gauss-Seidel iteration. For the sake of

argument, let us assume that our computer has 4GB of physical RAM, and that the state-

transition graph of the Markov chain consists of n states and m transitions. Furthermore

we assume that the associated matrix of transition probabilities is sparse, i.e., m << n2,

as is not uncommon in applications. For ease of computing we set m = ρn, where ρ is a

small number. For instance, in a Jackson queueing network consisting of d queues there are

at most 2d + d2 transitions out of any state (arrivals, departures, transfers). The matrix is

stored as a sparse matrix using information (i, j, pij) per transition, i.e., two integers (4 bytes

each) and one double (8 bytes). For the Gauss-Seidel iteration we need two vectors of size

n (‘previous’ and ‘current’ solutions). Furthermore, we consider the standard IEEE number

representations for integers and doubles. Then an easy calculation gives us the maximal

problem sizes as functions of ρ, see Table 3.1.

ρ n m

4 51.20 204.80

8 28.44 227.56

12 19.69 236.31

16 15.06 240.94

20 12.19 243.81

Table 3.1: Maximal problem sizes in millions.

Let us illustrate argument 5 of our list by considering a problem that concerns the com-

putation of an absorption probability in a Markov chain related to a reliability model. In

Section 3.5.1 we will give the details of the model, at this moment it suffices to know that

we have computed the probability by Gauss-Seidel iteration using software with arbitrary-

precision arithmetic. The Gauss-Seidel iteration is terminated when the Euclidean norm of

the difference of two consecutive solutions—called error—is less than some predefined ε. For

this particular problem we have set ε = 10−50, and plotted the logarithms (base 10) of the

errors up to termination, see Figure 3.1. The absorption probability was computed from the

solution vector after each iteration (see chapter 2 equation (2.2)), and it was found that the

first 16 significant digits remained constant after iteration 1000. Thus, we are confident that

the result is correct at termination. However, not knowing in advantage the magnitude of

the probability we could have easily set the stopping criterion too high. When we used the

standard 16-digit precision, the iteration terminated after 1000 iterations with a ‘zero’ error,

albeit with the correct computed probability, although we were not confident about it.

Since we deal with rare event probabilities of extremely small order, we execute the

simulation under an importance sampling measure. In many problems involving rare events,

importance sampling has provided efficient estimators with huge variance reduction and

substantial running time improvement, see the recent surveys [21],[68] and [96]. The challenge
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Figure 3.1: Differences in two consecutive solutions of the Gauss-Seidel iteration.

of importance sampling is to come up with a biasing scheme or change of measure that

indeed gives these improvements. As we have mentioned in the previous two chapters, the

zero variance change of measure is theoretically known, but not implementable, see [53]. The

first approach to solve this problem is trying to approximate the theoretical zero-variance

change of measure, by using techniques such as large deviations [22], game theory [40] and

stochastic approximation [2], [93].

Besides approximations, there are also adaptive techniques proposed which attempt to

learn the zero-variance change of measure. These techniques usually generate number of

sample paths and assign scores to each sample paths. Then the changes of measures are

updated in every iteration by using these scores. Cross-entropy belongs to this class.

Due to differences in rarity parameters, many research studies concentrate on specific

algorithms that can only be applied to certain type of problem, [21], [59], [68], [96]. In

this chapter, our aim is to come up with a generic importance sampling algorithm that is

generally applicable to all kinds of rare event problems in Markovian setting. Our algorithm

is built on the cross entropy method, [100], introduced in Chapter 2. It is an iterative

technique which updates the changes of measures by maximizing a parameterized nonlinear

program. Then the updated parameters are used as the changes of measures to implement

IS algorithm. Since we deal with Markov chains, the optimal change of measure assigns new

probabilities to all transitions that have initially non-zero probability [53], [83]. Thus, we

choose specifically the transition probabilities of the Markov chain as the parameters in the

Cross-entropy optimization program. This approach runs into numerical problems (efficiency,

memory, round-off errors) when there are too many parameters, as is the case in large-scale

Markov chains.

To tackle the problem of too many parameters we propose to partition the state space (and

their associated transitions) in smaller parts, and then apply the cross-entropy iterations on

these smaller sets. We consider two versions of this approach. In the first version we let each

transition probability be a parameter that is to be determined optimally by the cross-entropy

method. Once the probabilities of a part of the state space are determined, we keep them

fixed in the cross-entropy iterations on subsequent iterations. This is the general outline of

the patching algorithm which will be given in more detail in Section 3.3. The second version

assumes a Markov chain with a face-homogeneous structure such as we encounter typically
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in Jackson queueing networks [63]. When we keep this structure in the change of measure,

the number of parameters is already reduced to a tractable size. Then we apply our patching

algorithm but now we do not keep the parameters fixed while iterating subsequent parts of

the state space. Other attempts of reducing the parameter space in the cross-entropy method

has been reported in [31]. The authors use also a grouping idea, however they group states

along boundary layers that depend on the contents of the queues.

The rest of the chapter is organized as follows. In Section 3.2 we define the type of

rare events that we shall consider, we provide a general explanation of importance sampling

simulation, and we describe the classical cross-entropy method for Markov chains followed

by the performance measures to compare importance sampling estimators. In Section 3.3 we

present our patching algorithm that forms the basis of our study. Section 3.4 contains the

face-dependent methods, and Section 3.5 shows results of our methods applied to reliability

models and to Jackson queueing networks.

3.2 Preliminaries

Before going directly into the patching algorithm, let us first use a toy example to illus-

trate the Markov chain modeling, the importance sampling algorithm and the cross-entropy

method.

Consider two independent birth and death processes implemented in the same system

forming a two-dimensional discrete time Markov chain (X(t))∞t=0 on a finite state space

X = {0, 1, ..., 10}2 = {x = (x1, x2) | x1, x2 ∈ {0, 1, ..., 10}},

with arrival rates λ1, λ2 and service rates µ1, µ2. Hence, there are only transitions ±e1 and

±e2 (whenever possible) where e1 = (1, 0) and e2 = (0, 1). This model can be motivated by

the following example: Assume that two doctors with different professions share the same

waiting room for their clients. But they have certain rules about the number of people

waiting in the room. Each doctor has only 10 seats, and they cannot use each other’s empty

seats. The state of the Markov chain is indicated by the number of patients waiting for each

doctor, i.e. x = (x1, x2) means x1 patients are waiting for the first doctor and vice versa.

Given that for both doctors, i = 1, 2, λi � µi, we are interested in the probability that

starting with zero customers, the waiting room is completely full, before it gets empty again,

` = `(0). That means, with high service rates, the probability of system getting empty is

much higher than the probability that it overflows.

Let P = (p(x, y))x,y∈X denote the corresponding matrix of transition probabilities. Since

the maximum number of jumps from any state x is limited by 4, it is important to note that

P is a sparse matrix. This observation will help us while implementing our algorithm. There

are two absorption states in this problem; (0, 0) entitled as the good state G and and (10, 10)

as the failure state F . All the other states form the large set of internal states denoted by

T , see Figure 3.2.

The main goal of this chapter is to estimate the probability `. The most intuitive approach

is by using Monte Carlo simulation. We initialize N sample paths, (X(i))Ni=1, from the good
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Figure 3.2: The state space of the toy example.

state 0, and continue to simulate until time T where the sample paths hit one of the sets,

G or F . The Monte Carlo estimator uses the ratio of the number of sample paths hit the

failure set F to N ,

ˆ̀
MC =

1

N

N∑
i=1

I{X(T ) ∈ F}.

One can directly picture that most of the samples paths will return to the set 0, due to

high server rates, making many indicator functions equal to 0 above. Hence, as discussed in

Section 2.2, it is not efficient to use ˆ̀
MC for rare event simulation.

An alternative approach is to use IS simulation where we generate the sample paths

under another system and then use the likelihood ratio to preserve the unbiasedness of the

estimator. The main purpose is to make the occurrence of the rare events more frequent

so that more sample paths hit the set F . Hence, for example in our toy problem, we can

generate the sample paths under a new Markov chain with underlying transition probability

matrix P ∗, where p∗(x, y) > 0 if and only if p(x, y) > 0, and then use these sample paths to

form the corresponding IS estimator,

ˆ̀
IS =

1

N

N∑
i=1

I{X(i)(T ) ∈ F}
T−1∏
t=0

p(X(t), X(t+ 1))

p∗(X(t), X(t+ 1))
=

1

N

N∑
i=1

I{X(i)(T ) ∈ F}L(X(i)).

Although, unbiasedness is preserved, the variance of the estimator highly depends on the

choice of the new parameters. Since there are no guidelines, that are directly applicable to

every rare-event problem, we use Cross-entropy (CE) to come up with new set of change of

measures. Note that under the Markovian setting, the new change of measures also retain

the Markov chain property.
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CE is an iterative procedure based on minimizing the Kullback-Leibler distance between

the zero variance change of measure and the IS change of measure. In every CE iteration,

each individual parameter is updated by using the following two formulas;

p̂(j+1)(x, y) =

∑N1

i=1 L
(i)1{X(i)(T ) ∈ F}N (i)(x, y)∑N1

i=1 L
(i)1{X(i)(T ) ∈ F}

∑
y∈X N

(i)(x, y)
, (3.1)

where N (i)(x, y) denotes the number of times that the ith sample path makes a transition

from state x to state y, and

p(j+1)(x, y) = αp(x, y) + (1− α)p̂(j+1)(x, y), (3.2)

for some α ∈ (0, 1). Equation 3.2 is offered to prevent assigning a zero probability to

p(j+1)(x, y), where originally p(x, y) has a nonzero probability, [100]. Consequently, even for

this toy example, CE method updates 438 transition probabilities every iteration. In practical

situations involving Markov chains with very large state spaces, we will have a huge number of

parameters to update. For example let us think of a two-dimensional birth-death process with

unit jumps. Typically, reliability systems are modeled like this as we will see in Section 3.5.

Such systems may easily contain a few millions states, say two million, which means that there

are about eight million transitions, i.e. parameters, to update in every iteration of the cross-

entropy iteration (3.1). Such high-dimensional parameter estimation suffers from degeneracy

(p. 249 in [101]) and creates numerical problems for obtaining accurate estimates unless we

take a large sample size which we do not want. Notice that for generating sample paths of

the Markov chain, and for keeping track of which transitions have occurred, we have to store

only an array of the non-zero transition probabilities, and the associated array N(x, y), see

the update formula (3.1). Sizes of up to hundreds of millions of non-zero transitions do not

cause storage problems in modern PC-computers as we discussed in the introduction.

The purpose of this chapter is to introduce an algorithm, which

(i) is applicable to every rare-event problem under Markovian setting,

(ii) reduces the number of parameters that needs to be updated in each iteration.

The main idea of our method is to implement the iteration rule (3.2) recursively in small

portions of the state space, called patches. In the next sections we describe our patching al-

gorithm, and we discuss some implementation issues and comparisons with other importance

sampling techniques for Markov chains.

3.3 The Patching algorithm

We start with a small irreducible subset of the state space containing the good state 0. We

specify some of its states as being ‘bad’, in the sequel we shall indicate how to choose these.

Being a small subset of the state space we call it a patch. Then we restrict the Markov chain

to this patch and apply the cross-entropy iteration (3.2) for finding a change of measure for

the transition probabilities in the patch. These updated transition probabilities are kept
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fixed for the rest of the algorithm. Next, we enlarge the patch and apply the same procedure

to the parameters which are introduced newly in the expanded patch. We continue enlarging

the patch and updating the parameters until the size of the patch matches the original state

space. The construction of the patches should be done in such a manner that the Markov

chain restricted to a patch remains irreducible.

As a simple example, consider again the two-dimensional toy example introduced in Section

3.2. Let the first patch be Patch1 = {0, 1, 2, 3, 4}2, which contains the good state 0. Notice

that Patch1 is proportional to the state space X by the same reduction factor in both di-

mensions. Thus it is natural to let F1 = {(4, 4)} be the bad set in Patch1. Next, we need

to define the matrix of transition probabilities P1 by restricting P to Patch1. Define the

“border states”

B1 = {(4, x2) : 0 ≤ x2 ≤ 4} ∪ {(x1, 4) : 0 ≤ x1 ≤ 4}.

We keep p1(x, y) = p(x, y) for all transitions x → y when x is not a border state. For the

border states we renormalize the probabilities of transitions to states in Patch1:

p1(x, y) =
p(x, y)∑
z p(x, z)

, x ∈ B1, and y, z ∈ Patch1.

Finally, to start off the cross-entropy iterations with a matrix of transition probabilities P
(0)
1

such that the bad set F1 is less rare than simulating with matrix P1, we take the uniform

transition probabilities, i.e.,

p1(x, y) > 0 ⇔ p
(0)
1 (x, y) =

1

# of transitions out of state x in Patch1
.

Then by using expressions (3.1) and (3.2), we update the transition probabilities for the

change of measure a few times. The resulting change of measure p∗(x, y) for transitions out

off x ∈ Patch1 \ B1 are stored permanently, and will be used both in the subsequent steps

of the algorithm, and in the final matrix of transition probabilities P ∗ on the whole state

space. We denote the set of these transitions by U and we call them permanent transitions.

After dealing with Patch1, we enlarge it to

Patch2 = {x = (x1, x2) : 0 ≤ x1 ≤ 6, 0 ≤ x2 ≤ 6}.

The bad set becomes F2 = {6, 6}. We get the matrix of transition probabilities P2 on Patch2

by restricting the original matrix P in the same manner as above: p2(x, y) = p(x, y) for

all transitions x → y when x is not a border state (6, x2) or (x1, 6). For the border states

we renormalize. Now consider the matrix P
(0)
2 to start off the cross-entropy iterations on

Patch2. We let it be the probabilities determined in Patch1 for the permanent transitions,

and otherwise they are uniform:

p
(0)
2 (x, y) =

p
∗(x, y) for (x→ y) ∈ U ,

1

# of transitions out of state x in Patch2
(x→ y) 6∈ U and p(x, y) > 0.
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Alternatively, for the states x ∈ B1 \ F1 in the previous border set except the bad states, we

might use the transition probabilities p∗1(x, y) with y ∈ Patch1 and renormalize these after

adding p(x, y) with y ∈ Patch2 \ Patch1. In our implementations we apply the latter.

Having set the initial matrix P
(0)
2 and the transitions whose probabilities need to be

updated, we apply again the cross-entropy method for finding a change of measure P ∗2 on

Patch2. Recall that we keep p
(j)
2 (x, y) = p∗1(x, y) = p∗(x, y) for all transitions (x → y) ∈ U

during the cross-entropy iterations, thus the updating rule (3.1) is applied to the other

transitions. With the resulting matrix P ∗2 we update the permanent set U by adding the

probabilities p∗2(x, y) of transitions (x → y) that were not permanent and for which x ∈
Patch2 \ B2 (clearly, B2 is the set of border states of Patch2).

This procedure is repeated by enlarging Patch2 to Patch3, and later on to Patch4 which

is the whole state space X , see Figure 3.3. After these steps we have found our change of

measure P ∗ for running the importance sampling simulations and estimating the original

rare event probability.
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Figure 3.3: The steps in the patching algorithm.

Summarizing, the general cross-entropy patching algorithm reads as follows.

Algorithm 3.1.

1. Set i = 1.

2. Choose Patchi.

3. Form P
(0)
i for Patchi.

4. Generate N1 sample paths and apply the updating formulae (3.1) and (3.2).

5. Stop when convergence has been obtained, otherwise set j = j + 1 and go to step 3.

38



3.3. THE PATCHING ALGORITHM

6. Stop when Patchi matches with the original state space, otherwise set i = i+ 1 and go to

step 2.

7. Estimate the rare event probability P(A) by using importance sampling with N sample

paths.

3.3.1 Implementation issue: how to choose the parameters?

In order to apply Algorithm 3.1, we need to decide on the values of its ingredients such as

(A) the shapes and sizes of the patches, (B) the sample sizes N1 in the iterations, and (C)

the weighting factor α in the updating rule (3.2). In this section we will concentrate on these

issues. For visualization let us have a look at a small two-dimensional reliability system of

two types with 12 components each (see Section 3.5 for more details on this application).

The system is modeled by a two-dimensional birth-death process with unit jumps. The state

space is

X = {0, 1, . . . , 12}2 = {x = (x1, x2) : x1, x2 ∈ {0, 1, . . . , 12}}.

Let the birth rates be λ1(x) = (12− x1)ε and λ2(x) = (12− x2)5ε, and the death rates are

µi(x) = 1 for i = 1, 2. The failure set is the single state F = {(12, 12)}.

(A) Shape and size of patches; choice of bad states.

In order for importance sampling simulation to give more accurate estimates, the Markov

chain structure obtained by the change of measure should not be so much different from the

actual structure of the problem, [4]. This suggests to imitate in each patch the actual shape

of the state space as well as the definition of the failure sets. If in the original problem, the

failure state is defined as the state where all components of all types are down, then this

definition is preserved for each patch. In this section we assume these choices. In the next

section we shall discuss alternative versions.

Additionally, independent of the number of patches we would like to implement, we

observed that choosing the patches equidistant from each other gave the best results in

terms of relative error. This may be explained by an argument that one uses also in the

splitting method for rare event simulations (more about splitting in Section 3.3.2): let pi be

the conditional probability that a random sample path will hit the boundary of Patchi, given

that it has reached the boundary of Patchi−1, then we observed that the variance is reduced

mostly, when these conditional probabilities were constant. For splitting methods this has

been shown to hold in case of level crossings, see [51], [46]. For example if we apply three

patches, the patches should be taken as

Patch1 = {x = (x1, x2) : 0 ≤ x1 ≤ 4, 0 ≤ x2 ≤ 4}
Patch2 = {x = (x1, x2) : 0 ≤ x1 ≤ 8, 0 ≤ x2 ≤ 8}
Patch3 = {x = (x1, x2) : 0 ≤ x1 ≤ 12, 0 ≤ x2 ≤ 12}.

We have chosen four different patching structures: with 2, 3, 4 and 6 number of patches.

Note that we will refer to these patching structures by the size of the patches. Hence, the

structure with 2 patches will be entitled as Patch−6, with 3 patches as Patch−4, with 4
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patches as Patch−3 and with 6 patches as Patch−2. Furthermore, we used iteration sample

sizes N1 = 1000, and for the final estimation we used always sample size N = 5000. In order

to compare fairly, we introduce the notion of (simulation) budget to be the total number of

times the random number generator has been called during the simulation. What we record

is how many times the random number generator is called when we gradually increase the

number of iterations the cross-entropy is implemented in each patch with N1 samples. Hence,

the first point recorded for each patching structure indicates the budget used when only one

iteration of cross-entropy is implemented in every patch. We assume that the simulation of

any event takes the same execution time.
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Figure 3.4: Comparison of different patching sizes with respect to relative error (RE) for fixed

budget.

Figure 3.4 plots the relative error in these four patching schemes and shows that it

remains more or less constant as we continue iterating and simulating (the x-axis shows the

total number of generated events whereas the y-axis shows the relative error of the final

estimator). Thus one or two iterations per patch suffices. Also we see that the scheme with

the most patches (six) performs slightly better than the others.

(B) The choice of the sample sizes.

In order to see the effect of the sample size we fix sample size N1 to the values 200 and

1000 in the iterations. Figure 3.5 shows that the performances for the larger sample size

N1 = 1000 are better than for the smaller N1 = 200, as expected.

(C) The choice of the weighting factor.

Concerning the weighting factor α given above in equation (3.2), we executed the sim-

ulation with our patching algorithm with six patches, and sample size N1 = 1000 in the
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Figure 3.5: Comparison of Algorithm 3.1 with 6 number of patches with N1 is equal to 200 and

1000. The x-axis denotes the number of random numbers generated.

iterations. In [100], it is suggested that α should be chosen between 0.10 and 0.20 in the

cross-entropy method to prevent assigning probability zero to non-zero transitions. However

this problem does not occur as we implement Algorithm 3.1 with a high number of patches.

In Figure 3.6, we see the relative error values for different values of α. We observe that

α = 0.01 gives lower relative values with only one iteration. However, it is important to

remark that the performance of the α values also depends on N1. What we illustrate here is

the comparison of different α values given that N1 and the patching structure are fixed.

Finally, in Figure 3.7 we show the improvement of the performance of the standard cross-

entropy method by applying our adaptation with the patches.

3.3.2 Discussion and comparisons

In this section we first return to the choice of shape of the patches, and their associated

failure sets. Besides the choice described in the previous section (called the basic version),

we have considered two alternative versions. Firstly, let the shapes of the patches determined

by the importance function of the splitting method, cf. [46], [51]. We call this version of

choosing patches as the splitting version. The basic idea of the splitting method is to consider

the rare event as the intersection of nested sequence of events, that are determined by levels

or thresholds in the problem. In the problem that we described in Section 3.3.1, these levels

are specified by an importance function of the form (see [46])

f(x) =
1

2
log

`(x)

`(0)
.
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Figure 3.6: Comparison of α values with fixed budget for Algorithm 3.1 with 6 patches. The x-axis

denotes the number of iterations.

Hence, the patches have border sets {x : f(x) = constant} which we let act also as their

failure sets. The second alternative imitates the shape of the state space but lets the whole

border set acting as the failure set. Let us call this version as the extended failure set version.

We have executed our patching algorithms with the three versions, each for (the same)

four different choices of sample sizes and weighting factors, resulting in the performances

given in Table 3.2. For the definitions of RAT and EFF, together with RE, please refer to

Chapter 2, Section 2.3. We conclude that the second alternative is not a good method for

this problem (notice also the bad estimates). Although the other two versions differ less, the

basic version gives the best performance.

Trying to explain these numerical results, we investigated how sample paths reached the

rare event in a ‘most likely way’ compared to the ‘optimal way’. We refer to the large

deviations literature for the mathematical background of these concepts (e.g. [110]), but we

might visualize it by plotting the drift vectors in each state. The drift vector d(x) in state x

is defined by

d(x) =
∑
y∈X

p∗(x, y)(y − x),

where p∗(x, y) is the transition probability under the appropriate importance sampling scheme.

The Figures 3.8 and 3.9 show that the sample paths in the basic version are the ones most

close to the optimal paths. Hence, we conjecture that the patch shapes and the choice of

their associated bad states should reflect the behavior of the optimal paths to the rare event.

We remark that we have determined the optimal drifts and the optimal importance

function by solving for the exact absorption probabilities using the Gauss-Seidel iteration,
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Figure 3.7: Comparison of standard cross-entropy with Algorithm 3.1 with 6 number of patches

with N1 = 1000. The x-axis denotes the number of random numbers generated.

which is clearly tractable in this small example. The importance function turned out to be

f(x) = x1 + 2x2.

The main purpose of our adapted version of the classical cross-entropy method is to reduce

the dimensionality of the parameter estimation problem. However, similar to the classical

method, we still need to store all of the non-zero transition probabilities. This is no problem

for models up to hundreds of millions of non-zero transitions. However, if we go beyond this

limit, we need the partitioning of the state space to allow us to do the storage concurrently

with the patches. This means that we implement distinct arrays, where each array contains

the nonzero transitions of its corresponding patch. In this way, the numbers of parameters

and the number of non-zero transitions are confined to tractable sizes. The simulation of

sample paths can be executed with these distinct transition probability matrices against a

slight increase in simulation time due to administration overhead.

We discuss two other techniques of designing importance sampling algorithms for rare

events in Markov chains. In our simulation experiments in Section 3.5 we have implemented

these techniques in order to compare with our algorithm.

1. As explained in Section 2.4.1, the cross-entropy method approximates the optimal transi-

tion probabilities p(x, y)`(y)/`(x) by minimizing the relative entropy. Recently [83] con-

sidered approximating these probabilities by approximating the hitting probabilities `(·).
This so-called zero-variance approximation (ZVA) depends heavily on the specific problem

of interest whereas we claim that our patching algorithm is more general applicable. For

instance, the approximation `app(·) suggested in [83] seems to hold for reliability models
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Version N1 CE it. α Estimation RE RAT EFF

basic: 1000 3 0.01 7.3976E-23 0.1296 1.8104 45.5317

same shape 1000 3 0.05 8.5653E-23 0.2317 1.8457 46.1780

and same 10000 10 0.01 1.2933E-22 0.0177 1.8877 46.3140

failure set 10000 10 0.05 1.3895E-22 0.0223 1.8845 46.1823

alternative 1: 1000 3 0.01 1.1329E-22 0.0814 1.8313 45.5878

shape by the 1000 3 0.05 1.2743E-22 0.0909 1.8282 45.3885

importance function 10000 10 0.01 1.5182E-22 0.0375 1.8630 45.3241

10000 10 0.05 1.5387E-22 0.0346 1.8626 45.3011

alternative 2: 1000 3 0.01 6.0558E-25 0.2102 1.8125 49.5468

same shape 1000 3 0.05 1.4196E-24 0.3477 1.8041 48.7377

with whole border 10000 10 0.01 7.4670E-24 0.1027 1.8411 47.5752

as failure set 10000 10 0.05 1.1325E-23 0.2117 1.8128 46.6656

Table 3.2: Comparison of performances for different patching versions.

and not for queueing models. On the other hand, if one is able to express analytically

the approximating function `app(·), it is shown in [83] that under certain conditions the

resulting importance sampling estimator shows logarithmic or strong efficiency.

2. Alternative importance sampling techniques for Markov chains exist which do not require

storage of the transition probabilities. These methods are usually based on heuristic

arguments and bias the transition probabilities so that more probability mass is assigned

to transitions ‘in the direction’ of the rare event. For instance, transitions in reliability

models consist of failures and repairs. Under the original measure the associated transition

probabilities are small for failures, say at most ε, and high for repairs. A biasing scheme

may increase the total failure transition probability to some higher weight θ (and decrease

the repair transition probability accordingly). The advantage of such biasing schemes

is that they are state-independent and can be executed for very large systems. The

disadvantage is that they are not designed to approximate the zero-variance measure, and

so the performance is poor with a bad choice of biasing.

Finally, we give a few remarks on the splitting method for rare event simulation of Markov

chains. In Table 3.2 we gave simulation results for the patching algorithm where the patches

are defined by the importance function, as in the splitting method. This provided good

results. But, we obtained improvements by considering patch shapes based on the same

structure as the original problem. Additionally, in order to use the importance function,

supplementary information such as estimation of absorption probabilities from every state

has to be provided, where the original structure is used as a guidance in the same way as in

patching. Although by definition patching and splitting look similar, the purpose of these

two methods is different. Patching estimates the optimal change of measure, where in the

last step the change of measure is used to estimate the actual rare event probability, whereas

the splitting method estimates the conditional probabilities of reaching the next level, given
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Figure 3.8: Drift vectors in the optimal (left-hand side) and the basic (right-hand side) patching

importance schemes.

the current level. The number of levels and how to choose them plays a crucial role in the

efficiency of the splitting method. This seems to be the same issue as our choice for the

patches.

3.4 Face-dependent cross-entropy

In the previous section we considered the cross-entropy method for general finite-state discrete-

time Markov chains, and we described our approach to update the transition probabilities in

smaller groups or patches. In this section we shall consider face-homogeneous Markov chains

with bounded jumps, to be explained shortly (see for instance [63]). It is even allowed that

the state space of the chain is infinite.

We encounter face-homogeneous Markov chains typically in Jackson queueing networks.

These networks are modeled by continuous-time Markov chain, but by embedding at the

jump times we obtain a discrete-time Markov chain, (X(t))∞t=0, with state space X = Zd+
(assuming d queues). Let S be the power set of the indices {1, 2, . . . , d}, and define the

function f : Zd+ → S by letting f(x) be the set of indices i for which xi > 0, i.e.,

f(x) = {i ∈ {1, 2, . . . , d} : xi > 0}, x ∈ Zd+.

For any subset of indices Λ ∈ S, define face FΛ by

FΛ = {x ∈ Zd+ : f(x) = Λ}.

For example, we have

F∅ = {(0, . . . , 0)}; F{1} = {(x1, 0, . . . , 0) : x1 > 0}.
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Figure 3.9: Drift vectors in the alternative patching importance schemes. The left figure refers to

the splitting version whereas the right figure shows the drift vectors for extended failure set version.

The face-homogeneity assumption is that the transition probabilities p(x, x+y) do not depend

on x for all x in the same face,

p(x, x+ y) = pΛ(y), ∀x ∈ FΛ,

and for all jumps y ∈ Zd such that x+y ∈ Zd+ is a state. Equivalently, p(x, x+y) = pf(x)(y).

This means that the transition probabilities out of every state belonging to the same face

will be the same. Hence, for any subset Λ ∈ S of indices we define the random variable ξΛ

on Zd with probability mass function

P(ξΛ = y) = pΛ(y), y ∈ Zd.

We call this an index-jump variable, and we let these 2d = |S| different index-jump variables

be independent. If we suppose that ξΛ(1), ξΛ(2), . . . are i.i.d. copies of ξΛ, then the Markov

chain (X(t)) evolves according to

X(t+ 1) = X(t) + ξf(X(t))(t+ 1).

Notice that for each index set Λ the partial sums (
∑n
t=1 ξΛ(t))

∞
n=1

of the index-jump variables

constitutes a homogeneous random walk in Zd, thus the Markov chain X(t) might be called

a face-homogeneous random walk.

Again we assume some rare event probability P(A) given by absorption in the bad set before

absorption in the good set. We apply the cross-entropy method for finding a change of mea-

sure (or transition probability matrix P ∗) under which the importance sampling simulations

will be executed. We restrict the class of feasible transition matrices P in the optimiza-

tion program to those for which the face-homogeneity is retained. Hence, the sample path
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probability can be expressed as

dP∗(X) =

T∏
t=1

p∗f(X(t))(X(t+ 1)−X(t)).

Therefore, if we let MΛ denote the number of jumps of the index-jump variable ξΛ, we get a

total of
∑

Λ⊂{1,2,...,d}MΛ parameters to update during the cross-entropy iterations, whatever

the size of the state space of the Markov chain is. If we denote by N
(i)
Λ (y) the number of times

that the i-th sample path of the Markov chain makes the jump ξΛ = y, i.e., the associated

transition (x → x + y) for some x ∈ FΛ, and denote by L(i) the likelihood ratio of the i-th

sample path, then the update rule (3.1) in the j-th cross-entropy iteration becomes

p
(j+1)
Λ (y) =

∑N1

i=1 L
(i)1{X(i)(T ) ∈ F}N (i)

Λ (y)∑N1

i=1 L
(i)1{X(i)(T ) ∈ F}

∑
y N

(i)
Λ (y)

. (3.3)

The weighted expression (3.2) is still used with some parameter α ∈ (0, 1).

A similar idea of reducing the parameter space has been studied in [31] for state-dependent

tilting using a method called “Boundary Layers”. This method is based on the fundamental

assumption that the transition probabilities (in an optimal change of measure) will hardly

depend on a queue’s content if that queue’s content becomes large. Therefore, it is sug-

gested to assign the same set of transition probabilities to a group of such states. Thus, the

grouping is based on the levels of the queues. On the other hand, we consider the intrinsic

homogeneous face structure of the Markov chain which we retain when implementing the

cross-entropy method. Specifically for queueing applications, the fundamental observation

for face-dependent cross-entropy method is that it is independent of the level of the queues.

3.4.1 The patching algorithm

As mentioned in Section 3.3, the main idea of the patching algorithm is to update the change

of measures for the whole state space in small portions. However, what matters in case of

face-dependency is the size of the total number of transitions
∑

Λ⊂{1,2,...,d}MΛ of the d

random walks constituting the Markov chain. To explain the patching idea, we return to the

original setting in Section 3.2 and denote the rare event by An where the rarity parameter

n→∞. For instance in the Jackson network applications, the rarity parameter n will be an

overflow level of one or more queues.

For the patching version of our algorithm we apply the same technique as the standard

cross-entropy method for level-crossing probabilities, [100], and let the rarity parameter n

increase as the iterations go on. For the first Patch we set n0 to some low value. We update

the change of measures according to this level. The parameters updated in Patchi set fixed

and form a good initial probability matrix for Patchi+1. By gradually increasing the value of

the parameter n, the sample paths are more and more pushed to the rare event set. However,

as will be seen in following section, the starting value plays a crucial role in the reduction

of the variance. It is important to note that applying the patching algorithm to a face-

homogeneous Markov chain impairs the face-homogeneous property of the whole state space.
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As the parameters in Patchi are updated, they are set as fixed; i.e. they do not change in

the consecutive iterations. Hence, if we look at the change of measure after implementing

the patching algorithm, two states that were in the same face in the original problem may

have different transition probabilities out of them given that they are in different patches.

Thus, the resulting Markov chain is only face-homogeneous in the respective patches.

3.4.2 Implementation issue: how to choose the parameters?
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Figure 3.10: Comparison of face-dependent cross-entropy with Algorithm 3.1 with 6 number of

patches with N1 = 1000. The x-axis shows the total number of generated events and the y-axis

denotes the RE.

In order to observe the effects of (A) different values of rarity parameter n (sizes of the

patches), (B) the sample size N1 in the iterations and (C) the weighting factor α, we consider

a small two-dimensional Jackson network problem with two single server queues. The jobs

arrive at the first queue according to a Poisson process of rate λ = 1. There are single servers

at both of the queues and exponentially distributed service times with rates µ1 = 12 and

µ2 = 10. The routing matrix R of the system is as follows:

R =

(
0 1

2
1
10 0

)
.

The failure set is reached whenever at least one of the queues exceeds n = 12.

For this small example we implemented our face-dependent cross-entropy algorithm, and

our original patching Algorithm 3.1 with four different patching structures: with 2, 3, 4 and

6 number of different rarity levels n. In order to see the effect of the sample sizes we fix
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sample size N1 in the iterations to 5 and 1000, respectively. For the final estimation we used

samples size N = 5000 for all methods.
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Figure 3.11: Comparison of face-dependent cross-entropy with N1 = 5 and N1 = 1000. The x-axis

shows the number of times the CE has been run in every patch. The y-axis on the left denotes the

RE where as the y-axis on the right illustrates the total budget spent.

Figure 3.10 shows that for fixed sample size N1 = 1000, the relative error in these four

patching schemes gets higher as we increase the number of patches. Hence, it is not helpful

to apply Algorithm 3.1 when face-dependent cross-entropy is already giving good results.

Figure 3.11 shows that the performances for the larger sample size N1 = 1000 does not differ

so much from the smaller N1 = 5. However, we also have to keep in mind that this example is

a small generic example used to understand the general behavior of the algorithm. Although

it will provide a guidance in Section 3.5, different problem settings can give slightly different

results.

Concerning with the weighting factor α, similarly to what we did in Section 3.3.1, we

executed the simulation with our face-dependent cross-entropy algorithm and with sample
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Figure 3.12: Comparison of α values with N1 = 1000 for face-dependent cross-entropy. The x-axis

shows the number of iterations.

size N1 = 1000 in the iterations. In Figure 3.12, we see the relative error values for different

values of α. Here we observe that lower α values, such as 0.001, 0.01 and 0.05, give lower

relative values.

3.5 Numerical examples

In this section we will discuss the performance of our algorithms mentioned in the previous

sections for two different models: highly reliable Markovian systems and Jackson networks.

These systems differ in terms of rare event setting as mentioned in [59]. In reliability models

there are a few events happening that create the notion of rare events whereas in Jackson

networks rare events happen as a combination of large number of events. It is well known that

different kinds of importance sampling schemes should be applied to both types of problems.

Since, our aim is to come up with a general algorithm which is applicable to any type of

Markov chain, we will discuss the performance of the algorithms for both models.

CE-D and Patch-D refer to the cross-entropy algorithms in Sections 3.2 and 3.3 without

and with patching, respectively. Similarly, CE-F and Patch-F notify that we have imple-

mented the face-dependent cross-entropy methods described in section 3.4. In the notation

CE-D(k;n;α), k refers to the number of iterations the cross-entropy is run, n refers to the

number of sample paths produced in each iteration, N1 in Algorithm 3.1, and α refers to the

weighting factor in equation (3.2). The same notation is valid also for the Patch-D, CE-F

and Patch-F. For the state-dependent and face-dependent patching algorithms we also add

a number at the end of the usual notation to indicate the distance we take between each
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patch. That means, as the number decreases, we will have more patches. In Figure 3.13 we

give a few examples: Patch-F(k;n;α)−2 and Patch-F(k;n;α)−5.
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Patch-F(k;n;α)−2 Patch-F(k;n;α)−5

Figure 3.13: Examples of notation for face-dependent cross-entropy with patches.

The results for each example contain the probability estimation and the three performance

measures discussed in Section 2.3. We run the cross-entropy method for a fixed and prede-

termined k and n which refers to simulation with a fixed budget in the literature. Then, we

implement the importance sampling to estimate the rare event probability and performance

measures. We do not check whether the cross-entropy method has converged or not. Our

aim is to show the performance of the algorithms with a fixed budget.

3.5.1 Reliability

Our first example is a model of a highly reliable Markovian system which has been studied

largely in relation to importance sampling estimation of system failure and mean time to

failure, see for instance [3], [83], [57], [66], [67], [109] and [108]. In this reliability system

there are d different component types, where type i contains Ki identical components. Each

component fails, independently of other events, after an exponentially distributed failure

time, with failure rate λi for type i components. Failed components may be repaired by one

or more service men. The repair times of type i components are exponentially distributed

with rate µi. We make the following assumption.

Assumption 1.

(i) There is no failure propagation.

(ii) There is no group repair.

(iii) The failure rates are functions of a parameter ε according to

λi = εri , (3.4)

where ε > 0 small and ri ≥ 1.

(iv) The repair rates are several orders of magnitude larger: µi ≥ µmin = 1.
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However, we do allow priority of service. The system is modeled by a continuous-time Markov

chain with states x = (x1, . . . , xd) representing the number of failed components per type.

Thus the state space is

X =

d∏
i=1

{0, 1, . . . ,Ki},

with cardinality |X | =
∏d
i=1(Ki + 1). Under Assumption 1(i) and 1(ii), the Markov chain

has jumps of size one, when an operational component fails or a failed component has been

repaired. It is easy to see that the chain is irreducible over its state space. We might

generalize to allow failure propagation, group repair and other transition structures based

on state information, but at the moment we consider the most simple models.

The associated discrete-time Markov chain (X(t))∞t=0 is constructed by embedding the continuous-

time Markov chain at its jump times. The good set G consists of the single ‘perfect’ state

0 = (0, 0 . . . , 0) with all components operational, and the ‘bad’ or failure set F represents all

states in which the system is down, for instance F is the single state (K1,K2, . . . ,Kd) with

all components of all types failed, or the set of states in which all components of at least one

type have failed. Recall that `(x) is the probability of hitting the failure set when the chain

starts in an internal state x ∈ T . We are interested in these hitting probabilities. Our target

is the failure probability (FP)

`(0) =
∑
x∈T

p(0, x)`(x),

which we wish to estimate by simulation. Besides its own interest, the failure probability is

used for determining the system unavailability and the mean time to failure, ([57]).

The rarity parameter in this reliability model is n = [1/ε] (see (3.4) for ε), thus we might

denote the failure probability by `n(0). Under the conditions of Assumption 1 it has been

shown in [66] that `n(0) approaches 0 polynomially fast as n goes to infinity. That is, letting

r = min {ri : i = 1, 2, . . . , d}, then

lim
n→∞

log(`n(0))

log n
= −r.

Several importance sampling schemes have been proposed to give bounded relative error (in

certain cases) or asymptotically optimal estimators, notably: simple failure biasing (SFB)

([109]), balanced failure biasing (BFB) ([109]), balanced likelihood ratio method (BLR) ([3]),

and more recently a zero-variance approximation method (ZVA) ([83]).

• SFB with parameter θ ∈ (0, 1): increase the total failure-transition probability at any

state to a constant θ while keeping their original mutual proportionalities; similarly,

the repair-transition probabilities are reduced to 1− θ.

• BFB with parameter θ ∈ (0, 1): similar to SFB(θ), however, it distributes the total

probability θ equally to the failure-transitions.
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• BLR: the crucial observation is that each repair must be preceded by a failure. Then

one can force the product of respective pairs of event likelihood ratios to be one, and

thus the likelihood ratio of a sample path to be bounded above by one.

• ZVA: see Section 3.3.2 for a short summary and the underlying ideas of this method.

Recall that the importance sampling transition probabilities become

p∗(x, y) =
p(x, y)`app(y)∑
y∈X p(x, y)`app(y)

. (3.5)

In [83] it is suggested to let the approximated hitting probabilities `app(y) = v0(y),

where v0(y) is the maximal probability of paths of states y = y0 → y1 → · · · →
yk ∈ F going from state y to the bad set F . Notice that the denominator in the

approximation (3.5) is simply the normalizing constant. Also we have considered a

refinement suggested in [83] to replace v0(y) by v1(y) = v0(y)α, where α is determined

by first executing an importance sampling procedure to get a rough estimate ˆ̀ of the

failure probability `(0), and then matching v0(0)α = ˆ̀.

We have implemented the SFB, BFB and ZVA schemes to compare with our method in both

statistical and computational performance. We give three examples: the first example is a

small test example with 1331 states and 7260 nonzero transition matrix entries (parameters).

The second example is from [83] with 2197 states and 12168 nonzero matrix entries, and the

third example has a large state space of 4084101 states and over 20×106 parameters. To assess

the estimations we computed numerically the hitting probabilities in the two smaller examples

by applying the Gauss-Seidel iteration using software with arbitrary-precision arithmetic.

Example 3.1.

There are 3 types, each with 10 components, with failure rates λ1 = ε, λ2 = 5ε and λ3 = 8ε

(all failure rates are of the same order as functions of ε: this is called “balanced”) and repair

rates µi = 1 for all i. ε is taken to be 0.01. There is a single repairman but no priorities

are applied between types. All the repairs are made one by one as soon as one has failed,

no group repairs are allowed. Finally, the system breaks down when all components of all

types have failed, which corresponds to F = {10, 10, 10}. The associated failure probability

is found by the Gauss-Seidel method to be 1.057E − 24.

The results for all the models can be found in Table 3.3. All results are averages of 5

repetitions, where the sample size in the (final) importance simulations for estimating the

rare event probability is 106 in all experiments.

Recall the three performance measures of the importance sampling estimators introduced

in Section 2.3: RE (relative error), RAT (logarithmic ratio) and EFF (efficiency). The

EFF measure takes into account the total running time on the computer which includes

the execution of the cross-entropy iterations and the final importance sampling simulation.

Better performance is obtained by a smaller RE, higher RAT, and larger EFF.

Before comparing the importance sampling methods, it is important to point out the

difference between Gauss-Seidel estimation and the estimation obtained by these importance

sampling methods. We observed that our importance sampling methods gave slightly lower
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Method Estimation Est. Error RE RAT EFF

SFB(0.7) 8.15E-25 22.90% 0.3477 1.7950 48.7823

SFB(0.8) 7.20E-25 31.88% 0.3167 1.7973 49.0323

SFB(0.9) 3.92E-25 62.91% 0.2971 1.8022 49.6496

BFB(0.7) 8.19E-25 22.52% 0.1735 1.8179 49.2005

BFB(0.8) 8.11E-25 23.27% 0.1734 1.8201 49.4110

BFB(0.85) 7.39E-25 30.09% 0.2141 1.8144 49.3780

ZVA(v0) 7.27E-26 93.12% 0.4043 1.7964 50.9142

ZVA(v1) 2.95E-25 72.09% 0.3298 1.8002 49.7402

CE-D( 7;20000;0.15) 5.90E-29 * 0.5433 1.0649 *

CE-D(10;30000;0.15) 3.77E-29 * 0.5544 1.0867 *

CE-D(15;80000;0.15) 3.29E-27 * 0.5798 1.8029 *

Patch-D(10;20000;0.15)-2 5.07E-25 52.03% 0.0916 1.8408 48.7110

Patch-D(10;20000;0.15)-2(4) 4.08E-25 61.40% 0.0861 1.8424 48.9142

Patch-D(10;40000;0.15)-2 7.16E-25 32.26% 0.0815 1.8446 48.2375

Patch-D(10;40000;0.15)-2(4) 7.09E-25 32.92% 0.0449 1.8663 48.7651

Table 3.3: Comparison of performances for Example 3.1.

estimations than the Gauss-Seidel solution. This might be explained by the well known over-

biasing effect that pops up easily in importance sampling implementations ([35] and [111]),

specifically in multi-dimensional Markov chain problems, [4]. The difficulty is that by a minor

deviation of the optimal biasing parameters, the importance sampling simulation generates

actually too many observations of the rare event, almost all with very small likelihood ra-

tios. Generally, this is hard to solve, except either by adjusting the biasing scheme (like our

patching proposal), or by using a larger sample size.

Although the number of states is not very high, we noticed from the experiments that

this kind of Markovian reliability model with only one failure state is a hard problem for

every approach. We experimented with a large range of θ’s in the SFB(θ) and BFB(θ)

schemes. Although they provide fast and accurate estimations with actual estimate error

lower than 23%, the relative error is not very small (relative error of 17% or worse). BFB(θ)

gives better results compared to SFB(θ), but still poor. The ZVA method even performs

worse than biasing schemes in terms of both relative error and estimate error. ZVA(v1) gives

slightly better results compared to ZVA(v0). However, none of them gives relative error

smaller than 10%.

Also, we experimented with various CE-D(k;n;α) and Patch-D(k;n;α) schemes. For

CE-D(k;n;α), we could not get good performance (nor good estimates!) even not after

increasing the number of sample paths in each iteration. These results only suggests that

cross entropy didn’t have a chance to converge, yet and needs much higher budget to have

a better estimate. Consequently, the EFF performance measure for CE-D(k;n;α) is not

compatible with other methods. Though, Patch-D(k;n;α) schemes clearly improves the

performance of the cross entropy method when the number k of iteration sample paths was

sufficiently large. However, the estimate error is slightly higher than the BFB method. All
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in all none of these algorithms are suitable for this problem with a low budget.

Using 20000 sample paths in standard cross-entropy did not give us good results. Hence,

keeping the sample size the same, we report a few combinations with clustering in groups of

2 starting either with 2 or 4, because larger clusters showed worse results. As expected, if we

increase the number of sample paths in each iteration, the relative error decreases. Although

the patching algorithm consumes more computing time, the efficiency is about the same as

the other algorithms due to its variance improvements.

Example 3.2.

This is an example from [83]. There are again 3 types, this time each with 12 components,

with failure rates λ1 = ε, λ2 = 1.5ε and λ3 = 2ε2 (unbalanced) and repair rates µi = 1 for all

i. We only give results for ε = 0.001. There are ample repairmen who work simultaneously

on all failed components. There is no priority or group repair. The system breaks down as

soon as at least one component type has less than 2 operational units, i.e.,

F = {x = (x1, x2, x3) : ∃ i xi ≥ 11}.

The associated failure probability is found by the Gauss-Seidel method to be 3.892E−28. The

results for all the models can be found in Table 3.4. All results are averages of 5 repetitions,

where the sample size in the (final) importance sampling simulations for estimating the rare

event probability is 106 in all experiments.

Method Estimation Estimation Error RE RAT EFF

BFB(0.7) 3.75E-28 3.65% 0.6725 1.7597 54.0421

BFB(0.8) 4.43E-28 13.82% 0.3749 1.7765 54.1473

BFB(0.9) 3.71E-28 4.68% 0.3746 1.7766 54.3167

ZVA(v0) 3.88E-28 0.31% 0.2563 1.8246 55.6483

ZVA(v1) 3.87E-28 5.65% 0.0135 1.9306 58.7978

CE-D(7; 5000;0.15) 2.24E-28 42.45% 0.3228 1.8824 60.1135

CE-D(7;10000;0.15) 2.05E-28 47.33% 0.1801 1.9180 59.1779

CE-D(7;20000;0.15) 3.42E-28 12.13% 0.1703 1.9089 57.7000

CE-D(7;50000;0.15) 3.83E-28 1.59% 0.0048 1.9642 58.0076

Patch-D(2; 300;0.15)-2 3.24E-28 16.75% 0.0554 1.9454 58.7695

Patch-D(3; 500;0.15)-2 3.84E-28 1.34% 0.0086 1.9664 58.9652

Patch-D(1;1000;0.15)-2 3.90E-28 0.05% 0.0140 1.9578 59.7262

Table 3.4: Comparison of performances for Example 3.2.

Observations in terms of comparison of methods are generally similar to Example 3.1.

ZVA(v1) provided better estimation, with a relative error around 1.3%. Cross-Entropy (with-

out patching) showed small relative error when we increased the sample size to 50, 000 in each

iteration, whereas Patch-D(k;n;α) obtained the same relative error with much less sample

paths. All the patching results are given in clusters of 2 and for fixed α = 0.15.

We can empirically check the asymptotic efficiency of this problem with respect to two

rarity parameters; ε and the number of components each type has. The experiments are
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repeated for increasing number of components (where the failure set remains to be a layer of

two), and for decreasing ε values. All the simulation results for asymptotic efficiency can be

found in Table 3.5. It is clear from the table that keeping the number of components fixed

as ε decreases, meaning as the event gets rarer, we see that the relative error grows linearly

with respect to ε whereas the probability decreases exponentially fast. The last column with

RAT values also approach to 2 as ε approaches to 0. The same observation also holds for the

number of components for fixed ε. For ε = 0.001, as the number of components increases the

probability decreases exponentially where as the relative error increases linearly. We also see

that RAT values converge to 2 as the number of components approaches to infinity.

Model Number Estimation RE RAT

Components

ε = 0.05 8 1.14E-06 0.0033 1.8224

3 iterations 12 6.59E-11 0.0081 1.8229

103 replications 20 1.56E-19 0.0354 1.8372

40 1.39E-42 0.3844 1.8788

60 3.88E-68 0.7191 1.9190

ε = 0.01 8 5.43E-11 0.0025 1.9182

3 iterations 12 4.27E-18 0.0034 1.9371

103 replications 20 2.00E-32 0.0068 1.9473

40 1.53E-68 0.0401 1.9532

60 4.59E-105 0.1204 1.9603

ε = 0.001 8 5.09E-17 0.0036 1.9396

3 iterations 12 3.86E-28 0.0029 1.9647

103 replications 20 1.69E-50 0.0070 1.9662

40 1.12E-106 0.0320 1.9718

Table 3.5: Test of asymptotic efficiency of Patch-D for Example 3.2.

Example 3.3.

There are 5 types, with 20 components each, with unbalanced failure rates; 2.5ε, 3ε, ε2, 6ε,

2ε2 and repair rates µi = 1 for all i. ε is taken to be 0.001. There is a single repairman who

applies preemptive priority according to 1 > 2 > 3 > 4 > 5. Type 1 has the highest priority.

All types are repaired one by one as soon as one has failed. The system breaks down as soon

as all components of at least one type have failed. All results are averages of 5 repetitions,

with sample size 106 for the final estimation.

For results of Example 3.3, please refer to Table 3.6. The BFB and CE-D algorithms gave

quite different estimates than the other algorithms, even after having increased the number of

sample paths (for BFB only) from 106 to 108. On the other hand as we increase the number

of sample paths for ZVA algorithm, it provides an estimate of 3.2898E − 022 with relative

error around 0.04. Thus we conjecture that the correct estimates are given by these other

algorithms, i.e., ZVA and Patch-D. This problem is clearly challenging for all algorithms.

Only based on Table 3.6 we can see that compared the other algorithms patching algorithm

provides estimations close to correct probability value with a high efficiency. However it
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Method Estimation RE RAT EFF

BFB(0.8 ) 2.60E-30 0.8633 1.7872 *

BFB(0.85) 8.18E-30 0.6977 1.7697 *

BFB(0.9 ) 6.38E-31 0.9995 1.7351 *

ZVA(v0) 5.20E-23 0.9295 1.7663 44.5897

ZVA(v1) 3.60E-23 0.4775 1.7824 44.6055

CE-D( 7;10000;0.15) 8.27E-28 0.4450 1.6712 44.6123

Patch-D( 7; 500;0.05)-2 1.16E-23 0.1420 1.8123 46.9334

Patch-D(10; 500;0.05)-2 6.74E-24 0.1068 1.8249 47.6279

Patch-D(10;1000;0.05)-2 6.32E-24 0.0954 1.8321 48.2418

Table 3.6: Comparison of performances for Example 3.3.

is important to emphasize that the ZVA algorithm is implemented as suggested in [83],

namely using the maximal probability of paths to the rare event as an approximation to the

absorption probability. This means that we recommend to adapt this approximation.

3.5.2 Jackson network

Our second example comprises the well known product-form Jackson queueing networks.

There is ample literature on importance sampling simulation for estimating excessive backlogs

(or buffer cq. population overflows) in networks with more or less general network topologies,

by algorithms with proven complexity or by heuristic algorithms. We mention here a few.

• Tandem queue and total population overflow: [91] gave a state-independent heuristic

algorithm based on exchanging the arrival rate with the service rate of the bottle-

neck server. Later, this heuristic has been analyzed in [28] and [52] to show that

asymptotic optimality is obtained only in certain specific parameter regions. In [39] a

state-dependent change of measure has been developed and proven to be asymptotically

optimal. The method is based on connections between importance sampling, stochastic

games and optimal control.

• Tandem queue and buffer overflow at the second queue: using a Markov additive process

representation [77] constructs a state-dependent change of measure (dependent on the

content at the first queue) and proves asymptotic optimality.

• This has been generalized to Jackson networks and buffer overflow at a single target

queue in [65]. The resulting change of measure is obtained as a solution to a set of

conditions and proven to be asymptotically optimal.

• General topologies and population overflow: [45] applies the large deviations heuris-

tic of [91] to come up with a set of nonlinear equations whose (unique) solution

serves as a state-independent change of measure. Note that this method is only

applicable to method where there is only one server with the highest load. In [87]

heuristic state-dependent algorithms are constructed based on the observation that
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the state-dependency of the optimal (zero-variance) change of measure is strong along

the boundaries and weak and diminishes in the interior. The proposed solution is a

state-dependent combination of matrix solutions.

• General Markovian queueing models and rare events: [30] and [31] report cross-entropy

based adaptive state-dependent algorithms. In [31] the algorithm uses boundary layers

as we explained in Section 3.4. The method in [30] is a three stage adaptive importance

sampling algorithm which uses cross entropy to update the arrival and departure pa-

rameters together with routing probabilities. First, they estimate the minimum cross-

entropy tilting parameter for a small buffer level; next, they use this as the starting

tilting parameter value for the estimation of the optimal tilting parameter for the actual

buffer level. Lastly, the tilting parameter obtained is used to estimate the population

overflow probability.

We will compare our algorithms with the heuristic methods of [30] (in all our examples),

[45](first two examples) and [87] (in Example 3.6). To include as well efficiency into the

comparison, we implemented the algorithm given in [30]. The results for Example 3.6 are

directly taken from [87]. For ease of comparison the method discussed in [45] will be denoted

as FLA in all of the examples.

Suppose that the network consists of d queues, Poisson arrivals with rates λi (i = 1, . . . , d),

single servers at the queues and exponentially distributed service times with rates µi (i =

1, . . . , d), routing probabilities rij (i, j = 1, . . . , d) such that the routing matrix R is sub-

stochastic. We make the usual stability assumption: let (νi)
d
i=1 be the traffic intensities

determined as the solution to the traffic equations

νj = λj +

d∑
i=1

νirij , j = 1, . . . , d.

Assumption 2. For any i = 1, . . . , d the load ρi = νi/µi < 1.

The network is modeled by a continuous-time Markov chain with states x = (x1, . . . , xd)

representing the number of jobs present at the queues (including the servers). Again we

consider its associated discrete-time Markov chain (X(t))∞t=0 by embedding at the jump

times. The state space of the chain has infinite size, being the subspace of all nonnegative

integer vectors. However, we consider only the following two bad sets:

1. Total population exceeds n, i.e.,

F = {x :

d∑
i=1

xi ≥ n}.

2. At least one queue exceeds n, i.e.,

F = {x : max
i=1,...,d

xi ≥ n}.
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In both cases we can reduce the infinite state space to a finite state space X . The good

set consists of the single empty state: 0 = (0, . . . , 0). Thus, similarly as in the reliability

example we consider the failure probability (FP)

`(0) =
∑
x∈T

p(0, x)`(x),

where `(x) is the probability of hitting the bad set F before hitting 0, when the chain would

start in state x.

In this example the rarity parameter is the buffer or the population overflow level n. It has

been shown in [52] that

lim
n→∞

1

n
log `n(0) = −θ.

Example 3.4.

This example of a five-node Jackson network is taken from [31], see also [30]. We have

implemented the three stage method of [30], which we denote by CE-3-Stage(k;n; l0): k

is the number of iterations where cross-entropy is implemented, n denotes the number of

repetitions used in each iteration, whereas l0 refers to the small buffer level to obtain the

starting tilting parameters.

mµ2
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Figure 3.14: Jackson Network with 5 queues.

Jobs arrive at the first queue according to a Poisson process with rate λ1 = 3. There

are single servers at each queue along with exponentially distributed service times with rates

µ1 = 40, µ2 = 20, µ3 = 25, µ4 = 50 and µ5 = 60 with all routing probabilities equal to

0.5. Server 3 is the bottleneck queue with a load of 0.2. All the other servers have a load of

0.1. Consider the estimation of the overflow probability that total population exceeds level

l = 80.

In this example we have 32801517 states with 277848143 nonzero transitions, which is

quite high for implementation of the state-dependent change of measure. That is why, we
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will only present here the results for the face-dependent cross-entropy methods. We used 105

replications in the final estimation by importance sampling. In all Patch-F implementations

we started with the lower level value of 10 and increased it by 10 in every Patch until we hit

the actual overflow level of 80. All results in Table 3.7 are averages of 5 repetitions.

Method Estimation RE RAT EFF

CE-3Stage(7;100000;5) 7.60E-55 0.0170 1.9576 107.6620

FLA 7.70E-55 0.0164 1.9738 110.1838

CE-F(30;100000 ;0.001) 7.72E-55 0.0110 1.9793 108.9570

CE-F(30;400000 ;0.001) 7.74E-55 0.0096 1.9813 108.5420

Patch-F(10;10000 ;0.001) 7.38E-55 0.0744 1.9498 108.5244

Patch-F(10;10000 ;0.001) 7.77E-55 0.0626 1.9521 107.6283

Patch-F(10;100000;0.001) 7.69E-55 0.0710 1.9499 107.3333

Table 3.7: Comparison of performances for Example 3.4.

As we can see in Table 3.7, FLA method gives better results with respect to efficiency

since the change of parameters are obtained separately before starting the simulation. It is

also noteworthy to remark that the parameters found by CE-3Stage are close to the ones

calculated by the method FLA, as also noted in [30]. However, FLA is not applicable to

every problem and also we will see in the next example that it does not always provide

better results.

As expected we see in Table 3.7 that CE-F gives estimations with lower relative error than

Patch-F. The main purpose of patching algorithm is to improve the cross-entropy when it

does not provide good results with a given budget. However, here the situation is different.

CE-F does give good results, hence patching cannot improve more. However, the results

provided by CE-F are not so much different from CE-3Stage. We see that in terms of

efficiency, CE-F gives slightly better results.

Equal Loads

Next, we simulate the same network, but with all servers having an equal load of 0.1, with

λ = 3, µ1 = 40, µ2 = 20, µ3 = 50, µ4 = 50 and µ5 = 60, and all routing probabilities equal

to 0.1. In this problem we are interested in the overflow probability that the total population

in the system exceeds the level ` = 20. For the final estimation by importance sampling we

used 106 samples and all results are average of 5 repetitions.

The simulation results are presented in Table 3.8. We found that the number of sample

paths, N1, per patch could be less compared to the previous bottleneck problem. The same

observation is also true for CE-F. If we compare the results in [30] with CE-F and Patch-F,

we see that CE-F outperforms for this problem. Since, every server has equal loads, FLA

method is not applicable.

Remark : The efficiency of CE-3Stage is quite low for the equal load example. This differ-

ence can be the result of our implementation technique. However, note that this distinction

is not seen in any other example.
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Method Estimation RE RAT EFF

CE-3Stage(7;10000000;4) 7.95E-16 0.0377 1.8208 28.9835

CE-F(20;100000 ;0.001) 7.78E-16 0.0058 1.8988 32.1707

CE-F(20;2000000;0.001) 7.75E-16 0.0049 1.9081 31.4587

Patch-F(15;100000;0.001) 7.82E-16 0.0204 1.8265 30.7792

Patch-F(15;50000 ;0.001) 7.74E-16 0.0221 1.8226 30.9362

Patch-F(15;10000 ;0.001) 7.63E-16 0.0392 1.8281 31.3089

Patch-F(15;5000 ;0.001) 7.55E-16 0.0329 1.8075 31.0556

Table 3.8: Comparison of performances for Example 3.4 with equal loads.

Example 3.5.

In this example there are three single server queues. The jobs arrive at the first queue

according to a Poisson process of rate λ = 1. There are single servers at the queues each and

exponentially distributed service times with rates µ1 = 4, µ2 = 3 and µ3 = 5. The routing

matrix R of the system is as follows:

R =

0 1
2

1
2

0 0 1
1
3 0 0

 .

Each job can leave the system only after receiving service at the third station. The corre-

sponding Jackson network is depicted in Figure 3.15.
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λ
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:

1/2
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Figure 3.15: Jackson Network with 3 queues.

The traffic intensities are ν1 = 1.5, ν2 = 0.75 and ν3 = 1.5 with corresponding loads

ρ1 = 0.375, ρ2 = 0.25 and ρ3 = 0.30. Hence, the system is stable. The failure set is reached

whenever at least one of the queues exceeds n = 30. Hence, we have 29791 states and 157500

transitions with nonzero probability. For the final estimation by importance sampling we used

106 samples. We compare the estimations with the algorithm CE-3-Stage(k;n; l0) mentioned

in the previous example. All results in Table 3.9 are averages of 5 repetitions.

Similarly to Examples 3.1 and 3.3, we see that the original CE-D algorithm performs

poorly, specifically it underestimates the target probability considerably. CE-3-Stage, the

algorithm introduced in de Boer et. al. [30] gives better results, relative error around 1%,
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Method Estimation RE RAT EFF

CE-3-Stage(7;100000 ;5) 7.34E-13 0.0329 1.8174 25.1203

CE-3-Stage(7;1000000;7) 7.32E-13 0.0159 1.7837 24.7847

FLA 6.56E-13 0.0062 1.8761 27.0516

CE-D(15;25000;0.05) 8.74E-16 0.4853 1.6670 *

CE-D(15;25000;0.10) 5.17E-15 0.3685 1.6597 *

CE-D(15;25000;0.25) 3.87E-15 0.6077 1.6394 *

CE-D(10;100000;0.10) 6.71E-16 0.1797 1.7028 *

Patch-D(15;25000;0.10)-10 2.22E-13 0.3954 1.5994 22.7849

Patch-D(15;25000;0.25)-10 4.08E-13 0.1165 1.6730 23.3132

Patch-D(15;10000;0.25)-5 1.72E-13 0.1695 1.6569 23.8863

Patch-D( 8;25000;0.25)-5 2.87E-13 0.1074 1.6771 23.6915

CE-F(15; 500;0.05 ) 6.60E-13 0.0036 1.9073 27.3627

CE-F(15; 500;0.15 ) 6.60E-13 0.0033 1.9129 27.3359

CE-F(15; 500;0.001) 5.90E-13 0.0262 1.7790 25.8970

CE-F( 7;5000;0.15 ) 6.59E-13 0.0028 1.9214 27.4325

Patch-F(15; 500;0.05 )-10 6.60E-13 0.0048 1.8869 26.7790

Patch-F(15; 500;0.05 )-15 6.59E-13 0.0036 1.9085 27.2608

Patch-F(15; 500;0.001)-5 6.64E-13 0.0216 1.7810 24.9873

Patch-F( 5;5000;0.05 )-15 6.60E-13 0.0031 1.9167 27.4015

Table 3.9: Comparison of performances for Example 3.5.

compared to CE-D and Patch-D. However, for CE-F, sample size of 500 for 15 iterations

is even enough to get relative error between 0.3%, 0.4%. However, unlike in Figure 3.11

in Section 3.4.2, α = 0.05 gives lower relative errors. It is also noteworthy that the results

provided by FLA are slightly worse than the ones given by CE-F and Patch-F.

In the patching algorithms along with the weighting factor α, the number of patches also

plays an important role. As we pointed out in Section 3.4.2, the results for patches in clusters

of 5 are considerably higher than the rest. For instance, if we compare the RE results for

patches in clusters of 5 with the rest, we see that they are considerably higher. The best is

obtained when we only take 2 patches with clusters of 15. That means, as we increase the

number of patches, meaning as we get smaller and smaller clusters, the algorithm gets more

and more distracted.

Example 3.6.

This example of a four node feed-forward network is taken from [87]. We compare the results

of our algorithms to those obtained by the methods of [91] (indicated by PW), [31](SDA),

[87] (SDH), and [30](CE-3-stage). The results of the PW, SDA and SDH methods are given

in [87].

The network is depicted in Figure 3.16. Jobs arrive at the first queue according to a

Poisson Process with rate λ = 0.074. There are single servers at each queue along with

exponentially distributed service times with rates µ1 = 0.617, µ2 = 0.024, µ3 = 0.135 and

µ4 = 0.15, with the routing probability in the first queue equal to 0.1. We are interested in the
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total-population overflow probability for level of 25. The parameters chosen in this problem

are chosen from the region where PW heuristic does not work. This is shown empirically in

[87]. All the results given in Table 3.10 are the average of 5 repetitions. In our methods, in

the final implementation of importance sampling to estimate the overflow probability we use

106 sample paths.
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Figure 3.16: Jackson Network with 4 queues.

Method Estimation RE RAT EFF

PW 1.61E-6 0.0808 - -

SDA 1.70E-6 0.0011 - -

SDH 1.71E-6 0.0041 - -

CE-3-Stage(7;1000000;5) 1.71E-6 0.0173 1.5354 12.2764

CE-F(30;1000 ;0.25) 1.70E-6 0.0082 1.6826 13.3578

CE-F(30;3000 ;0.25) 1.68E-6 0.0074 1.6983 13.4429

Patch-F(10;50000 ;0.001)-2 1.69E-6 0.0087 1.6731 12.5455

Patch-F(20;10000 ;0.05 )-2 1.68E-6 0.0090 1.6676 12.6939

Patch-F(20;10000 ;0.15 )-2 1.68E-6 0.0097 1.6579 12.5621

Table 3.10: Comparison of performances for Example 3.6

Experimental results suggest that CE-F gives the best performance among the four al-

gorithms we introduce in this chapter for this example. CE-D and Patch-D do not converge

even with 500000 sample paths for 20 iterations. Implementations with more than 500000

sample paths cause the EFF performance measure to decrease due to the fact that the rela-

tive error is not low and the running time increases considerably. As observed in the previous

Jackson Network examples, CE-F gives more stable estimations than Patch-F. Both CE-F

and Patch-F provides better estimations than PW. There is also not much difference in the

performance between CE-3-Stage and Patch-F, Patch-F giving slightly better results. How-

ever, Patch-F, CE-F and CE-3-Stage are worse compared to SDA and SDH. While comparing

these methods we have to keep in mind that the results provided in [87] are obtained by using

106 replications in each iteration, where the number of iterations is unknown. Note that since

there are two servers with maximum load, FLA is not applicable.
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In all of the three examples studying Jackson networks we saw that Patch-F does not pro-

vide any better estimation if CE-F already converges. Although we do not face convergence

problems with Patch-F, the lowest relative error we can get is higher than 1%.

3.6 Summary and conclusions

In this chapter, we have proposed two versions of a cross-entropy based patching algorithm

that is generally applicable to all kinds of rare event problems in Markovian setting. To

observe the performance of the patching algorithm in different rarity settings, we have im-

plemented it to both reliability and Jackson network problems. The first version we have

introduced is a state-dependent approach. The state-dependent patching algorithm gave

good results for reliability problems, for which classical cross-entropy method did not per-

form good. However, it did not perform as good in Jackson network problems with higher

dimensions. Further analysis indicated that in Jackson networks the state-space can be di-

vided into groups such that all the states belonging to the same group have exactly the

same transition probability structure. This observation helped us to come up with the face-

dependent patching algorithm (version two) and the following conclusion. Unnecessary usage

of state dependency may cause

• an enormous increment in the number of decision variables,

• an increase in variance and computation time.

Another general observation is that the patching algorithms for both state and face-dependent

methods do not provide any improvement when classical or face-dependent cross-entropy

works. However, for Markovian systems in which standard cross-entropy is facing some

problems with convergence, patching algorithms help cross-entropy method to converge.
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Chapter 4

Counting with Combined

Splitting and

Capture-Recapture Methods

In this chapter we apply the splitting method to three well-known counting programs, namely

3-SAT, random graphs with prescribed degrees, and binary contingency tables. We present

an enhanced version of the splitting method based on the capture-recapture technique. By

experiments, we show the superiority of this technique for SAT problems in terms of variance

of the associated estimators, and speed of the algorithm. This chapter is based on Dupuis,

Kaynar, Ridder, Rubinstein and Vaisman [38].

4.1 Introduction

We apply the splitting method introduced in [19] to a variety of counting problems. But

before doing so, we give a brief overview on computational complexity to understand to

which class the splitting algorithm is applied. The most known complexity classes are P

and NP . Class P or just P refers to the class of decision problems that can be solved in

polynomial time. The class NP consists of decision problems whose solutions can be verified

in polynomial time given the right information.

We concentrate on counting problems in #P-complete. Formally, given any decision

problem in the class NP, e.g. the satisfiability problem (SAT), one can formulate the corre-

sponding counting problem which asks for the total number of solutions for a given instance

of the problem. In the case of the SAT problem, this corresponding counting problem forms

the class #SAT. Generally, the complexity class #P consists of the counting problems as-

sociated with the decision problems in NP. Clearly, a #P problem is at least as hard as its

corresponding NP problem. In this chapter we consider #P-complete problems. Complete-

ness is defined similarly as for the decision problems: a problem is #P-complete if it is in



CHAPTER 4. COUNTING

#P, and if every #P problem can be reduced to it in polynomial counting reduction. This

means that exact solutions to these problems cannot be obtained in polynomial time, and

accordingly, our study focuses on approximation algorithms. For more background on the

complexity theory of problems we refer to [90].

The proposed splitting algorithm for approximate counting is a randomized one. It is

based on designing a sequential sampling plan, with a view to decomposing a “difficult”

counting problem defined on some set X ∗ into a number of “easy” ones associated with a

sequence of related sets X0,X1, . . . ,Xm and such that Xm = X ∗. Splitting algorithms explore

the connection between counting and sampling problems. In particular, they explore the

reduction from approximate counting of a discrete set to approximate sampling of elements

of this set, where the sampling typically is performed by some Markov chain Monte Carlo

method.

Recently, counting problems have attracted research interest, notably the so-called model

counting or #SAT, i.e. computing the number of models for a given propositional formula

[56]. It has been shown that many solution techniques for SAT problems can be adapted for

these problems. However, due to the exponential increase in memory usage and running times

of these methods, their application in the area of counting is still limited. This drawback

motivated the approximative approach mentioned earlier. There are two main heuristic

algorithms for approximate counting methods in #SAT. The first one, called ApproxCount,

is introduced by Wei and Selman in [120]. It is a local search method that uses Markov

Chain Monte Carlo (MCMC) sampling to compute an approximation of the true model

count of a given formula. It is fast and has been shown to provide good estimates for feasible

solution counts, but, in contrast with our proposed splitting method, there are no guarantees

as to the uniformity of the MCMC samples. Gogate and Dechter [55] recently proposed a

second model counting technique called SampleMinisat, which is based on sampling from

the so-called backtrack-free search space of a Boolean formula through SampleSearch. An

approximation of the search tree thus found is used as the importance sampling density

instead of the uniform distribution over all solutions. Experiments with SampleMinisat

show that it is very fast and typically it provides very good estimates.

The splitting method discussed in this work for counting in deterministic problems is

based on its classic counterpart for efficient estimation of rare-event probabilities in stochastic

problems. The relation between rare-event simulation methods and approximate counting

methods have also been discussed, for instance, by Blanchet and Rudoy [15], Botev and

Kroese [18], and Rubinstein [99]; see also [101, Chapter 9].

As said, we propose to apply the sequential sampling method presented in [19]. This yields

a product estimator for counting the number of solutions |X ∗|, where the product is taken

over the estimators of the consecutive conditional probabilities, each of which represents

an “easy” problem. In addition, we shall consider an alternative version, in which we use

the generated samples after the last iteration of the splitting algorithm as a sample for the

capture-recapture method. This method gives us an alternative estimate of the counting

problem. Furthermore, we shall study an extended version of the capture-recapture method

when the problem size is too large for the splitting method to give reliable estimates. The
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idea is to decrease artificially the problem size and then apply a backwards estimation.

Whenever applicable, the estimators associated with our proposed enhancements outperform

the splitting estimators in terms of variance.

The chapter is organized as follows. We first start with describing the splitting method in

detail in Section 4.2. Then we give several versions of Markov chain Monte Carlo methods in

Section 4.3. Section 4.4 deals with the combination of the classic capture-recapture method

with the splitting algorithm. Finally, numerical results and concluding remarks are presented

in Sections 4.5 and 4.6, respectively.

4.2 Splitting algorithms for counting

The splitting method is one of the main techniques for the efficient estimation of rare-event

probabilities in stochastic problems. The method is based on the idea of restarting the

simulation in certain states of the system in order to obtain more occurrences of the rare

event. Although the method originated as a rare event simulation technique (see [6], [82],

[46], [48], [80], [84]), it has been modified in [15], [18], and [99], for counting and combinatorial

optimization problems.

Consider a NP decision problem with solution set X ∗, i.e., the set containing all solutions

to the problem. We would like to compute the size |X ∗| of the solution set. Suppose that

there is a larger set X ⊃ X ∗ which can be represented by a simple description or formula;

specifically, its size |X | is known and easy to compute. We call X the state space of the

problem. Denote by ` = |X ∗| / |X | the fraction (or “probability”) of the solution set w.r.t.

the state space. Since |X | is known, it suffices to compute `. In most cases ` is extremely

small, in other words we deal with a rare-event probability. However, assuming we can

estimate ` by ˆ̀
S , we obtain automatically

|̂X ∗| = |X |ˆ̀S

as an estimator of |X ∗|. Note that straightforward simulation based on generation of i.i.d.

uniform samples Xi ∈ X and delivering the Monte Carlo estimator p̂MC = 1
N

∑N
i=1 I{Xi∈X∗}

as an unbiased estimator of |X ∗|/|X | fails when ` is a rare-event probability. To be more

specific, assume a parametrization of the decision problem. The size of the state space |X |
is parameterized by n such that |X | → ∞ as n→∞. For instance, in SAT n represents the

number of variables. Furthermore, we assume that the fraction of the solution set ` → 0 as

n → ∞. The required sample size N to obtain a relative accuracy ε of the 95% confidence

interval by the Monte Carlo estimation method is [6, Chapter 6]

N ≈ 1.962

ε2`
,

which increases like `−1 as n→∞.

The purpose of the splitting method is to estimate ` more efficiently via the following

steps:

1. Find a sequence of sets X = X0,X1, . . . ,Xm such that X0 ⊃ X1 ⊃ · · · ⊃ Xm = X ∗.
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2. Write |X ∗| = |Xm| as the telescoping product

|X ∗| = |X0|
m∏
t=1

|Xt|
|Xt−1|

, (4.1)

thus the target probability becomes a product ` =
∏m
t=1 ct, with ratio factors

ct =
|Xt|
|Xt−1|

. (4.2)

3. Develop an efficient estimator ĉt for each ct and estimate |X ∗| by

p̂ = |̂X ∗| = |X0| ˆ̀= |X0|
m∏
t=1

ĉt, (4.3)

where

ˆ̀=

m∏
t=1

ĉt.

It is readily seen that in order to obtain a meaningful estimator of |X ∗|, we have to solve the

following two major problems:

(i). Put the counting problem into the framework (4.1) by making sure that

X0 ⊃ X1 ⊃ · · · ⊃ Xm = X ∗, (4.4)

such that each ct is not a rare-event probability.

(ii). Obtain a low-variance estimator ĉt of each ratio ct.

To this end, we propose an adaptive version of the splitting method. As a demonstration,

consider a specific family of decision problems, namely those whose solution set is finite and

given by linear integer constraints. In other words, X ∗ ⊂ Zn+ is given by
∑n
j=1 aijxj = bi, i = 1, . . . ,m1;∑n
j=1 aijxj ≥ bi, i = m1 + 1, . . . ,m1 +m2 = m;

xj ∈ {0, 1, . . . , d}, ∀j = 1, . . . , n.

(4.5)

Our goal is to count the number of feasible solutions (or points) to the set (4.5). Note that

we assume that we know, or can compute easily, the bounding finite set X = {0, 1 . . . , d}n,

with points x = (x1, . . . , xn) (in this case |X | = (d+1)n) as well for other counting problems.

Below we follow [99]. Define the Boolean functions Ci : X → {0, 1} (i = 1, . . . ,m) by

Ci(x) =

I{∑n
j=1 aijxj=bi}, i = 1, . . . ,m1;

I{
∑n
j=1 aijxj≥bi}, i = m1 + 1, . . . ,m1 +m2.

(4.6)

Furthermore, define the function S : X → Z+ by counting how many constraints are satisfied

by a point x ∈ X , i.e., S(x) =
∑m
i=1 Ci(x). Now we can formulate the counting problem as

a probabilistic problem of evaluating

` = Ef
[
I{S(X)=m}

]
, (4.7)
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where X is a random point on X , uniformly distributed with probability density function

(pdf) f(x), denoted by X
d∼ f = U(X ). Consider an increasing sequence of thresholds

0 = m0 < m1 < · · · < mT−1 < mT = m, and define the sequence of decreasing sets (4.4) by

Xt = {x ∈ X : S(x) ≥ mt}.

Note that in this way

Xt = {x ∈ Xt−1 : S(x) ≥ mt},

for t = 1, 2, . . .. The latter representation is most useful since it shows that the ratio factor

ct in (4.2) can be considered as a conditional expectation:

ct =
|Xt|
|Xt−1|

= Egt−1
[I{S(X)≥mt}] = Ef [IS(X≥mt) | S(X ≥ mt−1], (4.8)

where X
d∼ gt−1 = U(Xt−1). Note that gt−1(x) is also obtained as a conditional pdf by

gt−1(x) = f(x|Xt−1) =


f(x)

f(Xt−1) , x ∈ Xt−1;

0, x 6∈ Xt−1.
(4.9)

To draw samples from the uniform pdf gt−1 = U(Xt−1) on a complex set given implicitly,

one applies typically MCMC methods. For further details we refer to [99].

4.2.1 The basic adaptive splitting algorithm

We describe here the adaptive splitting algorithm from [19]. The thresholds (mt) are not

given in advance, but determined adaptively via a simulation process. Hence, the number

T of thresholds becomes a random variable. In fact, the (mt)-thresholds should satisfy the

requirements ct = |Xt|/|Xt−1| ≈ ρt, where the parameters ρt ∈ (0, 1) are not too small,

say ρt ≥ 0.01, and set in advance. We call these the splitting control parameters. In most

applications we chose these all equal, that is ρt ≡ ρ.

Consider a sample set [X]t−1 = {X1, . . . ,XN} of N random points in Xt−1. That is,

all these points are uniformly distributed on Xt−1. Let mt be the (1 − ρt−1)-th quantile of

the ordered statistics values of the scores S(X1), . . . , S(XN ). The elite set [X]
(e)
t−1 ⊂ [X]t−1

consists of those points of the sample set for which S(Xi) ≥ mt. Let Nt be the size of the elite

set. If all scores S(Xi) would be distinct, it follows that the number of elites Nt = dNρt−1e,
where d·e denotes rounding to the largest integer. However, dealing with a discrete space,

typically we will find more samples with S(Xi) ≥ mt. All these are added to the elite

set. Finally we remark that from (4.9) it easily follows that the elite points are distributed

uniformly on Xt.
Having an elite set in Xt, we do two things. First, we screen out (delete) duplicates, so that

we end up with a set of size N
(s)
t of distinct elites. Secondly, each screened elite is the starting

point of a Markov chain simulation (MCMC method) on Xt using a transition probability

matrix Pt with gt = U(Xt) as its stationary distribution. Because the starting point is

uniformly distributed, all consecutive points on the sample path are uniformly distributed

on Xt. Therefore, we may use all these points in the next iteration.
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Suppose that each sample path has length bt = bN/N (s)
t c, then we get a total of N

(s)
t bt ≤

N uniform points in Xt. To continue with the next iteration again with a sample set of size

N , we choose randomly N − N (s)
t bt of these sample paths and extend them by one point.

Denote the new sample set by [X]t, and repeat the same procedure as above. The algorithm

iterates until we find mt = m, say at iteration T , at which stage we stop and deliver

|̂X ∗| = |X |
T∏
t=1

ĉt (4.10)

as an estimator of |X ∗|, where ĉt = Nt/N in iteration t.

In our experiments we applied a Gibbs sampler to implement the MCMC simulation for

obtaining uniformly distributed samples. The versions of the MCMC algorithms that can be

implemented will be discussed in the following section. To summarize, we give the algorithm.

Algorithm 4.1 (Basic splitting algorithm for counting).

1. Set a counter t = 1. Generate a sample set [X]0 of N points uniformly distributed in X0.

Compute the threshold m1, and determine the size N1 of the elite set. Set ĉ1 = N1/N as

an estimator of c1 = |X1|/|X0|.

2. Screen out the elite set to obtain N
(s)
t distinct points uniformly distributed in Xt.

3. Let bt = bN/N (s)
t c. For all i = 1, 2, . . . , N

(s)
t , starting at the i-th screened elite point run

a Markov chain of length bt on Xt with gt = U(Xt) as its stationary distribution. Extend

N −N (s)
t bt randomly chosen sample paths with one point. Denote the new sample set of

size N by [X]t.

4. Increase the counter t = t + 1. Compute the threshold mt, and determine the size Nt of

the elite set. Set ĉt = Nt/N as an estimator of ct = |Xt|/|Xt−1|.

5. If mt = m deliver the estimator (4.10); otherwise repeat from step 2.

4.2.2 Alternative counting estimator: The direct estimator

By keeping the same structure of the splitting algorithm 4.1, instead of to |̂X ∗| given in (4.3),

we can use other estimators to estimate |X ∗|. One of them is the direct estimator.

The direct estimator |̂X ∗|dir is obtained by directly counting the number of screened

samples Xi, i = 1, . . . , N satisfying S(Xi) ≥ m after the last iteration of Algorithm 4.1;

|̂X ∗|dir =

N∑
i=1

I{S(Xi)≥m}. (4.11)

This estimator is associated with the empirical distribution of the uniform distribution gT (x)

at the last iteration m. By numerical experience, |̂X ∗|dir is useful in problems with small

sizes. |̂X ∗|dir is applicable only for counting problems where |X ∗| is not too large. Specifically

|X ∗| should be less than the sample size N .

70



4.3. MCMC IMPLEMENTATION

Implementation of the Algorithm 4.1 is exactly the same except the last step. At the

last iteration as mT = m, we take a sample size of N , and deliver |̂X ∗|dir in (4.11) as an

estimator for |X ∗|. There is no need here to calculate ĉt at every step.

4.3 MCMC implementation

In this section we discuss the MCMC issues related to our main Algorithm 4.1. In particular

we consider separately (i) the Gibbs sampler and (ii) the double stochastic Markov chain.

(i) Gibbs sampler

As mentioned in the second step of the Algorithm 4.1, we use MCMC techniques to

generate approximately uniformly distributed samples on the set Xt−1. MCMC is a powerful

generic method for approximately generating samples from an arbitrary distribution, in this

case gt−1. The most prominent MCMC algorithms are the Metropolis-Hastings and the

Gibbs sampler, [100]. For clarity, the general Gibbs sampler algorithm is given below [100].

This algorithm is also known as the systematic Gibbs sampling algorithm in the literature.

Algorithm 4.2 (Gibbs Sampling Algorithm). Assume that it is difficult to generate samples

from the target pdf h(x) on Rn, but it is relatively easy to generate from its univariate

conditional densities.

(a). For a given X(k), generate Y = (Y1, Y2, . . . , YN ) as follows:

1. Draw Y1 from the conditional pdf h(x1|X(k)
2 , . . . , X

(k)
n ).

2. Draw Yj from h(xj |Y1, . . . , Yj−1, X
(k)
j+1, . . . , X

(k)
n ), j=2,. . . ,n-1.

3. Draw Yn from h(xn|Y1, . . . , Yn−1).

(b). Set X(k+1) = Y .

Here the index j indicates the steps of the Gibbs sampler. It should not be mixed with

the level t of Algorithm 4.1 or i-th sample in the sample set.

We can also apply Algorithm 4.2 in a different way; we can choose a coordinate at random,

say the j-th, then generate Xj conditionally on letting the other variables unchanged. We

can continue to do so until all the coordinates are chosen at least once. This algorithm is

called as the random Gibbs sampling algorithm.

Besides the choice of random or systematic Gibbs sampler, generating Xj conditionally

can also be done in several ways. We shall elaborate this issue for the case of binary variables

xj in problem (4.6), as, for instance, in the SAT problem, see Section 4.5.1. We need the

following definitions and notations. For any x ∈ {0, 1}n and j = 1, . . . , n, define Bj(x) ∈
{0, 1}n to be the configuration resulting from flipping the j-th variable, and call it the j-th

neighbor of x. Let B̄j(x) denote the set consisting of the element x and its j-th neighbor,

i.e., B̄j(x) = {x} ∪ {Bj(x)}; all neighbors of x are denoted by B(x) =
⋃n
j=1{Bj(x)}.

Consequently, B̄(x) gathers the element x and all its neighbors. Given x ∈ {0, 1}n, the

vector obtained by deleting the j-th coordinate is denoted by x−j ∈ {0, 1}n−1.
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1. Option 1: Let x ∈ Xt−1. For any j = 1, . . . , n the conditional probability is

p(yj |x−j) =

{
1
2 if yj ∈ {0, 1} and if Bj(x) ∈ Xt−1

1 if yj = xj and if Bj(x) 6∈ Xt−1.

In words, if the j-th neighbor Bj(x) satisfies also at least mt−1 constraints, then go to this

neighbor with probability 1/2, or stay (with probability 1/2). If neighbor Bj(x) satisfies

less than mt−1 constraints, stay at x with probability one.

2. Option 2: Let x ∈ Xt−1. For any j = 1, . . . , n the conditional probability is

p(yj |x−j) =

{
1
2 if yj ∈ {0, 1} and if |{i ∈ r(x) : Ci(Bj(x)) = 1}| ≥ mt−1

1 if yj = xj and if |{i ∈ r(x) : Ci(Bj(x)) = 1}| < mt−1,

where the restriction set r(x) indicates which clauses are satisfied:

r(x) = {i ∈ {1, . . . ,m} | Ci(x) = 1}.

This option is similar to the previous one except that we require that at least mt−1

constraints of r(x) are satisfied when x is replaced by its j-th neighbor Bj(x). This

option guarantees that an additional constraint is satisfied when the algorithm moves to

the next neighbor.

Experimentally we found that the best result is obtained by implementing systematic

Gibbs sampling along with the option 2 above.

(ii) The double stochastic Markov chain .

Instead of applying Gibbs sampling to generate uniform samples from Xt−1, we can use

a double stochastic matrix M . A double stochastic matrix M of size (m × m) is defined

as a non-negative square matrix whose rows and columns sum up to 1. The stationary

distribution (or the limiting distribution) of M is uniform, i.e.

lim
n→∞

Mn =


1
m · · · 1

m
...

...
1
m · · · 1

m

 .
Hence, if we can generate uniform samples on Xt−1 and apply M to each of them, the next

samples we obtain will also be distributed uniformly on Xt−1.

How to form the doubly stochastic Markov chain M restricted to Xt−1? To get M on

Xt−1 it suffices that its matrix of transition probabilities satisfies Pt(x,y) = Pt(y,x) for all

pairs (x,y) ∈ Xt−1 ×Xt−1. This is accomplished as follows: First we define B(x) of a state

x ∈ Xt−1, see p. 72, then we set for any pair (x,y) ∈ Xt−1 ×Xt−1,

Pt(x,y) =

{
1
n if y ∈ B(x),

1− |B(x)|
n if y = x.
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Clearly, that Pt(x,y) = Pt(y,x) for all pairs, and thus the matrix Pt of these transition

probabilities is doubly stochastic on Xt−1.

The Gibbs Samplers described in (i) have smaller probability to stay in the same state,

which can be stated as less random. Consider a specific instance: Let x be a state consisting

of 100 binary variables and it has only three feasible neighbors that it can jump to, each with

probability of 0.01. Thus if we form a double stochastic matrix on x, it will stay on the state

x with probability 0.97. After k iterations, with probability of (0.97)k the Markov chain has

never moved from state x. The Gibbs sampler considers in each step all the states including

these three neighbors. The conditional probability that the Gibbs sampler will stay at the

same state x is (0.5)3. Hence, if we take into consideration k iterations with Gibbs sampling,

the probability of staying at the same state will reduce to (0.5)3k. That means simulation

with double stochastic matrix, being a complete random algorithm, will take a longer time.

4.4 Combining splitting and Capture–Recapture

In this section we discuss how to combine the well known capture-recapture (CAP-RECAP)

method with the basic splitting Algorithm 4.1. First we present the classical capture-

recapture algorithm from the literature.

4.4.1 The classic Capture–Recapture

Originally the capture-recapture method was used to estimate the size, say M , of an unknown

population on the basis of two independent samples from it. To see how the CAP-RECAP

method works, consider an urn model with a total of M identical balls. Denote by N1 and

N2 the sample sizes taken at the first and second draws, respectively. Assume in addition

that

• The second draw takes place after all N1 balls have been returned to the urn.

• Before returning the N1 balls, each is marked, say we painted them a different color.

Denote by R the number of balls from the first draw that reappear in the second. Then an

(biased) estimate M̃ of M becomes

M̃ =
N1N2

R
.

This is based on the observation that N2/M ≈ R/N1. Note that the name capture-recapture

was borrowed from a problem of estimating the animal population size in a particular area

on the basis of two visits. In this case R denotes the number of animals captured on the first

visit and recaptured on the second.

A slightly less biased estimator of M is

M̂ =
(N1 + 1)(N2 + 1)

(R+ 1)
− 1. (4.12)
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See [105] for an analysis of the bias and for the derivation of an approximate unbiased

estimator of the variance of M̂ :

E
[

(N1 + 1)(N2 + 1)(N1 −R)(N2 −R)

(R+ 1)2(R+ 2)

]
≈ Var(M̂). (4.13)

4.4.2 Splitting algorithm combined with Capture–Recapture

Application of the CAP-RECAP to counting problems is trivial. We set |X ∗| = M and note

that N1 and N2 correspond to the screened-out samples at the first and second draws, which

are performed after Algorithm 4.1 reaches the desired level m. Note that we need to remove

duplicate samples because these do not occur in the capture-recapture method.

As an example, let us assume that we run the splitting algorithm 4.1 till its last step

T with N = 10, 000. After reaching the desired level m, we draw two independent sets of

magnitude, say N1 = 5000 and N2 = 5010 and assume that the number of solutions that

appeared in both draws in 10, i.e. R = 10. The CAP-RECAP estimator of |X ∗|, denoted by

|̂X ∗|cap is therefore

|̂X ∗|cap = 2, 505, 000.

Our numerical results in Section 4.5 shows that the CAP-RECAP estimator is more accurate

than the product estimator (4.10), that is

Var[|̂X ∗|cap] ≤ Var[|̂X ∗|],

provided that the sample size N is limited, say by 10000 and |X ∗| is large but also limited,

say by 106. This means that for N1, N2 = 10000, R will be around 100 in order to have an

accurate estimate of |X ∗|.
We make a distinction for larger solution sets: if 106 < |X ∗| ≤ 109, then R approaches

to 0 for N = 10000. For these cases we apply an extended version of the capture-recapture

method, as we will describe in the next section. If |X ∗| is even larger (|X ∗| > 109), we can

try to estimate it with the Crude Monte Carlo (CMC) since there is a higher probability

that |X ∗|/|X | is large enough to be estimated by CMC.

4.4.3 Extended Capture–Recapture method

Recall that the regular CAP-RECAP method has the features:

1. It is implemented at the last iteration T of the splitting algorithm, that is when some

configurations have already reached the desired set X ∗.

2. It provides reliable estimators of |X ∗| if it is not too large, say |X ∗| ≤ 106.

In typical rare events counting problems, like SAT |X ∗| is indeed ≤ 106, nevertheless we

present below an extended CAP-RECAP version, which extends the original CAP-RECAP

for 2-3 orders more. In other words, it provides reliable counting estimators for 106 < |X ∗| ≤
109 given that N = 10000.

If not stated otherwise we shall have in mind a SAT problem. The enhanced CAP-RECAP

algorithm involves additional constraints (clauses) and can be written as follows.
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Algorithm 4.3 (Extended CAP-RECAP). As soon as all m clauses C1, . . . , Cm of Xm have

been reached by the splitting algorithm and it occurs that the resulting product estimator ̂|Xm|
of |Xm| is larger than > 106, then proceed as follows:

1. Let N represents the number of points generated uniformly on the set Xm. With this

step we will try reduce |Xm| by adding one by one arbitrary auxiliary clauses that are

orthogonal to existing clauses. This means, the additional clause should be different from

the already existing ones. Generate a sample X1, . . . ,XN of uniformly distributed points

in the desired problem set Xm by adding one auxiliary clause and check if the following

inequality holds

ĉm+1 =
NXm+1

N
≤ cfix, (4.14)

where NXm+1
denotes the number of points that satisfies m + 1 constraints. Here cfix is

a relatively small number, fixed in advance, say 10−3 ≤ cfix ≤ 10−2. If the inequality

(4.14) is not satisfied add another clause and check if

ĉm+2 =
NXm+2

N
≤ cfix.

Continue this procedure τ times until

ĉm+τ =
NXm+τ

N
≤ cfix.

Note that the estimate ĉm+τ is obtained as in Step 4 of the basic splitting algorithm 4.1.

2. Estimate |X ∗| = |Xm| by

̂|Xm|ecap = ĉm+τ
−1 · ̂|Xm+τ |cap. (4.15)

We call |̂Xm|ecap the extended CAP-RECAP estimator. It is essential to bear in mind that

• ̂|Xm+τ |cap is a CAP-RECAP estimator rather than a splitting (product) one.

• |̂Xm|ecap does not contain the original estimators ĉ1, . . . , ĉT generated by the splitting

method.

• Since we only need here the uniformity of the samples at Xm, we can run the splitting

method of Section 4.2.1 all the way with relatively small values of sample size N and

splitting control parameter ρ until it reaches the vicinity of Xm denoted by Xm−r,
where r is a small integer say, r = 1 or r = 2; and then switch to larger N and ρ.

• In contrast to the splitting estimator which employs a product of T terms, formula

(4.15) employs only a single c factor. Recall that this additional ĉm+τ
−1

factor allows

to enlarge the CAP-RECAP estimators of |Xm| for about two-three additional orders,

namely from |Xm| ≈ 106 to |Xm| ≈ 109.
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4.5 Numerical results

Below we present numerical results with the splitting algorithm for counting. In particular

we consider the following problems:

1. The 3-satisfiability problem (3-SAT)

2. Graphs with prescribed degrees

3. Contingency tables

For the 3-SAT problem we shall also use the the CAP-RECAP method. We shall show

that typically CAP-RECAP outperforms the splitting algorithm. We shall use the following

notations.

Notation 1. For iteration t = 1, 2, . . .

• Nt and N
(s)
t denote the actual number of elites and the number after screening, respec-

tively;

• m∗t and m∗t denote the upper and the lower elite levels reached, respectively (the m∗t

levels are the same as the mt levels in the description of the algorithm);

• ρt is the splitting control parameter (we chose ρt ≡ ρ);

• ĉt = Nt/N is the estimator of the t-th conditional probability;

• product estimator |̂X ∗t | = |X |
∏t
i=1 ĉi.

4.5.1 The 3-Satisfiability problem (3-SAT)

There are m clauses of length 3 taken from n boolean (or binary) variables x1, . . . , xn. A

literal of the j-th variable is either TRUE (xj = 1) or FALSE (xj = 0 ⇔ x̄j = 1, where

x̄j = NOT(xj)). A clause is a disjunction of literals. We assume that all clauses consist

of 3 literals. The 3-SAT problem is defined as the problem of determining if the variables

x = (x1, . . . , xn) can be assigned in a such way as to make all clauses TRUE. More formally,

let X = {0, 1}n be the set of all configurations of the n variables, and let Ci : X → {0, 1},
be the m clauses. Then, define φ : X → {0, 1} by

φ(x) =

m∧
i=1

Ci(x).

The original 3-SAT problem is to find a configuration of the xj variables for which φ(x) =

1. In this work we are interested in the total number of such configurations (or feasible

solutions). Then as discussed in Section 4.2, X ∗ denotes the set of feasible solutions. Trivially,

there are |X | = 2n configurations.
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Run nr. of its. |̂X ∗| CPU

1 33 1.41E+06 212.32

2 33 1.10E+06 213.21

3 33 1.68E+06 214.05

4 33 1.21E+06 215.5

5 33 1.21E+06 214.15

6 33 1.47E+06 216.05

7 33 1.50E+06 252.25

8 33 1.73E+06 243.26

9 33 1.21E+06 238.63

10 33 1.88E+06 224.36

Average 33 1.44E+06 224.38

Table 4.1: Performance of the splitting algorithm for the 3-SAT model with N = 25, 000 and

ρ = 0.1.

The 3-SAT problems can also be converted into the family of decision problems (4.5)

given in Section 4.2. Define the m× n matrix A with entries aij ∈ {−1, 0, 1} by

aij =


−1 if Ci(x1, ..., xj−1,−1, xj+1, ..., xn) = 1,

1 if Ci(x1, ..., xj−1, 1, xj+1, ..., xn) = 1,

0 if otherwise.

Furthermore, let b be the m-(column) vector with entries bi = 1− |{j : aij = −1}|. Then it

is easy to see that for any configuration x ∈ {0, 1}n

x ∈ X ∗ ⇔ φ(x) = 1⇔ Ax ≥ b.

Below we compare the efficiencies of the classic and the extended CAP-RECAP with their

splitting counterpart, bearing in mind that the extended CAP-RECAP version is used for

larger values of |X ∗| then the classic one.

As an example, we consider the estimation of |X ∗| for the 3-SAT problem with an instance

matrix A of dimension (122 × 515), meaning n = 122,m = 515. In particular, Table 4.1

presents the the performance of the splitting Algorithm 4.1 based on 10 independent runs

using N = 25, 000 and ρ = 0.1, while Table 4.2 shows the dynamics of a run of the Algorithm

4.1 for the same data. Note that the third and the fourth column are identical since all the

elites that satisfies the constraints are distinct.

The relative error, RE, of these 10 runs is 0.1815. Notice that the relative error of a

random variable Z is calculated by the standard formula, namely

RE = S/̂̀,
where ̂̀=

1

N

N∑
i=1

Zi, S2 =
1

N − 1

N∑
i=1

(Zi − ̂̀)2.
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We increased the sample size at the last two iterations from N = 25, 000 to N = 100, 000 to

get a more accurate estimator.

As can be seen from Table 4.1, the estimator |̂X ∗| > 106, hence for this instance the extended

CAP-RECAP Algorithm 4.3 can also be used. We shall show that the relative error (RE) of

the extended CAP-RECAP estimator |̂Xm|ecap is less than that of |̂X ∗|. Additionally, recall

that the cardinality |Xm+τ | of the extended (122× 520) model should be manageable by the

regular CAP-RECAP, that is we assumed that |Xm+τ | < 106 and N is chosen around 10000.

We will also compare with the extended model regular CAP-RECAP with the splitting

algorithm.

Before continuing with the comparisons we need to find the extended 3-SAT instance

matrix (122 × 515) + τ , where τ is the number of auxiliary clauses. Applying the extended

CAP-RECAP Algorithm 4.3 we found that τ = 5 and thus the extended instance matrix is

(122× 520).

Regular CAP-RECAP vs. Splitting

Next we compare the efficiency of the regular CAP-RECAP (as per Table 4.3) with that of the

splitting algorithm for the extended (122× 520) model. Table 4.3 presents the performance

of the regular CAP-RECAP for that extended (122 × 520) model. Here we used again

ρ = 0.1. As for the sample size, we took N = 1, 000 until iteration 28 and then switched to

N = 100, 000. The final CAP-RECAP estimator is obtained by taking two equal samples,

each of size N = 70, 000 at the final subset Xm+τ = X520. (The sample sizes that were used

in the estimation are smaller due to the screening step.) The relative error of |̂X ∗|cap over

10 runs is 2.600E − 03.

Table 4.4 presents the performance of splitting for ρ = 0.1 and N = 100, 000. The relative

error of |̂X ∗| over 10 runs is 1.315E − 01. It readily follows that the relative error of the

regular CAP-RECAP is about 30 times less than that of splitting. Notice in addition that

the CPU time of CAP-RECAP is about 6 times less than that of splitting. This is so since

the total sample size of the former is about 6 time less than of the latter. Thus the overall

speed up obtained by CAP-RECAP is about 5, 000 times.

Extended CAP-RECAP vs. Splitting

With these results at hand we can proceed with the extended CAP-RECAP and compare its

efficiency with splitting (see Table 4.1). Table 4.5 presents the performance of the extended

CAP-RECAP estimator |̂X ∗|ecap for the (122 × 515) model along with the performance of

the regular CAP-RECAP estimator |̂X ∗|cap for the (122× 520) model (see also the results of

Table 4.3 for |̂X ∗|cap). We set again ρ = 0.1. To increase accuracy, we took N = 1, 000 for

the first 31 iterations and then switched to N = 100, 000 until reaching the level m = 515.

For |̂X ∗|cap we used two equal samples each of length N = 100, 000. The relative error of

|̂X ∗|ecap over 10 runs is 1.315E − 01.
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t |̂X ∗t | Nt N
(s)
t m∗t m∗t ĉt

1 6.53E+35 3069 3069 480 460 1.23E-01

2 8.78E+34 3364 3364 483 467 1.35E-01

3 1.15E+34 3270 3270 484 472 1.31E-01

4 1.50E+33 3269 3269 489 476 1.31E-01

5 2.49E+32 4151 4151 490 479 1.66E-01

6 3.37E+31 3379 3379 492 482 1.35E-01

7 3.41E+30 2527 2527 494 485 1.01E-01

8 6.19E+29 4538 4538 495 487 1.82E-01

9 9.85E+28 3981 3981 497 489 1.59E-01

10 1.31E+28 3316 3316 498 491 1.33E-01

11 1.46E+27 2797 2797 501 493 1.12E-01

12 4.61E+26 7884 7884 501 494 3.15E-01

13 1.36E+26 7380 7380 501 495 2.95E-01

14 3.89E+25 7150 7150 502 496 2.86E-01

15 1.06E+25 6782 6782 505 497 2.71E-01

16 2.69E+24 6364 6364 503 498 2.55E-01

17 6.42E+23 5969 5969 504 499 2.39E-01

18 1.42E+23 5525 5525 506 500 2.21E-01

19 3.03E+22 5333 5333 505 501 2.13E-01

20 5.87E+21 4850 4850 506 502 1.94E-01

21 1.06E+21 4496 4496 507 503 1.80E-01

22 1.71E+20 4061 4061 507 504 1.62E-01

23 2.50E+19 3647 3647 509 505 1.46E-01

24 3.26E+18 3260 3260 510 506 1.30E-01

25 3.62E+17 2778 2778 510 507 1.11E-01

26 3.68E+16 2539 2539 510 508 1.02E-01

27 3.05E+15 2070 2070 511 509 8.28E-02

28 2.17E+14 1782 1782 512 510 7.13E-02

29 1.21E+13 1398 1398 513 511 5.59E-02

30 5.00E+11 1030 1030 513 512 4.12E-02

31 1.49E+10 743 743 514 513 2.97E-02

32 2.39E+08 402 402 515 514 1.61E-02

33 1.43E+06 150 150 515 515 6.00E-03

Table 4.2: Dynamics of a run of the splitting algorithm for the 3-SAT model using N = 25, 000

and ρ = 0.1.
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Run nr. of its. |̂X ∗|cap CPU

1 34 5.53E+04 159.05

2 35 5.49E+04 174.46

3 35 5.51E+04 178.08

4 34 5.51E+04 166.36

5 34 5.52E+04 159.36

6 33 5.52E+04 152.38

7 33 5.54E+04 137.96

8 34 5.50E+04 157.37

9 35 5.51E+04 179.08

10 34 5.51E+04 163.7

Average 34.1 5.51E+04 162.78

Table 4.3: Performance of the regular CAP-RECAP for the extended (122× 520) model.

Run nr. of its. |̂X ∗| CPU

1 34 6.03E+04 900.28

2 34 7.48E+04 904.23

3 34 4.50E+04 913.31

4 34 5.99E+04 912.27

5 34 6.03E+04 910.44

6 33 4.94E+04 898.91

7 34 5.22E+04 931.88

8 34 5.74E+04 916.8

9 34 5.85E+04 919.63

10 34 5.72E+04 927.7

Average 33.9 5.75E+04 913.54

Table 4.4: Performance of splitting algorithm for the 3-SAT (122× 520) model.

Comparing the results of Table 4.1 with that of Table 4.5 it is readily seen that the

extended CAP-RECAP estimator |̂X ∗|ecap outperforms the splitting one |̂X ∗| in both RE

and CPU time. In particular, we have that both RE and CPU times of the former are about

1.6 times less than of the latter. This means that the overall speed up obtained by |̂X ∗|ecap

versus |̂X ∗| is about 1.62 · 1.6 ≈ 4 times. Note finally that the total number of samples

used in the extended CAP-RECAP estimator |̂X ∗|ecap is about N = 500, 000, while in its

counterpart - the splitting estimator |̂X ∗| is about N = 50, 000× 36 = 1, 800, 000.

4.5.2 Random graphs with prescribed degrees

Random graphs with given vertex degrees have attained attention as a model for real-world

complex networks, including World Wide Web, social networks and biological networks. The

problem is basically finding a graph G = (V,E) with n vertices, given the degree sequence
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Run nr. its. ĉm+τ |̂X ∗|cap |̂X ∗|ecap CPU

1 33 3.13E-02 5.41E+04 1.73E+06 138.99

2 34 3.47E-02 5.51E+04 1.59E+06 154.64

3 34 3.55E-02 5.52E+04 1.55E+06 161.78

4 33 4.51E-02 5.40E+04 1.20E+06 163.53

5 34 3.04E-02 5.13E+04 1.69E+06 143.84

6 34 2.99E-02 5.41E+04 1.81E+06 151.1

7 34 4.27E-02 5.51E+04 1.29E+06 174.08

8 34 3.87E-02 5.42E+04 1.40E+06 143.27

9 33 3.27E-02 5.42E+04 1.66E+06 171.07

10 34 4.22E-02 5.51E+04 1.30E+06 154.71

Average 33.7 3.63E-02 5.42E+04 1.52E+06 155.70

Table 4.5: Performance of the extended CAP-RECAP estimator |̂X ∗|ecap for the (122×515) model

along with the regular CAP-RECAP one |̂X ∗|cap for the (122× 520) model.

d = (d1, . . . , dn) formed of nonnegative integers. Following [16], a finite sequence (d1, . . . , dn)

of nonnegative integers is called graphical if there is a labeled simple graph with vertex set

{1, . . . , n} in which vertex i has degree di. Such a graph is called a realization of the degree

sequence (d1, . . . , dn). We are interested in the total number of realizations for a given

degree sequence, hence X ∗ denotes the set of all graphs G = (V,E) with the degree sequence

(d1, . . . , dn).

Similar to (4.5) for SAT we convert the problem into a counting problem. To proceed

consider the complete graph Kn of n vertices, in which each vertex is connected with all

other vertices. Thus the total number of edges in Kn is m = n(n− 1)/2, labeled e1, . . . , em.

The edges e1, . . . , em can be defined as sets, consisting of two vertices. For instance let

e1 define the following set e1 = {v11
, v12
} where the edge e1 joins the vertices v11

and

v12
. The random graph problem with prescribed degrees is translated to the problem of

choosing those edges of Kn such that the resulting graph G matches the given sequence d.

Set xi = 1 when ei is chosen, and xi = 0 otherwise, i = 1, . . . ,m. In order that such an

assignment x ∈ {0, 1}m matches the given degree sequence (d1, . . . , dn), it holds necessarily

that
∑m
j=1 xj = 1

2

∑n
i=1 di, since this is the total number of edges. In other words, the

configuration space is

X =

x ∈ {0, 1}m :

m∑
j=1

xj = 1
2

n∑
i=1

di

 .

Let A be the incidence matrix of Kn with entries

aij =

0 if vi 6∈ ej
1 if vi ∈ ej .

It is easy to see that whenever a configuration x ∈ {0, 1}m satisfies Ax = d, the associated
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graph has degree sequence (d1, . . . , dn). We conclude that the problem set is represented by

X ∗ = {x ∈ X : Ax = d}.

We first present a small example as illustration. Let d = (2, 2, 2, 1, 3) with n = 5, and m = 10.

After ordering the edges of K5 lexicographically, the corresponding incidence matrix is given

as

A =


1 1 1 1 0 0 0 0 0 0

1 0 0 0 1 1 1 0 0 0

0 1 0 0 1 0 0 1 1 0

0 0 1 0 0 1 0 1 0 1

0 0 0 1 0 0 1 0 1 1


It is readily seen that the following

x = (0, 0, 1, 1, 1, 0, 1, 0, 1, 0)′ and x = (1, 0, 0, 1, 1, 0, 0, 0, 1, 1)′

present two solutions of this example.

For the random graph problem we define the score function S : X → Z− by

S(x) = −
n∑
i=1

|deg(vi)− di|,

where deg(vi) is the degree of vertex i under the configuration x. Each configuration that

satisfies the degree sequence will have a performance function equal to 0.

The implementation of the Gibbs sampler for this problem is slightly different than for

the 3-SAT problem, since we keep the number of edges in each realization fixed to
∑
di/2.

Our first algorithm takes care of this requirement and generates a random x ∈ X .

Algorithm 4.4. Let (d1, . . . , dn) be the prescribed degrees sequence.

• Generate a random permutation of 1, . . . ,m.

• Choose the first
∑
di/2 places in this permutation and deliver a vector x having one’s

in those places.

The adaptive thresholds in the basic splitting algorithm are negative, increasing to 0:

m1 ≤ m2 ≤ · · · ≤ mT−1 ≤ mT = 0.

The resulting Gibbs sampler (in Step 3 of the basic splitting algorithm starting with a

configuration x ∈ X for which S(x) ≥ mt) can be written as follows.

Algorithm 4.5 (Gibbs Algorithm for random graph sampling). For each edge xi = 1, while

keeping all other edges fixed, do:

1. Remove xi from x, i.e. make xi = 0.

2. Check all possible placements for the edge resulting a new vector x̄ conditioning on the

performance function S(x̄) ≥ mt

3. With uniform probability choose one of the valid realizations.

We will apply the splitting algorithm to two problems taken from [16].
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A small problem

For this small problem we have the degree sequence

d = (5, 6, 1, . . . , 1︸ ︷︷ ︸
11 ones

).

The solution can be obtained analytically and already given in [16]:

“To count the number of labeled graphs with this degree sequence, note that

there are
(

11
5

)
= 462 such graphs with vertex 1 not joined to vertex 2 by an edge

(these graphs look like two separate stars), and there are
(

11
4

)(
7
5

)
= 6930 such

graphs with an edge between vertices 1 and 2 (these look like two joined stars

with an isolated edge left over). Thus, the total number of realizations of d is

7392.”

As we can see from Table 4.6, the algorithm easily handles the problem. Table 4.7 presents

the typical dynamics. The relative error of |̂X ∗| over 10 runs is 2.710E − 02.

Run nr. of its. |̂X ∗| CPU

1 10 7146.2 15.723

2 10 7169.2 15.251

3 10 7468.7 15.664

4 10 7145.9 15.453

5 10 7583 15.555

6 10 7206.4 15.454

7 10 7079.3 15.495

8 10 7545.1 15.347

9 10 7597.2 15.836

10 10 7181.2 15.612

Average 10 7312.2 15.539

Table 4.6: Performance of the splitting algorithm for a small problem using N = 50, 000 and

ρ = 0.5.

A large problem

A much harder instance (see [16]) is defined by

d = (7, 8, 5, 1, 1, 2, 8, 10, 4, 2, 4, 5, 3, 6, 7, 3, 2, 7, 6, 1, 2, 9, 6, 1, 3, 4, 6, 3, 3, 3, 2, 4, 4).

In [16] the number of such graphs is estimated to be about 1.533 × 1057 Table 4.8 presents

10 runs using the splitting algorithm. The relative error of |̂X ∗| over 10 runs is 8.430E − 02.

4.5.3 Binary contingency tables

Given are two vectors of positive integers r = (r1, . . . , rm) and c = (c1, . . . , cn) such that

ri ≤ n for all i, cj ≤ m for all j, and
∑m
i=1 ri =

∑n
j=1 cj . A binary contingency table
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t |̂X ∗t | Nt N
(s)
t m∗t m∗t ĉt

1 4.55E+12 29227 29227 -4 -30 0.5845

2 2.56E+12 28144 28144 -4 -18 0.5629

3 1.09E+12 21227 21227 -6 -16 0.4245

4 3.38E+11 15565 15565 -4 -14 0.3113

5 7.51E+10 11104 11104 -4 -12 0.2221

6 1.11E+10 7408 7408 -2 -10 0.1482

7 1.03E+09 4628 4628 -2 -8 0.0926

8 5.37E+07 2608 2608 -2 -6 0.0522

9 1.26E+06 1175 1175 0 -4 0.0235

10 7223.9 286 280 0 -2 0.0057

Table 4.7: Typical dynamics of the splitting algorithm for a small problem using N = 50, 000 and

ρ = 0.5 (recall Notation 1 at the beginning of Section 4.5).

Run nr. its. |̂X ∗| CPU

1 39 1.66E+57 4295

2 39 1.58E+57 4223

3 39 1.58E+57 4116

4 39 1.53E+57 4281

5 39 1.76E+57 4301

6 39 1.75E+57 4094

7 39 1.46E+57 4512

8 39 1.71E+57 4287

9 39 1.39E+57 4158

10 39 1.38E+57 4264

Average 39 1.58E+57 4253

Table 4.8: Performance of the splitting algorithm for a large problem using N = 100, 000 and

ρ = 0.5.

with row sums r and column sums c is a m× n matrix X of zero-one entries xij satisfying∑n
j=1 xij = ri for every row i and

∑m
i=1 xij = cj for every column j. The problem is to count

all contingency tables.

The extension of the proposed Gibbs sampler for counting the contingency tables is

straightforward. We define the configuration space X = X (r) ∪ X (c) as the space where all

column or row sums are satisfied:

X (c) =

{
X ∈ {0, 1}m+n :

m∑
i=1

xij = cj ∀j

}
,

X (r) =

X ∈ {0, 1}m+n :

n∑
j=1

xij = ri ∀i

 .

Clearly we can sample uniformly at random from X without any problem. The score function
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S : X → Z− is defined by

S(X) =

−
∑m
i=1 |

∑n
j=1 xij − ri|, for X ∈ X (c),

−
∑n
j=1 |

∑m
i=1 xij − cj |, for X ∈ X (r),

that is, the difference of the row sums
∑n
j=1 xij with the target ri if the column sums are

right, and vice versa.

The Gibbs sampler is very similar to the one in the previous section concerning random

graphs with prescribed degrees.

Algorithm 4.6 (Gibbs algorithm for random contingency tables sampling). Given a matrix

realization X ∈ X (c) with score S(X) ≥ mt. For each column j and for each 1-entry in this

column (xij = 1) do:

1. Remove this 1, i.e. set x′ij = 0.

2. Check all possible placements for this 1 in the given column j conditioning on the perfor-

mance function S(X ′) ≥ mt (X ′ is the matrix resulting by setting x′ij = 0, x′i′j = 1 for

some xi′j = 0, and all other entries remain unchanged).

3. Suppose that the set of valid realization is A = {X ′|S(X ′) ≥ mt}. (Please note that this

set also contains the original realization X). Than with probability 1
|A| pick any realization

at random and continue with step 1.

Note that in this way we keep the column sums correct. Similarly, when we started with

a matrix configuration with all row sums correct, we execute these steps for each row and

swap 1 and 0 per row.

Model 1

The date are m = 12, n = 12 with row and column sums

r = (2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2), c = (2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2, 2).

for this table the exact answer of 21, 959, 547, 410, 077, 200 was given by Wang and Zhang in

[119]. Table 4.9 presents 10 runs using the splitting algorithm. Table 4.10 presents a typical

dynamics. The relative error of |̂X ∗| over 10 runs is 5.210E − 02.
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Run nr.its. |̂X ∗| CPU

1 7 2.15E+16 4.54

2 7 2.32E+16 4.55

3 7 2.23E+16 4.54

4 7 2.11E+16 4.58

5 7 2.05E+16 4.57

6 7 2.23E+16 4.54

7 7 2.02E+16 4.55

8 7 2.38E+16 4.58

9 7 2.06E+16 4.57

10 7 2.14E+16 4.55

Average 7 2.17E+16 4.56

Table 4.9: Performance of the splitting algorithm for Model 1 using N = 50, 000 and ρ = 0.5.

t |̂X ∗t | Nt N
(s)
t m∗t m∗t ĉt

1 4.56E+21 13361 13361 -2 -24 0.6681

2 2.68E+21 11747 11747 -2 -12 0.5874

3 1.10E+21 8234 8234 -2 -10 0.4117

4 2.76E+20 5003 5003 -2 -8 0.2502

5 3.45E+19 2497 2497 0 -6 0.1249

6 1.92E+18 1112 1112 0 -4 0.0556

7 2.08E+16 217 217 0 -2 0.0109

Table 4.10: Typical dynamics of the splitting algorithm for Model 1 using N = 50, 000 and ρ = 0.5.

Model 2

This example called “Darwin’s Finch Data” is taken from [25] where m = 12, n = 17 with

row and columns sums

r = (14, 13, 14, 10, 12, 2, 10, 1, 10, 11, 6, 2), c = (3, 3, 10, 9, 9, 7, 8, 9, 7, 8, 2, 9, 3, 6, 8, 2, 2).

The true count value is known to be 67, 149, 106, 137, 567, 600, see [25]. Table 4.11 presents

10 runs using the splitting algorithm. The relative error of |̂X ∗| over 10 runs is 7.850E − 02.

4.6 Concluding remarks

In this chapter we applied the splitting method to several well-known counting problems,

like 3-SAT, random graphs with prescribed degrees and binary contingency tables. While

implementing the splitting algorithm, we discussed several MCMC algorithms and in partic-

ular the Gibbs sampler. We show how to incorporate the classic capture-recapture method

in the splitting algorithm in order to obtain a low variance estimator for the desired counting
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Run nr. its. |̂X ∗| CPU

1 24 6.16E+16 246.83

2 24 6.50E+16 244.42

3 24 7.07E+16 252.71

4 24 7.91E+16 247.36

5 24 6.61E+16 260.99

6 24 6.77E+16 264.07

7 24 6.59E+16 269.86

8 24 6.51E+16 273.51

9 24 7.10E+16 272.49

10 24 5.91E+16 267.23

Average 24 6.71E+16 259.95

Table 4.11: Performance of the splitting algorithm for Model 2 using N = 200, 000 and ρ = 0.5.

quantity. Furthermore, we presented an extended version of the capture-recapture algo-

rithm, which is suitable for problems with a larger number of feasible solutions. We finally

presented numerical results with the splitting and capture-recapture estimators, and showed

the superiority of the latter.
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Chapter 5

Markov fluid queues

This chapter considers a Markov fluid queue, focusing on the correlation function of the

workload process. A simulation-based computation technique is proposed, which relies on

a coupling idea. Then an upper bound on the variance of the resulting estimator is given,

which reveals the impact of the coupling time and the busy period of the Markov fluid queue.

A numerical assessment, in which we compare the proposed technique with naive simulation,

gives an indication of the achievable efficiency gain. This chapter is based on Kaynar and

Mandjes [70].

5.1 Introduction

Considering the stationary workload process (Qt)t≥0 of a queueing system, various perfor-

mance metrics can be analyzed. While in the literature substantial attention has been paid

to the characterization of the distribution of the (transient or the stationary) workload, con-

siderably less is known about more involved metrics such as the workload correlation function

r(t) :=
Cov(Q0, Qt)

VarQ0
.

One of the rationales behind studying this correlation metric is that it sheds light on the

dependence between the workloads at time 0 and at time t. For instance when simulating the

stationary workload of the process, one often knows how large t should be to safely assume

independence between Q0 and Qt; clearly, it would be useful to have a handle on computing

r(t).

For a relatively small set of queueing systems, one has been able to compute the correlation

function r(t) explicitly; see for instance the work by Morse [85] on the number of customers

in the M/M/1 queues, and the work by Abate and Whitt [1] on reflected Brownian motion.

When considering less elementary queueing systems, the analysis complicates substantially,

but in many situations still expressions are available in terms of the Laplace transform

ρ(ϑ) :=

∫ ∞
0

r(t)e−ϑtdt.
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Beneš [8] managed to compute ρ(·) for the workload in the M/G/1 queue, while Es-Saghouani,

Glynn, and Mandjes [41, 54] addressed queues with spectrally one-sided Lévy input. In all

these cases it was shown that r(·) is positive, decreasing, and convex [41, 54, 89].

The primary aim of this chapter is to explore the workload correlation function for the

situation that the queue is fed by a Markov-modulated fluid process (short: Markov fluid

queue). Such a queue can be regarded as a storage system which is fed by a source whose

transmission rate modulates between multiple (deterministic) values in a Markovian manner,

and which is emptied at constant speed. This type of queue has been intensively studied, ow-

ing to the fact that it has applications in many domains (communication networks, inventory

systems, insurance, etc.).

While the stationary and transient distributions have been analyzed in full detail, less

is known about the workload correlation function r(t) of the Markov fluid queue. In [42],

expressions are given for the Laplace transform of r(t), but these are relatively implicit (as

they require the solution of additional systems of unknowns); only in the specific case that

the Markov fluid source has dimension two, explicit results can be found (where it turns out

that in that specific situation the asymptotics of r(t) for t large resemble those of the tail

distribution of the busy period).

The lack of explicit results on r(t) motivates the interest in developing simulation-based

computation schemes. The obvious fact that r(t) → 0 as t → ∞ entails that the naive

simulation will be extremely time consuming. As pointed out in [54] for the queue with

Lévy input, it takes roughly r(t)−2 runs to obtain an estimate of a given precision. For the

Lévy-driven queue, however, [54] shows how to obtain a substantial variance reduction by

applying a coupling-based technique (so that the number of runs needed grows like r(t)−1);

augmented with importance sampling, this number decreases even more.

The above exposition motivates the main focus of this chapter: the development of effi-

cient simulation schemes for estimating r(t). More specifically, the main contributions are

the following.

• We first propose a coupling-based simulation technique for efficiently estimating r(t) in

Markov fluid queues, which can be viewed as the counterpart of the approach developed

in [54] for the case of Lévy input. The main idea of [54] was to sample Q0 and Q?0
independently of each other, and to use (for both initial values) the same input process

in the interval (0, t]; this turns out to lead to an estimator with reduced variance. It

is stressed that pursuing the same idea in case of Markov fluid input leads to major

complications: unlike in the Lévy-input case, we cannot immediately couple the two

trajectories if the states of the Markovian background processes at time 0 do not

coincide. Our idea is to let the queue be fed by two independent processes until the

two background processes are in the same state, and to use the same input from that

moment on.

• Then an upper bound on the variance is derived. This bound shows an interesting inter-

play between the coupling time (that is, the time before the two Markovian background

processes meet) and the busy period of the Markov fluid queue. As can be expected,

90



5.2. MODEL AND PRELIMINARIES

if the model is such that it tends to take long before the background processes couple,

then the gain of the simulation approach decreases.

• The last part of the chapter presents a series of simulation experiments that assess the

efficiency gain achieved by our coupling-based estimator.

The remainder of this chapter is organized as follows. In Section 5.2 we describe our

model and summarize some of the known results on the steady-state workload distribution,

the busy period and the correlation function. In Section 5.2.3, we introduce the coupling

algorithm for Markov fluid models. The performance of the algorithm is discussed in Section

5.4. Consecutively, in Section 5.5 we present a number of simulation experiments reflecting

the performance of the algorithm for different situations. We draw conclusions and identify

open problems in Section 5.6.

5.2 Model and preliminaries

Let (Jt)t≥0 be an irreducible continuous-time Markov process, defined on a finite state space

E := {1, 2, ..., N} for some N ≥ 2. This modulating Markov process drives a buffer in the

following way: if it is in state i, the buffer content changes at rate ri (which can be both

positive and negative). There is a reflection at zero, meaning that if the buffer is empty and

the Markov process is in a state i with ri < 0, then the buffer remains empty. We denote

by (Qt)t≥0 the buffer content process or workload process. The buffer size is assumed to be

infinite, so that Qt can take any value in [0,∞).

In order to avoid confusions in the notation, in the sequel the bold small letters will denote

vectors, and bold large letters will denote matrices. Let Λ = (λij)1≤i,j≤N be the intensity

matrix of the Markov process Jt and λi = −λii. Also, denote by π ≡ (π1, π2, ..., πN )T

the associated invariant distribution, i.e., πi is the stationary probability that Jt is in state

i. Because of the above assumptions, this distribution exists and is unique. Furthermore,

let E + be the states i in E such that ri > 0 (‘up-states’), and E− the states with ri <

0 (‘down-states’). To avoid trivialities, it is assumed that there is at least one up-state.

Throughout this chapter, it is assumed that there are no states in E with ri = 0. Define

the traffic rate matrix R = diag{r1, ..., rN}, and let r+ := max{r1, . . . , rN} along with

r− := min{r1, . . . , rN}. Define the difference of two as r? = r+− r−. Let N+ be the number

of up-states, and N− the number of down-states. For ease, we let the state-space of the

modulating process Jt be labeled such that the first N+ states correspond to the up-states,

whereas states N+ + 1 up to N correspond to down states.

5.2.1 Workload

Let

qi(t, x) := P(Qt ≤ x, Jt = i)

denote the transient probabilities corresponding to the bivariate Markov process (Qt, Jt)

starting from any initial state i0 ∈ E and any queue content Q0 = x > 0. The transient
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probability qi(t, x) denotes the probability of the Markov fluid process being at state i at

time t with the queue content less than or equal to x. This definition can be extended to all

states i in E . The stationary distribution q(x) ≡ (q1(x), ..., qN (x))T is obtained by taking

time t to infinity;

qi(x) := lim
t→∞

qi(t, x). (5.1)

Both the transient probabilities as well as the stationary distribution have been extensively

studied in, e.g., [75]; see also the seminal chapter [5] covering the case that the input process

corresponds with the superposition of two-state Markov fluid inputs. Under the standard

stability condition that
∑N
i=1 riπi < 0, it has been shown that

q(x) = π +

N+∑
j=1

cje
ξjxvj , (5.2)

where (ξj ,v
j) satisfies the system (ξjR − ΛT)vj = 0, with the ξj the eigenvalues with

a negative real part. It is remarked in [64, 75, 112] that out of N eigenvalues satisfying

equation (5.2), N+ of them has negative real real parts, one of them is zero and N− − 1

have positive real parts. The maximum eigenvalue with negative real parts is actually real,

and will be referred to as ξ? . The constants cj , for j = 1, ..., N+, are determined by the

boundary conditions πi +
∑N+

j=1 cjv
j
i = 0 if ri > 0. Here it is tacitly assumed that the

eigenvalues ξ1, . . . ξN+ are unique.

Finally, with pi(x) denoting the density corresponding to the distribution function qi(x)

and p(x) ≡ (p1(x), ..., pN (x))T, it follows that for x > 0,

p(x) =

N+∑
j=1

cjξje
ξjxvj .

It is easy to see that for x→∞,

pi(x)e−ξ
?x → κ1, (5.3)

for some finite constant κ1 > 0, for all i = 1, ..., N .

5.2.2 Busy period

In this subsection we discuss some preliminaries on busy periods of Markov modulated fluid

queues. In [42], a method is developed for computing the Laplace transform of the busy

period. This approach first uses elementary calculations to express the Laplace transform

in terms of a number of auxiliary transforms and then uses a lemma to uniquely determine

those auxiliary transforms. Besides the Laplace transform, Es-Saghouani and Mandjes also

focus on the logarithmic asymptotics of the tail distribution of the busy period in [42].

Let Xt denote the free process, or net input process, i.e.,

Xt :=

∫ t

0

rJsds.
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It is seen that the workload process Qt is then the reflection of Xt at 0. Then we define the

so-called cumulant function by

Γ(ϑ) := lim
t→∞

1

t
logE[exp(ϑXt)].

It has been proven in [72] that this limit exists for irreducible modulating Markov fluid queues

and Γ(ϑ) can be expressed in terms of a spectral radius:

Γ(ϑ) = sp(Λ + ϑR),

where sp(F ) denotes the largest real eigenvalue of the matrix F . The proof is based on

standard backward equations and Perron-Frobenius Theorem. Notice that the cumulant

function can be regarded as an asymptotic log-moment generating function, and is, as a

consequence convex for all ϑ > 0. Γ′(0) equals the drift
∑N
i=1 riπi, which we assumed to

be negative. The convex function Γ(ϑ) goes to ∞ as ϑ → ∞, and is decreasing in 0, which

means (i) that there is a positive solution of Γ(ϑ) = 0, (ii) that there is a positive solution of

Γ′(ϑ) = 0; it is noted that it is directly seen from the shape of Γ(ϑ) that the former solution

is larger than the latter solution, see Figure 5.1.

Figure 5.1: Illustration of Γ(ϑ), ϑ?, ξ? and ϑBP.

The ξ? defined above solves Γ(−ξ?) = 0, see e.g. [72]. Define ϑ? as

ϑ? = arg minϑ>0Γ(ϑ),

and observe that necessarily ϑ? > 0 and Γ(ϑ?) < 0. Also, as illustrated in Figure 5.1,

ξ? + ϑ? < 0. (5.4)

Denoting by B the first time the buffer becomes empty, B := inf{t > 0 : Qt = 0}, the

complementary distribution function of the busy period can be defined as

%i(t) := P (B > t | Q0 = 0, J0 = i) ,

for all states i with ri > 0. Now [42, Thm. 4.1] states that

lim
t→∞

1

t
log %i(t) = Γ(ϑ?),
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for all i ∈ E +. In the sequel we refer to the decay rate of the busy period by ϑBP, i.e.,

ϑBP = Γ(ϑ?) < 0. (5.5)

We conclude this subsection by recalling a corollary from the results in [72]: for all ϑ > 0

there exists a constant κ2 <∞ such that, uniformly in t ≥ 0,

E
[
eϑXt

]
≤ κ2e

Γ(ϑ)t. (5.6)

5.2.3 Correlation function

As mentioned in the introduction, the focus of this chapter lies on a simulation-based com-

putation scheme for the workload correlation. Let r(t) denote the correlation function

r(t) :=
Cov(Q0, Qt)√
VarQ0 · VarQt

=
E[Q0Qt]− (E[Q0])2

VarQ0

under the assumption of the workload process being in equilibrium at time 0. As we know this

equilibrium distribution from relation (5.2), we have an expression for VarQ0, and hence the

problem reduces to the analysis of R(t) := Cov(Q0, Qt). The methodology in [42] used to find

the Laplace transform of the busy period, was also exploited to find the Laplace transform of

R(t). However, these transforms do not lend themselves well for explicit inversion. Numerical

inversion is an option, but an alternative is to estimate R(t) by simulation; this approach is

pursued in the present chapter.

The first simulation approach that comes to mind is what could be called naive simulation:

estimate R(t) by

T (NS)
n (t) :=

1

n

n∑
i=1

Q
(i)
0 Q

(i)
t − (E[Q0])2,

based on n independent runs. Note that the estimator T
(NS)
n (t) is unbiased and the expres-

sions for E[Q0] are available. The variance of the estimator reads n−1 ·Var(Q0Qt). Obviously

Var(Q0Qt) > 0, and can be explicitly written as

Var(Q0Qt) = E
[
(Q0Qt)

2
]
− (E[Q0Qt])

2
.

In theory, as we take t to infinity, Q0 and Qt will be independent and identically distributed.

Hence,

lim
t→∞

Var(Q0Qt) = (E[Q2
0])2 − (E[Q0])4.

Let us denote the limit value as v

v := (E[Q2
0])2 − (E[Q0])4.

Consequently,

VarT (NS)
n (t) ≈ v

n
,

for large t.
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The number of runs, n(NS)(t), needed for predetermined relative error value ε and a

100(1− α)% confidence interval, roughly equals the smallest number n satisfying

2z1−α/2

√
Var(T

(NS)
n (t))

R(t)
< ε,

where zα denotes the α-quantile of the standard normal distribution, i.e. Φ(zα) = α. Con-

clude that

n(NS)(t) ≈ v
(

2z1−α/2

R(t)ε

)2

,

i.e., n(NS)(t) is inversely proportional to the square of R(t). A detailed analysis on the

efficiency of the naive simulation can be found in Chapter 2 Section 2.2.

In the context of rare-event probabilities, the number of runs needed to obtain an estimate

with a predefined precision is inversely proportional to the probability under consideration,

when performing naive simulation. The above reasoning indicates that estimating correla-

tions is even more time-consuming, and therefore numerically infeasible when the correlation

to be estimated is small. In the next section we propose a remedy.

5.3 A Coupling-based algorithm

In this section we apply the adaptation of the coupling-based simulation procedure introduced

in [54] that substantially reduces the number of runs needed.

5.3.1 Algorithm

We are mainly interested in R(t) := Cov(Q0, Qt) for given time t. The main idea behind the

coupling algorithm is that two Markov fluid queues are simulated, say (Qt, Jt) and (Q?t , J
?
t ).

Their initial values, i.e., (Q0, J0) and (Q?0, J
?
0 ) are independently sampled from the equilib-

rium distribution. After time 0, (Qs, Js) and (Q?s, J
?
s ) continue to be sampled independently

for s < t, until at some point C (the ‘coupling time’) JC = J?C (where C = 0 if J0 = J?0 ).

For s larger than C and smaller than t we take Js = J?s ; one could say that from C on the

queues are fed by the same input process. The new estimator of R(t) becomes

T (CS)
n (t) :=

1

n

n∑
i=1

Q
(i)
0

(
Q

(i)
t −Q?t

(i)
)
,

based on n independent runs. This is an unbiased estimator, as Q0 and Q?t are independent.

Importantly, it is seen that after the coupling time C, the distance between the two

workload processes decreases in time, as seen in Figure 5.2; as soon as both busy periods

have ended, the two processes are identical. In addition,

|Qs −Q?s | ≤ |Q0 −Q?0 |+ r?s, (5.7)

for all s ≥ 0. These properties enable the characterization of the performance of the new

estimator, as we will see below.
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6

-
1.0 2.0 3.0 4.0

t

Qt

Q?t C

Figure 5.2: An example that shows that the workload processes Qt and Q?t are getting closer to

each other after the coupling time C; in this case C = 2.

5.3.2 Coupling time

Clearly, the coupling time C plays an important role in the analysis of the performance of

the coupling-based algorithm. In this subsection we point out how to determine the decay

rate corresponding to the tail distribution of C. This is a standard technique. At this point

it is important to note that until the coupling time C the interarrival times between jumps

for two Markov fluid processes are different, whereas after time C they are the same.

Consider the intensity matrix Λ = (λij)
N
i,j=1, and fix the starting states of Jt and J?t to

i and j respectively, where i 6= j. Given that J0 = i and J?0 = j, the Laplace transform of C

obeys, in self-evident notation,

Eij [e−ϑC ] =

(
λi + λj

λi + λj + ϑ

)∑
k 6=j

λik
λi + λj

Ekj [e−ϑC ] +
∑
k 6=i

λjk
λi + λj

Eik[e−ϑC ] +
λij

λi + λj
+

λji
λi + λj

.
(5.8)

Clearly,

Eij [e−ϑC ] = Eji[e−ϑC ].

That means that we have a system of 1
2N(N−1) equations with 1

2N(N−1) unknowns: with

i < j,

(λi + λj + ϑ)Eij [e−ϑC ] =
∑
k 6=j

λikEkj [e−ϑC ] +
∑
i 6=k

λjkEik[e−ϑC ] + λij + λji,

To explain how to proceed, let us for ease look at the 3-dimensional case. Abbreviating

Eij := Eij [e−ϑC ],

(λ1 + λ2 + ϑ)E12 = λ13E23 + λ23E13 + λ12 + λ21;

(λ1 + λ3 + ϑ)E13 = λ12E23 + λ32E12 + λ13 + λ31;

(λ2 + λ3 + ϑ)E23 = λ21E13 + λ31E12 + λ23 + λ32.
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or as a system of the type Ax = b: λ1 + λ2 + ϑ −λ23 −λ13

−λ32 λ1 + λ3 + ϑ −λ12

−λ21 −λ31 λ2 + λ3 + ϑ


 E12

E13

E23

 =

 λ12 + λ21

λ13 + λ31

λ23 + λ32

.
Choose ϑ such that the matrix A is strictly diagonally dominant, i.e., | aii | >

∑
j,j 6=i | aij |,

where aij is the (i, j)-th element of the matrix A. Thus, A is non-singular and so detA 6= 0.

We then apply Cramer’s rule to obtain (in our example with N = 3)

E12 =
detA1

detA
, E13 =

detA2

detA
and E23 =

detA3

detA
, (5.9)

where the matrix Ai is equal to A with the i-th column replaced by the vector b; this

procedure can obviously be performed for Markov processes of any dimension.

The analysis can be continued as follows, cf. [17]. It can easily seen that the denominators

of the transforms Eij [e−ϑC ] are polynomials of degree M := 1
2N(N − 1) in ϑ. Additionally,

the numerators are polynomials with degree M − 1. In other words, we can write detA =

ϑM + · · ·+ c1ϑ+ c0, where the ci are the corresponding coefficients. Let

k(i, j) = (N − 1) · (i− 1) + (j − i)

be the map to assign (i, j) to an element in the set {1, . . . ,M} for all i = 1, . . . , N − 1 and

j = i+ 1, . . . , N . We can then write the solution x as follows:

xk(i,j) ≡ xk(i,j)(ϑ) ≡ Eij [e−ϑC ] =

M∑
`=1

δk(i,j),`

ϑ− ϑ`
, i = 1, . . . , N − 1 and j = i+ 1, . . . , N,

(5.10)

where the ϑ`, ` = 1, ...,M , are the M roots of detA = 0 and δk(i,j),` are the residues of the

partial-fraction expansion of (5.9) for the given roots. Using Geršgorin’s theorem [49], it can

be seen that the ϑ`, ` = 1, ...,M lie in the left half plane, and thus have a negative real part.

Based on the same theorem it can also be proved that the largest one

ϑC = max
`∈{1,...,M}

ϑ` < 0 (5.11)

is real and A is diagonally dominant ϑ = ϑC. Now, inverting the transform (5.10), we

observe that the density (and tail distribution) of C, given J0 = i and J?0 = j, are mixtures

of exponentials, where the exponents are the ϑ`. We observe that, irrespective of the initial

states i and j, the maximal eigenvalue ϑC dictates the asymptotic behavior.

Lemma 5.1. Irrespective of the initial states J0 = i and J?0 = j,

lim
t→∞

1

t
logPij(C > t) = ϑC. (5.12)

5.4 Performance of the Coupling-based estimator

In this section, we analyze the variance of the new estimator. In the final result we will see

the effect of both the coupling time and the busy period on the variance.
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5.4.1 Bound on the variance of the estimator

The result will be obtained in several steps. We have to pay special attention to the coupling

time C in the analysis, since it may or may not happen before simulation ends at time t.

Define
d{k,`}(t) := E[Qk0(Q?0)`1{C > t}],

m{j,k,`}(t) := E[CjQk0(Q?0)`1{0 < t− C < τ}] j, k, ` = 1, 2, . . .

Here τ is defined as the remaining busy period after time C (corresponding with the process

Qs; τ
? is defined analogously).

Lemma 5.2. The following upper bound holds:

Var(Q0 · (Qt −Q?t )) ≤ d{4,0}(t) + d{2,2}(t) + 2tr?d{3,0}(t) + t2(r?)
2d{2,0}(t) +

2
(
m{0,4,0}(t) +m{0,2,2}(t) + 2r?m{1,3,0}(t) + (r?)

2m{2,2,0}(t)
)

+

m{0,0,4}(t) +m{0,2,2}(t) + 2r?m{1,0,3}(t) + (r?)
2m{2,0,2}(t).

Proof. Obviously,

Var(Q0 · (Qt −Q?t )) ≤ E[Q2
0 · (Qt −Q?t )2]

= E[Q2
0 · (Qt −Q?t )2 · 1{C > t}] + E[Q2

0 · (Qt −Q?t )2 · 1{C < t}].

� We first concentrate on the first term where coupling does not happen before time t. Due

to Inequality (5.7),

E[Q2
0 · (Qt −Q?t )2 · 1{C > t}] ≤ E[Q2

0(|Q0 −Q?0|+ t r?)
21{C > t}]

= E[(Q2
0(Q0 −Q?0)2 + 2Q2

0|Q0 −Q?0|t r? +Q2
0 t

2 (r?)
2)1{C > t}].

Let us assume for now that Q0 ≥ Q?0. Then, eliminating the negative terms, we obtain

E[Q2
0 · (Qt −Q?t )2 · 1{C > t}] ≤ E[(Q4

0 +Q2
0(Q?0)2 + 2Q3

0r?t+Q2
0(r?)

2t2)1{C > t}]

= E[Q4
01{C > t}] + E[Q2

0(Q?0)21{C > t}] + 2 t r?E[Q3
01{C > t}] + t2 (r?)

2E[Q2
01{C > t}]

= d{4,0}(t) + d{2,2}(t) + 2tr?d{3,0}(t) + t2(r?)
2d{2,0}(t).

Similarly if Q?0 > Q0, then

E[Q2
0 · (Qt −Q?t )2 · 1{C > t}] ≤ d{4,0}(t) + d{2,2}(t) + 2tr?d{2,1}(t) + t2(r?)

2d{2,0}(t).

� The case that coupling occurs before time t is more involved. We write E[Q2
0 · (Qt −

Q?t )
2 · 1{C < t}] as the sum of the following four terms:

r++(t) := E[Q2
0 · (Qt −Q?t )2 · 1{C < t, τ > t− C, τ? > t− C}],

r+−(t) := E[Q2
0 · (Qt −Q?t )2 · 1{C < t, τ > t− C, τ? < t− C}],

r−+(t) := E[Q2
0 · (Qt −Q?t )2 · 1{C < t, τ < t− C, τ? > t− C}],

r−−(t) := E[Q2
0 · (Qt −Q?t )2 · 1{C < t, τ < t− C, τ? < t− C}].

It is evident that r−−(t) = 0, as both queues have been identical from some time s (greater

than C and smaller than t) on. Time s can also be seen as the maximum of the busy periods
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endings. In Figure 5.2, s is equal to 4.7. We estimate the other three terms separately. Due

to Inequality (5.7), we have that

r++(t) ≤ E[(Q2
0(Q0 −Q?0)2 + 2Q2

0|Q0 −Q?0| C r? +Q2
0 C

2 (r?)
2) · 1{C < t, τ > t− C, τ? > t− C}]

r+−(t) ≤ E[(Q2
0(Q0 −Q?0)2 + 2Q2

0|Q0 −Q?0| C r? +Q2
0 C

2 (r?)
2) · 1{C < t, τ > t− C, τ? < t− C}]

r+−(t) ≤ E[(Q2
0(Q0 −Q?0)2 + 2Q2

0|Q0 −Q?0| C r? +Q2
0 C

2 (r?)
2) · 1{C < t, τ < t− C, τ? > t− C}].

Assuming for now that Q0 > Q?0 and eliminating the negative terms, we obtain that E[Q2
0 ·

(Qt −Q?t )2 · 1{C < t} is majorized by

E[(Q4
0 +Q2

0(Q?0)2 + 2Q3
0 C r? +Q2

0 C
2 (r?)

2) 1{C < t, τ > t− C, τ? > t− C}] +

E[(Q4
0 +Q2

0(Q?0)2 + 2Q3
0 C r? +Q2

0 C
2 (r?)

2) 1{C < t, τ > t− C, τ? < t− C}] +

E[(Q4
0 +Q2

0(Q?0)2 + 2Q3
0 C r? +Q2

0 C
2 (r?)

2) 1{C < t, τ < t− C, τ? > t− C}].

By bounding the indicator functions appropriately, we eventually bound each of the first

two terms from above by

m{0,4,0}(t) +m{0,2,2}(t) + 2r?m{1,3,0}(t) + (r?)
2m{2,2,0}(t),

and the last by

m{0,0,4}(t) +m{0,2,2}(t) + 2r?m{1,0,3}(t) + (r?)
2m{2,0,2}(t).

This finishes the proof.

In view of Lemma 5.2, we further analyze d{k,`}(t) and m{j,k,`}(t).

Lemma 5.3. The decay rate of d{k,`}(t) is

lim sup
t→∞

1

t
log d{k,`}(t) = ϑC.

For the definition of ϑC, see Equation (5.11)

Proof. Denote by Pmn(·) = P(· | J0 = m,J?0 = n). Then

d{k,`}(t) =

N∑
m,n=1

∫ ∞
0

∫ ∞
0

xky`Pmn(C > t)dqm(x)dqn(y) =

N∑
m,n=1

α
(mn)

{k,`}Pmn(C > t),

for appropriately chosen coefficients α
(mn)
{k,`}. By Lemma 5.1, we know that regardless of the

states m and n

lim
t→∞

1

t
log Pmn(C > t) = ϑC,

which means

Pmn(C > t) = eϑCt+omn(1).

Hence,

lim supt→∞
1
t

log d{k,`}(t) = lim supt→∞
1
t

log
(∑N

m,n=1 α
(mn)

{k,`}Pmn(C > t)
)

= lim supt→∞
1
t

log
(∑N

m,n=1 α
(mn)

{k,`}e
ϑCt+omn(1)

)
= ϑC + lim supt→∞

1
t

log
∑N
m,n=1 α

(mn)

{k,`}omn(1)

= ϑC.
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The third equality follows from the fact that

lim sup
t→∞

1

t
log

N∑
m,n=1

α
(mn)

{k,`}omn(1) = 0.

This completes the proof.

Lemma 5.4. The decay rate of m{j,k,`}(t) is bounded by

lim sup
t→∞

1

t
logm{j,k,`}(t) ≤ max{ϑ?r+ + ϑC, ϑBP}.

The definition of ϑBP can be found in Equation (5.5).

Proof. Remark that

m{j,k,`}(t) := E
[
CjQk0(Q?0)`1{0 < t− C < τ}

]
.

As we have mentioned before, here τ indicates the remaining busy period time after the

coupling time C. First we write expectation above as summation of conditional expectations

on J0 = m and J?0 = n. Notice that the random variable C depends on the initial states m

and n, and the random variable τ depends on the queue content of Qt at the coupling time

t = C. Hence, we introduce the short notations

Cmn := C | J0 = m,J?0 = n and τ(x) := inf{t > 0 | QC = x,Qt+C = 0}

for conditional random variables Cmn and τ(x). Keep in mind that for x ≤ y, τ(x) ≤ τ(y).

Then, defining qm(x) and qn(y) as in Equation (5.1), we can write the expectation as a

summation of conditional expectations, i.e.

m{j,k,`}(t)

=
∑N
m,n=1

∫∞
0

∫∞
0
xky`E[Cjmn 1{Cmn < t, τ(QCmn) > t− Cmn} |Q0 = x,Q?0 = y]dqm(x)dqn(y)

In the above equation τ(QCmn) denotes the remaining busy period time after the coupling

time Cmn, with the queue content of QCmn . Since QCmn ≤ x + r+Cmn, where Q0 = x,

τ(QCmn) ≤ τ(x+ r+Cmn). Thus,

m{j,k,`}(t)

≤
∑N
m,n=1

∫∞
0

∫∞
0
xky`E[Cjmn 1{Cmn < t, τ(x+ r+Cmn) > t− Cmn}]dqm(x)dqn(y)

=
∑N
m,n=1

(∫∞
0
y`dqn(y)

) (∫∞
0
xkE[Cjmn 1{Cmn < t, τ(x+ r+Cmn) > t− Cmn}]pm(x)dx

)
.

The second equality above comes from the independency of the expectation E[Cjmn 1{Cmn <
t, τ(x+ r+Cmn) > t− Cmn}] from Q?t . It is also important to note that(∫ ∞

0

y`dqn(y)

)
exists and is finite.

For now let us fix m,n and concentrate on

E[Cjmn 1{Cmn < t, τ(x+ r+Cmn) > t− Cmn}] =

∫ t

0

sjP(τ(x+ r+s) > t− s)dP(Cmn ≤ s).
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We can link the conditional random variable τ(x+ r+Cmn) with the free process Xt defined

in Section 5.2.2. Basically, the probability of the length of the remaining busy period after

time s, starting from queue content x+r+s, being larger than t−s time units can be bounded

from above by the probability of the net amount of input between times s and t being larger

than −(x+ r+s);

P(τ(x+ r+s) > t− s) ≤ P(Xt−s > −(x+ r+s)).

Hence with this inequality we have converted the way of thinking from time to queue content.

Chernoff’s inequality yields that, for any ν ≥ 0,

P(Xt−s > −(x+ r+s)) =
∫∞
−(x+r+s)

dP(Xt−s ≤ z)

=
∫∞
−(x+r+s)

e−νzeνzdP(Xt−s ≤ z)

≤ eν(x+r+s)
∫∞
−∞ e

νzdP(Xt−s ≤ z)

= eν(x+r+s)E[eνXt−s ].

Use now that, by virtue of Equation (5.6), we can find a constant κ2 such that, E[eνXt ] ≤
κ2e

Γ(ν)t. Also, by Equation (5.11) and Lemma 5.1, we obtain dP(Cmn ≤ s) ≤ κ3e
ϑCsds, for

some constant κ3. After plugging in ν = ϑ? we obtain∫ t
0
sjP(τ(x+ r+s) > t− s)dP(Cmn ≤ s) ≤

∫ t
0
sj
(
eϑ
?(x+r+s)κ2e

ϑBP(t−s)
)
κ3e

ϑCsds

= κ2κ3e
ϑ?xeϑBPt

∫ t
0
sje(ϑ

?r++ϑC−ϑBP )sds.

Recall that Γ(ϑ?) = ϑBP, see Equation (5.5).

Now, let us make a side calculation regarding the last integral we have obtained.∫
sjeasds = sj 1

a
eas − j

a

∫
sj−1easds

= 1
a
sjeas − j

a

(
1
a
sj−1eas − j−1

a

∫
sj−2easds

)
= 1

a
sjeas − j

a2
eas + (j)(j − 1)

∫
sj−2easds

=
∑j
i=0(−1)i 1

a
j!

(j−i)!s
j−ieas

=
(∑j

i=0(−1)i j!
(j−i)!s

j−i
) (

1
a
eas
)

Hence, ∫ t

0

sjeasds =

(
j∑
i=0

(−1)i
j!

(j − i)!s
j−i

)
1

a

(
eat − 1

)
Defining K = κ2κ3

(∑j
i=0(−1)i j!

(j−i)!s
j−i
)

and a = ϑ?r+ + ϑC − ϑBP ,

∫ t
0
sjP(τ(x+ r+s) > t− s)dP(Cmn ≤ s) ≤ Keϑ

?x · eϑBPt · e
(ϑ?r++ϑC−ϑBP)t−1
ϑ?r++ϑC−ϑBP

= Keϑ
?x · e

(ϑ?r++ϑC)t−eϑBPt

ϑ?r++ϑC−ϑBP
.
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Till now, we have proved

E[Cjmn 1{Cmn < t, τ(x+ r+Cmn) > t− Cmn}] ≤ Keϑ
?x · e

(ϑ?r++ϑC)t − eϑBPt

ϑ?r+ + ϑC − ϑBP
.

If we combine everything∫∞
0
xkE[Cjmn 1{Cmn < t, τ(x+ r+Cmn) > t− Cmn}]pm(x)dx

≤
∫∞
0
xkKeϑ

?x · e
(ϑ?r++ϑC)t−eϑBPt

ϑ?r++ϑC−ϑBP
pm(x)dx

= K · e
(ϑ?r++ϑC)t−eϑBPt

ϑ?r++ϑC−ϑBP

∫∞
0
xkeϑ

?xpm(x)dx.

It is now direct, using Equations (5.3) and (5.4), together with [33, Lemma 1.2.15], stating

that the decay rate of a finite sum equals the maximum of the decay rates,

lim supt→∞
1
t

log
∫∞
0
xkE[Cjmn 1{Cmn < t, τ(x+ r+Cmn) > t− Cmn}]pm(x)dx

≤ lim supt→∞
log(K)
t

+
log
(
e
(ϑ?r++ϑC)t−eϑBPt

)
t

− log(ϑ?r++ϑC−ϑBP)
t

+
log(

∫∞
0 xkeϑ

?xpm(x)dx)

t

≤ max{ϑ?r+ + ϑC, ϑBP}.

As this value does not depend on m and n, this completes the proof.

Now [33, Lemma 1.2.15], stating that the decay rate of a finite sum equals the maximum

of the decay rates, immediately yields the following result. It combines Lemmas 5.2, 5.3, and

5.4.

Theorem 5.1. The decay rate of Var(Q0 · (Qt −Q?t )) is bounded by

lim sup
t→∞

1

t
logVar(Q0 · (Qt −Q?t )) ≤ max{ϑ?r+ + ϑC, ϑBP} (5.13)

5.4.2 Discussion

Where a single observation in the naive estimator had a variance of roughly Var(Q2
0), see

Section 5.2, a single observation in the coupling-based estimator obeys the bound on the decay

rate as stated in Theorem 5.1. Realize that ϑC and ϑBP are negative numbers, whereas ϑ? is

positive (and the ‘peak rate’ r+ as well).

If ϑC relative to ϑBP is strongly negative (indicating that it takes relatively short for the

Markov processes Js and J?s to couple), the theorem indicates that the performance of the

estimator will be essentially determined by ϑBP. The intuition is that it is likely that the

coupling takes place before the end of the busy period. In this situation we obtain behavior

similar to the Lévy case [54], where the coupling (due to the absence of the modulating

process) can always be done at time 0, and the decay rate of the busy period dominates. If

on the contrary ϑBP relative to ϑC is strongly negative (indicating that it takes relatively
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long for the Markov processes to couple), the performance of the estimator will be essentially

determined by ϑC.

An important role is played by r+. If r+ is large, the two processes can diverge consider-

ably between time 0 and the coupling time, thus degrading the performance of the estimator.

It can even be the case that r+ is so large that max{ϑ?r+ + ϑC, ϑBP} is positive.

5.5 Experimental results

In this section we discuss a number of implementation issues, and demonstrate the efficiency

gain. We do this by considering first a queue fed by a simple two-state Markov source. Then

three systems that differ in terms of the nature of the upper bound on the decay rate of the

variance, that is, max{ϑ?r+ + ϑC, ϑBP}: in one ϑC dominates, in another ϑBP, while in a

third ϑ? and r+ are so large that the decay rate is actually positive.

As indicated before, in this coupling algorithm we generate (Q0, J0) and (Q?0, J
?
0 ) from

the equilibrium distribution, independently of each other. Then if J0 6= J?0 , we continue to

simulate both queues independently until the first time the Markovian background processes

(Js)s and (J?s )s meet. After this coupling time, we simulate (Qs, Js)s and (Q?s, J
?
s )s by using

the same Js, until time t. Remark that it can be the case that the background processes do

not couple before t.

Experiment A: This example has been studied in-depth in [42]. For α, β, λ and µ positive

Λ :=

[
−λ λ

µ −µ

]
, r :=

[
α

−β

]
, π := ψ

[
µ

−λ

]
with ψ =

1

λ+ µ
.

The busy period distribution and the covariance function have been explicitly calculated for

a specific example. Since these formulae are long and cumbersome, focus on α = λ = µ = 1

and β = 2. Then we have [42], with a(t) ∼ b(t) indicating that a(t)/b(t)→ 1 as t→∞,

r(t) ∼
4
√

2(2
√

2 + 9)

15
√

3π
(

1− 2
√

2
3

)3 (
2
√

2
3 + 1

)(
4
√

2
3 + 3

) · 1

t
√
t

exp

(
−3− 2

√
2

3
t

)
.

Furthermore, we can explicitly calculate

Γ(ϑ) = − (λ+ µ+ (β − α)ϑ)

2
+

((β + α)ϑ+ (µ− λ))2 + 4µλ

2
.

Γ(ϑ) attains its minimum at

ϑ? =
(
√
λα+

√
µβ)(
√
βλ−√αµ)

√
αβ(α+ β)

≈ 0.236,

so that

Γ(ϑ?) = − (
√
βλ)2

α+ β
≈ −0.0572 = ϑBP.
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Figure 5.3: Results Experiment A; ◦ corresponds to coupling-based, and • to näıve.

By using the technique described in Section 5.3.2, it is straightforward to see that ϑC = −2.

Hence the upper bound of the decay rate of Var(Q0 · (Qt −Q?t )) becomes

max{ϑ?r+ + ϑC, ϑBP} = max{0.236− 2,−0.0572} = −0.0572.

Figure 5.3 shows the efficiency gain achieved by the coupling-based estimator. In the left

panel it is shown how the relative efficiency (RE), i.e., the ratio of the width of the confidence

interval (at a confidence level of 95%) to the estimate, keeping the number of runs fixed at

108. RE behaves as a function of t and defined as

RE = 2 · 1.96
Var(TCS

n )

E[TCS
n ]

.

As expected, this (RE) grows with t, simply because r(t) decreases in t. It is seen that

coupling leads to a huge efficiency gain. It is also seen that the RE still increases exponentially

under the coupling method, but with a relatively small rate.

The right panel shows the number of runs necessary to obtain a fixed RE, again as a

function of t. The main conclusion is that this number is considerably lower under the

coupling-based scheme. It also indicates that under the coupling method we still do not have

a logarithmically efficient algorithm; the growth rate of number of runs under coupling is

around 0.073, whereas it is around 0.23 for naive simulation.

Experiment B : This second experiment has been designed to compare the performance

of the coupling algorithm introduced in Section 5.2.3 with the naive simulation under the

condition

max{ϑ?r+ + ϑC, ϑBP} = ϑBP < 0

It turned out that we could choose Λ and R to be

Λ =


−3.5 2.5 0.6 0.4

0.1 −1.0 0.4 0.5

0.8 0.9 −2.0 0.3

0.6 0.4 0.3 −1.3

 ; R =


−3.0

−2.0

−4.0

5.0

 .
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Figure 5.4: Results Experiment B; ◦ corresponds to coupling-based, and • to näıve.

This choice resulted in ϑC = −1.2064, ϑ? = 0.045, ϑBP = −0.01504 and r+ = 5, so that the

upper bound on the decay rate is

max{ϑ?r+ + ϑC, ϑBP} = {−0.9814,−0.01504} = −0.01504.

The two graphs in Figure 5.4 should be read as Figure 5.3. The number of runs per

experiment in the left panel is still 108. The results are very much in line with the first

example. The number of runs needed to get an RE of 0.1 grows roughly exponentially in t:

at rate 0.022 under the coupling method, and at rate 0.037 using the naive approach.

Experiment C : The parameters in the third experiment are chosen such that

max{ϑ?r+ + ϑC, ϑBP} = ϑ?r+ + ϑC < 0.

We use following Markov fluid process:

Λ =



−1.0 1.0 0.0 0.0 0.0 0.0

0.0 −1.0 1.0 0.0 0.0 0.0

0.0 0.0 −1.0 1.0 0.0 0.0

0.0 0.0 0.0 −1.0 1.0 0.0

0.0 0.0 0.0 0.0 −1.0 1.0

u 0.0 0.0 0.0 0.0 −u


; R =



−2.0

−1.2

−2.1

−1.5

−1.0

4.0


,

with u > 0.

By varying the parameter u, we want to find a value for u such that max{r+ϑ
? +

ϑC, ϑBP} = r+ϑ
? + ϑC, but at the same time r+ϑ

? + ϑC < 0. Clearly, the value of u

affects both the decay rate of the busy period ϑBP and the decay rate of the coupling time

ϑC.

• As u gets larger the Markov process spends less time in the state with positive traffic

rate, which typically decreases the length of the busy period time (so that ϑBP becomes

larger negative). For exact values please refer to Table 5.1. A concurrent way of

thinking would also explain the decrease in ϑBP as u gets smaller. It is also clear that
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Figure 5.5: Results Experiment C; ◦ corresponds to coupling-based, and • to näıve.

the value of ϑ? increases, as it can be interpreted as the exponential twist needed to

obtain a Markov fluid process of zero drift.

• Likewise, the coupling time decreases when increasing u which results in smaller decay

rate for ϑC.

As can be concluded from Table 5.1, the choice u = 0.83 gives us the right balance. Figure 5.5

shows that the results associated with this example are very much in line with the previous

two examples.

u r+ ϑC ϑ? ϑBP ϑ?r+ + ϑC Bound

0.70 4.00 -0.2555 0.0379 -0.00647 -0.1039 -0.00647

0.75 4.00 -0.2573 0.0478 -0.00993 -0.0661 -0.00993

0.80 4.00 -0.2593 0.0576 -0.01395 -0.0289 -0.01395

0.83 4.00 -0.2605 0.0645 -0.01660 -0.0045 -0.0045

0.85 4.00 -0.2613 0.0676 -0.01846 0.00906 0.00906

0.90 4.00 -0.2635 0.0774 -0.02342 0.04609 0.04609

0.95 4.00 -0.2657 0.0872 -0.02877 0.08308 0.08308

1.00 4.00 -0.2679 0.0969 -0.03448 0.11965 0.11965

Table 5.1: Bounds for different u values.

Experiment D : In the last experiment we have

max{ϑ?r+ + ϑC, ϑBP} = ϑ?r+ + ϑC > 0.

This may mean that the coupling algorithm can even perform worse than naive simulation.
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Figure 5.6: Results Experiment D; ◦ corresponds to coupling-based, and • to näıve.

We have picked a Markov fluid model with 10 states where

Λ =



−0.5 0.5 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

0.0 −0.5 0.5 0.0 0.0 0.0 0.0 0.0 0.0 0.0

0.0 0.0 −0.5 0.5 0.0 0.0 0.0 0.0 0.0 0.0

0.0 0.0 0.0 −0.5 0.5 0.0 0.0 0.0 0.0 0.0

0.0 0.0 0.0 0.0 −0.5 0.5 0.0 0.0 0.0 0.0

0.0 0.0 0.0 0.0 0.0 −0.5 0.5 0.0 0.0 0.0

0.0 0.0 0.0 0.0 0.0 0.0 −0.5 0.5 0.0 0.0

0.0 0.0 0.0 0.0 0.0 0.0 0.0 −0.5 0.5 0.0

0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 −0.5 0.5

1.5 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 −1.5


; R =



−2.1

−2.0

−1.3

−1.0

−1.0

−1.0

−1.5

−0.5

−0.3

3.0


.

This choice resulted in ϑC = −0.0549, ϑ? = 0.035, ϑBP = −0.2564 and r+ = 3. Hence, the

corresponding upper bound given in 5.1 is

max{ϑ?r+ + ϑC, ϑBP } = {0.0501,−0.2564} = 0.0501.

Intuitively, with this larger number of states, it may take relatively long for the two Markov

to couple.

In this example, as can be seen from Figure 5.6, the coupling algorithm does not provide

any improvement. In many runs there may actually be no coupling before time t; recall that

before the coupling time C, the two algorithms work similarly.

5.6 Conclusion

In this chapter we have proposed a coupling-based simulation technique for efficiently esti-

mating the workload correlation function for Markov fluid models. Next we have derived an

upper bound on the variance of the coupling-based estimator. Lastly, we have illustrated

the variance reduction obtained by coupling algorithm compared to naive simulation with

an intuitively appealing bound. Under various scenarios the coupling algorithm outperforms

naive simulation, but there are cases with no gain, or hardly any. It is noted that we do not
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know how far we are away from asymptotic efficiency, simply because we do not know the

exponential decay rate of r(t) (apart from the two-state case).

The most important observation of this chapter is that the Markov fluid case is intrinsi-

cally harder than the Lévy case, as dealt with in [54]. The major complication is that the

states of the Markov processes (Jt) and (J?t ) do not necessarily coincide at time y = 0, and

the queues only behave ‘in a coupled manner’ after the ‘coupling time’ (that is, the first

epoch s > 0 such that Js = J?s ).

We conclude by listing a number of open issues.

• Further variance reduction may be achieved in a straightforward manner by imple-

menting importance sampling algorithm on top of the coupling-based algorithm. After

the coupling time C, both queues are such that their net drifts are 0, cf. [54].

• Although an upper bound on the decay rate of r(t) can be straightforwardly computed

using exactly the same technique as the one we developed for the decay rate of the

variance, it is not clear how to calculate a corresponding lower bound. Calculating

such a lower bound would enable us to better quantify the variance reduction of the

coupling-based algorithm.

• The coupling technique could possibly be extended to more general input processes

such as Markov-modulated Lévy processes. Note, however, that our bounds crucially

relied on the fact that there was a maximum slope with which the buffer content could

grow.
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Chapter 6

Benford’s Law

The ten digits do not occur with equal frequency must be evident to any one making use

of logarithm tables, and noticing how much faster the first pages wear out than the last ones.

The first significant digit is oftener 1 than any other digit, and the frequency diminishes up

to 9. The law of probability of the occurrence of numbers is such that all mantissae of their

logarithms are equally likely.

Simon Newcomb, 1881.

The final contribution of this thesis is devoted to discussion of Benford’s Law and its relation

with Markov chain theory. A sequence of real numbers (xn) is Benford if the significands,

i.e. the fraction parts in the floating-point representation of (xn), are distributed logarith-

mically. Similarly, a discrete-time irreducible and aperiodic finite-state Markov chain with

probability transition matrix P and limiting matrix P ∗ is Benford if every component of

both sequences of matrices (Pn − P ∗) and (Pn+1 − Pn) is Benford or eventually zero. This

chapter derives a simple sufficient condition guaranteeing that P , or the Markov chain asso-

ciated with it, is Benford. The derivation uses recent tools that established Benford behavior

both for Newtons method and for finite-dimensional linear maps, via the classical theories

of uniform distribution modulo 1 and Perron-Frobenius. This result in turn is used to show

that almost all Markov chains are Benford, in the sense that if the transition probabilities

are chosen independently and continuously, then the resulting Markov chain is Benford with

probability one. Concrete examples illustrate the various cases that arise, and the theory is

complemented with several simulations and potential applications. This chapter is based on

Berger, Hill, Kaynar and Ridder [13].

6.1 Introduction

Benford’s Law (BL) is the widely-known logarithmic probability distribution on significant

digits. The astronomer and the mathematician Simon Newcomb published a two-page arti-

cle in the American Journal of Mathematics inferring that researchers use the part of the
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logarithm tables starting with 1 more often than numbers starting with 2, and numbers with

first 2 more often than 3, and so on, see [62]. After making this observation, he concluded

that

P(D1 = d1) = log10

(
1 +

1

d1

)
, ∀ d1 ∈ {1, 2, . . . 9}, (6.1)

where for each x ∈ R+, the number D1(x) is the first significant digit (base 10) of x, i.e.

the unique integer d ∈ {1, 2, . . . , 9} satisfying 10kd ≤ x < 10k(d + 1) for some, necessarily

unique, k ∈ Z. Thus, for example, D1(30122) = D1(0.030122) = D1(3.0122) = 3, and (6.1)

implies that

P(D1 = 1) = log10 2 ∼= 0.301 , P(D1 = 2) = log10(3/2) ∼= 0.176 , etc.,

This rule gives us Figure 6.1 for the distribution of the first significant digits.

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0 1 2 3 4 5 6 7 8 9 10

Figure 6.1: The distribution of the first significant digits.

However, Newcomb’s observations as well as his article has not been noticed until the

General Electric physicist Frank Benford made exactly the same observation 57 years later.

This time Benford supported this conjecture by providing a large table consisting of 20, 229

observations from wide range of data sets such as areas of rivers, American League baseball

statistics, atomic weights of elements and numbers appearing in Reader’s Digest articles. He

published his paper in the Proceedings of the American Philosophical Society in 1938. After

the attention the articled has grabbed, the logarithm probability law for the first significant

digit came to be known as Benford’s Law.

The Benford’s Law does not just hold for the first significant digit. It is a general

significant-digit law which states the joint distributions of the first n significant digits (base
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10) for any n ∈ N, namely,

P
(
(D1, D2, D3, . . . , Dn) = (d1, d2, d3, . . . , dn)

)
= log10

(
1 +

1∑n
j=1 10n−jdj

)
, (6.2)

where d1 ∈ {1, 2, . . . , 9} and dj ∈ {0, 1, 2, . . . , 9} for j ≥ 2, and D2, D3, etc. represent the sec-

ond, third, etc. significant digits (base 10). Thus, for example, D2(30122) = D2(0.030122) =

D2(3.0122) = 0, and a special case of (6.2) is

P
(
(D1, D2, D3) = (3, 0, 1)

)
= log10

(
1 +

1

301

)
∼= 0.00144 .

Formally, for every n ∈ N, n ≥ 2, the number Dn(x), the n-th significant digit (base 10) of

x ∈ R+, is defined inductively as the unique integer d ∈ {0, 1, 2, . . . , 9} such that

10k
(
d+

∑n−1

j=1
10n−jDj(x)

)
≤ x < 10k

(
d+ 1 +

∑n−1

j=1
10n−jDj(x)

)
for some (unique) k ∈ Z.

It was noted in [60], [61] and in many others that

• As we increase the number of digits, the probability distribution comes closer to the

uniform distribution,

• The significant digits are not independent as one might expect.

It is important to note that some of the tables presented by Frank Benford in 1938 fit

to Benford’s Law rather badly, such as atomic weights and the entries from a mathematical

handbook [92]. As the mathematician Raimi [92] pointed out “what came closest of all,

however, was the union of all his tables”. This observation couldn’t be probabilistically

proven for over 60 years. Researchers focused mostly proving that all numbers in our system

satisfy this law. The common starting point was to find the natural density of the set

{D1 = 1} among the integers. As discussed in [61],

lim
n→∞

1

n
{D1 = 1} ∩ {1, 2, . . . , n}

oscillates between 1/9 and 5/9, hence does not exist. Although, some additional condi-

tions have been added to obtain the true density for {D1 = 1}, none of them satisfied the

“countable additivity” axiom required by the modern probability theory. Then the same

summability idea has been extended to intervals in real numbers, finding the density of

{D1 = 1} =

∞⋃
n=−∞

[1, 2) · 10n

among R. The assumption for forming these intervals was that the underlying probability

distribution should be scale-invariant. This means that this universal law should be inde-

pendent from the units used. However, as Knuth showed in [73], there is no scale-invariant
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Borel probability measure on the positive reals. An extensive literature on evolution of these

ideas can be found in Raimi [92].

The formal probability framework for BL is described in [60, 61]. The sample space is R+,

and the σ-algebra of events is generated by the (decimal) significand (or mantissa) function

S : R+ → [1, 10), where S(x) is the unique number such that x = 10kS(x) for some k ∈ Z.

Equivalently, the significand events are the sets in the σ-algebra generated by the significant

digit functions D1, D2, D3, etc. The probability measure on this sample space associated

with BL is

P (S ≤ t) = log10 t , ∀t ∈ [1, 10) .

It is easy to see that the significant digit functions D1 and D2, D3, and so on are well-defined

random variables on this probability space with probability distributions as given in (6.1)

and (6.2).

Note. Throughout this chapter, all results are restricted to decimal (base 10) significant

digits, and accordingly log always denotes the base 10 logarithm. For notational convenience,

Dn(0) := 0 for all n ∈ N. The results carry over easily to arbitrary bases b ∈ N∗ \ {1}, as

is evident from [9], where the essential difference is replacing log10 by logb, and the decimal

significant digits by the base b significant digits. As indicated above b 6= 0.

Benford’s Law is now known to hold in great generality. It holds for classical integer

sequences such as (2n), (n!) and the Fibonacci numbers (Fn), iterations of linearly-dominated

or power-like maps, solutions of ordinary differential equations, products of independent

random variables, random mixtures of data, and random maps (e.g., see [11, 12, 14, 36, 61]).

Table 6.1 compares the empirical frequencies of D1 for the first 1000 terms of the sequences

(2n), (n!) and (Fn). This illustrates what it means to follow BL and also foreshadows the

discussion in Section 6.5.

The main contribution of this chapter is to establish BL in finite-dimensional, time-

homogeneous Markov chains, and to suggest several applications including error analysis in

numerical simulations of n-step transition matrices. Concretely, given the transition matrix

P of a finite-state Markov chain (i.e., P is a row-stochastic matrix), a common problem is to

estimate the limit P ∗ = limn→∞ Pn. The two main theoretical results below, Theorems 6.1

and 6.2, respectively, show that under a natural condition (“nonresonance”) every component

of the sequence of matrices (Pn −P ∗) and (Pn+1 −Pn) obeys BL, and that this behavior is

typical, i.e., it occurs for almost all Markov chains. Simulations are provided for illustration,

followed by several potential applications including the estimation of roundoff errors incurred

when estimating P ∗ from Pn, and possible (partial, negative) statistical tests to decide

whether data comes from a finite-state Markov process.

6.2 Benford Markov chains and main tools

The set of natural, integer, rational, positive real, real and complex numbers are symbolized

by N,Z,Q,R+,R and C, respectively. The real part, imaginary part, complex conjugate
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D1 (2n) (n!) (Fn) Benford

1 0.301 0.293 0.301 0.30103

2 0.176 0.176 0.177 0.17609

3 0.125 0.124 0.125 0.12494

4 0.097 0.102 0.096 0.09691

5 0.079 0.069 0.080 0.07918

6 0.069 0.087 0.067 0.06695

7 0.056 0.051 0.056 0.05799

8 0.052 0.051 0.053 0.05115

9 0.045 0.047 0.045 0.04576

Table 6.1: Empirical frequencies of D1 for the first 1000 terms of the sequences (2n), (n!) and the

Fibonacci numbers (Fn).

and absolute value (modulus) of a number z ∈ C is denoted by Rez, Imz, z̄ and |z|, re-

spectively. For z 6= 0, the argument arg z is the unique number in (−π, π] that satisfies

z = |z|eı arg z. Note that ı refers to the imaginary unit. For ease of notation, arg 0 := 0 and

log 0 := 0. The cardinality of the finite set A is #A. Throughout this article, the sequence(
a(1), a(2), a(3), . . .

)
is denoted by

(
a(n)

)
. Thus, for example, (αn) = (α1, α2, α3, . . .) and(

Pn+1 − Pn
)

=
(
P 2 − P 1, P 3 − P 2, P 4 − P 3, . . .

)
. Boldface symbols indicate random(ized)

quantities, e.g.X denotes a random variable or vector and P a random transition probability

matrix.

Definition 6.1. A sequence (xn) of real numbers is Benford (“ follows BL”) if

limn→∞
#{j ≤ n : S(|xj |) ≤ t}

n
= log t , ∀t ∈ [1, 10) .

The central theme of this chapter is the Benford behavior of finite-state Markov chains. The

theory uses three main tools: the classical theory of uniform distribution modulo 1, see e.g.

[79]; recent results for BL in one- and multi-dimensional dynamical systems ([11, 9]); and

the classical Perron–Frobenius theory for Markov chains, see e.g. [20, 107]. The relationship

between uniform distribution and BL is clarified by

Proposition 6.1 ([36]). A sequence (xn) of real numbers is Benford if and only if (log |xn|)
is uniformly distributed modulo 1.

An immediate consequence of Proposition 6.1 is the following useful fact.

Proposition 6.2 ([11, 9]). It holds that:

1. Let a, b, α, β be real numbers with a 6= 0 and |α| > |β|. Then (aαn + bβn) is Benford if

and only if log |α| is irrational.

2. If (xn) is Benford then, for all α ∈ R and k ∈ Z with αk 6= 0, the sequence (αxkn) is

also Benford.
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Propositions 6.1 and 6.2 are fundamental tools for analyzing BL in the setting of multi-

dimensional dynamical systems. While the results in [9] do not apply directly to the Markov

chain setting, the first part of the theory established below nevertheless relies heavily on

those ideas, thereby adapting them to the case of row-stochastic matrices.

Example 6.1.

(i) The sequences (2n), (0.2n), (3n), (0.3n),
(
0.01 · 0.2n + 0.2 · 0.01n

)
are Benford, whereas

(10n), (0.1n),
(√

10
n
)

,
(
0.1 · 0.02n + 0.02 · 0.1n

)
are not.

(ii) The sequence
(
0.2n + (−0.2)n

)
is not Benford, since all odd terms are zero, but

(
0.2n +

(−0.2)n+0.03n
)

is Benford — although this does not follow directly from Proposition 6.2(i).

For every integer d > 1, denote the set of all row-stochastic matrices of size d× d by Pd,
and let P ∈ Pd be the transition probability matrix of a Markov chain. All Markov chains

(or their associated matrices P ) considered hereafter are assumed to be finite-state (with

d > 1 states), irreducible and aperiodic. Let λ1, . . . , λs, s ≤ d, be the distinct (possibly

non-real) eigenvalues of P , with corresponding spectrum σ(P ) = {λ1, . . . , λs}, i.e., σ(P ) is

the set of all distinct eigenvalues. Accordingly, the set σ(P )+ = {λ ∈ σ(P ) : Imλ ≥ 0}
forms the “upper half” of the spectrum. The usage of σ(P )+ refers to the fact that non-real

eigenvalues of real matrices always occur in conjugate pairs, so the set σ(P )+ only includes

one of the conjugates. Without loss of generality, throughout this work the eigenvalues in

σ(P ) are labeled such that

|λ1| ≥ |λ2| ≥ . . . ≥ |λs| .

Furthermore, the column vectors u1, . . . , us and v1, . . . , vs denote associated sequences of

left and right eigenvectors, respectively. The third main tool in this chapter is the classical

Perron–Frobenius theory of Markov chains. For ease of reference, the following proposition

summarizes some of the special properties of transition probability matrices, see e.g. [106]

for details.

Proposition 6.3. Suppose P ∈ Pd is irreducible and aperiodic. Then λ1 = 1 > |λ`| for all

` = 2, . . . , s, and there exists a P ∗ ∈ Pd such that

1. limn→∞ Pn = P ∗;

2. for every n ∈ N,

Pn − P ∗ = λn2C2 + . . .+ λnsCs , (6.3)

where each C` is a d × d-matrix whose components C
(i,j)
` are polynomials in n with

complex coefficients and degrees k
(i,j)
` < d.

The second dominant eigenvalue λ2 plays an important role whenever C
(i,j)
2 6= 0. The analysis

is especially straightforward if all eigenvalues are simple, i.e., if #σ(P ) = d. In this case, for

every n ∈ N,

Pn − P ∗ =
∑d

`=2
λn`B` and Pn+1 − Pn =

∑d

`=2
λn` (λ` − 1)B` (6.4)

holds with the d − 1 matrices B` = v`u
>
` /v

>
` u` ∈ Cd×d. Next is the key definition in this

chapter.
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Definition 6.2. A Markov chain, or its associated transition probability matrix P , is Benford

if each component of (Pn − P ∗) and
(
Pn+1 − Pn

)
is either Benford or eventually zero.

Remark 6.1. The proof of Theorem 6.1 below will make it clear that requiring only the

components of (Pn−P ∗) to be either Benford or eventually zero would result in an equivalent

definition. The more symmetric wording in Definition 6.2 merely reflects the fact that (Pn−
P ∗), although of obvious theoretical importance, may not always be available in practice,

whereas (Pn+1 − Pn) is.

The following examples illustrate the notions of Benford and non-Benford Markov chains. As

will be observed later, the moduli of the eigenvalues as well as a specific rational relationship

between them play a crucial role, similar to the results in [9].

Example 6.2 (Examples of Benford Markov chains).

(i) Let d = 2 and

P =

[
0.7 0.3

0.4 0.6

]
.

By [44, p. 432],

Pn − P ∗ = 0.3n

[
3
7 − 3

7

− 4
7

4
7

]
and Pn+1 − Pn = −0.3n

[
0.3 −0.3

−0.4 0.4

]
.

In both sequences every component is a Benford sequence depending on the sequence xn =

0.3n. By Proposition 6.2, both sequences, (Pn − P ∗) and
(
Pn+1 − Pn

)
are Benford, since

log 0.3 is irrational. The two-dimensional case will be discussed in more generality in Exam-

ples 6.6 and 6.9.

(ii) Let d = 3 and

P =

 0.9 0.0 0.1

0.6 0.3 0.1

0.1 0.0 0.9

 .
The eigenvalues of P are λ1 = 1, λ2 = 0.8 and λ3 = 0.3, and

P ∗ =

 0.5 0 0.5

0.5 0 0.5

0.5 0 0.5

 .
The three eigenvalues are distinct, which leads to

Pn − P ∗ = 0.8n

 0.5 0 −0.5

0.5 0 −0.5

−0.5 0 0.5

+ 0.3n

 0 0 0

−1 1 0

0 0 0

 ,
as well as

Pn+1 − Pn = 0.8n

 −0.1 0 0.1

−0.1 0 0.1

0.1 0 −0.1

+ 0.3n

 0 0 0

0.7 −0.7 0

0 0 0

 .
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As can be seen directly, in both cases the components (1, 2) and (3, 2) are zero for all n,

whereas by Proposition 6.2(1.) all other components follow BL. Hence, the Markov chain

defined by the transition probability matrix P is Benford.

Example 6.3 (Examples of non-Benford Markov chain).

(i) Let d = 2 and

P =

[
0.2 0.8

0.1 0.9

]
,

so

Pn − P ∗ = 0.1n

[
8
9 − 8

9

− 1
9

1
9

]
and Pn+1 − Pn = (−1)0.1n

[
0.8 −0.8

−0.1 0.1

]
.

Since log 0.1 is rational, Proposition 6.2 implies that (Pn − P ∗) and
(
Pn+1 − Pn

)
are not

Benford. For instance,

D1

(
Pn+1 − Pn

)(1,1)
= 8,

for all n. (ii) Let d = 3 and

P =

 0.0 0.1 0.9

0.1 0.3 0.6

0.1 0.1 0.8

 .
The eigenvalues of P are λ1 = 1, λ2 = 0.2 and λ3 = −0.1. The three eigenvalues are distinct,

and

Pn − P ∗ =
0.2n

8

 0 −1 1

0 7 −7

0 −1 1

+
(−0.1)n

11

 10 0 −10

−1 0 1

−1 0 1

 ,
as well as

Pn+1 − Pn = 0.2n

 0 0.1 −0.1

0 −0.7 0.7

0 0.1 −0.1

+ (−0.1)n

 −1 0 1

0.1 0 −0.1

0.1 0 −0.1

 .
The first column of B2 is zero, hence for that column the relevant eigenvalue is λ3 = −0.1.

Since log 0.1 is rational, no component in the first column of either sequence (Pn − P ∗) and(
Pn+1 − Pn

)
follows BL, i.e., P is not Benford.

6.3 Sufficient condition that a Markov chain is Benford

To analyze the behavior of the sequences (Pn − P ∗) and
(
Pn+1 − Pn

)
associated with a

Markov chain, a nonresonance condition on P will be helpful. Recall that real numbers

x1, . . . , xk are rationally independent (or Q-independent) if
∑k
j=1 qjxj = 0 with q1, . . . , qk ∈ Q

implies that qj = 0 for all j = 1, . . . , k; otherwise x1, . . . , xk are rationally dependent.

Definition 6.3. A stochastic matrix P is nonresonant if every nonempty subset Λ = {λi1 , . . . , λik}
of σ(P )+ \{λ1} with |λi1 | = . . . = |λik | = L satisfies #(Λ∩R) ≤ 1, and the numbers 1, logL

and the elements of 1
2π arg Λ are rationally independent, where

1
2π arg Λ :=

{
1

2π arg λi1 , . . . ,
1

2π arg λik
}
\
{

0, 1
2

}
.
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A Markov chain is nonresonant whenever its transition probability matrix is. A stochastic

matrix or Markov chain is resonant if it is not nonresonant.

Notice that for P to be nonresonant, it is required specifically that the logarithm of the mod-

ulus of every eigenvalue other than λ1 = 1 is irrational. In particular, none of the eigenvalues

can be equal to zero, thus every nonresonant P is invertible. Theorem 6.1 below establishes

that nonresonance is sufficient for P to be Benford. There is a close correspondence between

Definition 6.3 of a nonresonant matrix and the notion of a matrix not having 10-resonant

spectrum, as introduced in [9]. The main difference is that the eigenvalue λ1 = 1 is excluded

in Definition 6.3, whereas every stochastic matrix has 10-resonant spectrum. Also, it is worth

pointing out that prior to [9] solutions of certain linear recurrence relations have been studied

for their conformance with BL, e.g. second-order relations with a pair of non-real eigenvalues

in [103], and relations with integer coefficients and various restrictions on the eigenvalues

in [86]. (See also [69] and the references therein.) Note that none of these results apply to

stochastic matrices, i.e. in the setting of Definition 6.3.

Example 6.4 (Examples of resonant matrices).

(i) Two real eigenvalues of opposite sign:

Let

P =

 0.6 0.4 0.0

0.8 0.0 0.2

0.0 0.6 0.4

 .
The eigenvalues of P are λ1 = 1 and λ2,3 = ±

√
0.2. Notice that log |λ2| = log |λ3| = − 1

2 log 5

is irrational. With Λ = {
√

0.2,−
√

0.2} clearly #(Λ ∩ R) = 2, hence P is resonant. From

(Pn − P ∗)(1,1) = 0.2λn2 + 0.2λn3 =

0.4
(√

0.2
)n

if n is even,

0 if n is odd,

it is clear that P is not Benford either.

(ii) Eigenvalues with rational logarithms:

Let

P =

 0.0 0.1 0.9

0.5 0.1 0.4

0.3 0.3 0.4

 .
The eigenvalues are λ1 = 1 and λ2,3 = −0.25± 0.05ı

√
15. Since log |λ2,3| = −0.5 is rational,

the matrix P is resonant.

(iii) Eigenvalues with rational argument :

Let

P =

 0.3 0.3 0.4

0.3 0.5 0.2

0.1 0.7 0.2

 .
The eigenvalues are λ1 = 1 and λ2,3 = ±0.2ı. Note that log |0.2ı| = −1 + log 2 is irrational,

but 1
2π arg(0.2ı) = 1

4 is rational. Thus P is resonant.
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(iv) Eigenvalues leading to rational dependencies within {1, logL} ∪ 1
2π arg Λ:

Let

P =



0.2 0.1 0.0 0.0 0.1 0.0 0.6

0.1 0.1 0.1 0.1 0.2 0.0 0.4

0.1 0.1 0.1 0.1 0.1 0.2 0.3

0.0 0.2 0.3 0.0 0.2 0.0 0.3

0.1 0.2 0.1 0.1 0.0 0.1 0.4

0.2 0.0 0.2 0.1 0.1 0.0 0.4

0.1 0.2 0.2 0.0 0.0 0.0 0.5


.

The characteristic polynomial ψP of P factors as

ψP (λ) = (λ− 1)
(
λ2 + 0.1λ− 0.01

) (
λ2 − 0.01(2− ı)

) (
λ2 − 0.01(2 + ı)

)
,

which implies that

σ(P )+ \ {λ1} = 1
20

{
−(
√

5 + 1),
√

5− 1, −2
√

2− ı, 2
√

2 + ı
}
.

Clearly, the logarithms of the absolute values of the two real eigenvalues are irrational. The

four non-real eigenvalues all have the same modulus L = 1
1051/4 (different from the two real

eigenvalues), and logL = −1 + 1
4 log 5 is irrational. Let

Λ =
1

10

{
−
√

2− ı,
√

2 + ı
}
.

Notice that arg(2∓ ı) = ∓ arctan 1
2 , so

1
2π arg Λ =

{
1
2 −

1
4π arctan 1

2 ,
1

4π arctan 1
2

}
=: {x3, x4} .

Since

−1 · 1 + 0 · logL+ 2 · x3 + 2 · x4 = 0 ,

the elements of {1, logL} ∪ 1
2πΛ are Q-dependent, and hence P is resonant.

Example 6.5 (Examples of nonresonant matrices).

(i) The transition matrices in Example 6.2 are nonresonant.

(ii) Let d = 5 and

P =


0.0 0.25 0.25 0.25 0.25

0.25 0.0 0.25 0.25 0.25

0.25 0.25 0.0 0.25 0.25

0.25 0.25 0.25 0.0 0.25

0.25 0.25 0.25 0.25 0.0

 .
The corresponding eigenvalues are λ1 = 1, λ2 = λ3 = λ4 = λ5 = −0.25, so Λ0 = {−0.25},
with L0 = 0.25, and 1

2π arg Λ0 = ∅. Since log 0.25 is irrational, the matrix is nonresonant.

The first main theoretical result of this chapter is

Theorem 6.1. Every nonresonant irreducible and aperiodic finite-state Markov chain is

Benford.
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The proof of Theorem 6.1 makes use of the following

Lemma 6.1. Let m ∈ N and assume that 1, ρ0, ρ1, . . . , ρm are Q-independent, (zn) is a

convergent sequence in C, and at least one of the 2m numbers c1, . . . , c2m ∈ C is non-zero.

Then, for every α ∈ R, the sequence(
nρ0 + α log n+ log |ξn|

)
(6.5)

is u.d. mod 1, where

ξn := c1e
2πınρ1 + c2e

−2πınρ1 + . . .+ c2d−1e
2πınρm + c2me

−2πınρm + zn.

Proof. Follows directly as in the proof of [9, Lemma 2.9] which considers log |Reξn| in (6.5).

Proof of Theorem 6.1. By Proposition 6.3(i), limn→∞ Pn = P ∗ exists for the Markov chain

defined by P . Fix (i, j) ∈ {1, . . . , d}2. As the analysis of (Pn+1 − Pn)(i,j) is completely

analogous, only (Pn−P ∗)(i,j) will be considered here. For notational convenience, for every

n ∈ N denote the component (i, j) of Pn − P ∗ by pn. If pn as given by (6.3) is not equal to

zero for all but finitely many n, let σ ∈ {1, . . . , s} be the minimal index such that C
(i,j)
σ 6= 0.

As in [9, p.224], to analyze (6.3), distinguish two cases.

Case 1: |λσ| > |λσ+1|.
In this case λσ is a dominant eigenvalue, and it is real since otherwise its conjugate would

be an eigenvalue with the same modulus. Equation (6.3) can be written as

pn =
∑d

`=σ
λn`C

(i,j)
` = |λσ|n nk

(i,j)
σ

∑d

`=σ

(
λ`
|λσ|

)n
C

(i,j)
`

nk
(i,j)
σ

= |λσ|n nk
(i,j)
σ

(
c(i,j)σ

(
λσ
|λσ|

)n
+ ζi,j(n)

)
,

where, since k
(i,j)
σ is the degree of C

(i,j)
σ ,

c(i,j)σ := limn→∞ n−k
(i,j)
σ C(i,j)

σ 6= 0 ,

and ζi,j(n)→ 0 as n→∞ because λσ is a dominant eigenvalue. Therefore,

log |pn| = n log |λσ|+ k(i,j)
σ log n+ log |c(i,j)σ |+ ηn ,

with ηn = log
∣∣∣1 + ζi,j(n)e−ın arg λσ/c

(i,j)
σ

∣∣∣. Since ηn → 0 and log |λσ| is irrational, the se-

quence (pn) is Benford by Proposition 6.1 and the fact that (xn + α log n+ β) is u.d. mod 1

whenever (xn) is (e.g. [9, Lem. 2.8]).

Case 2: |λσ| = |λσ+1| = . . . = |λτ | =: |λ| for some τ > σ.

Here several different eigenvalues of the same magnitude occur, such as e.g. conjugate pairs of

non-real eigenvalues. Let k(i,j) be the maximal degree of the polynomials C
(i,j)
` , ` = σ, . . . , τ .

As in Case 1, express (6.3) as

pn = |λ|nnk
(i,j)

(
c(i,j)σ

(
λσ
|λ|

)n
+ . . .+ c(i,j)τ

(
λτ
|λ|

)n
+ ζi,j(n)

)
,
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where c
(i,j)
` := limn→∞ n−k

(i,j)

C
(i,j)
` ∈ C for ` = σ, . . . , τ , with c

(i,j)
` 6= 0 for at least one `,

and ζi,j(n)→ 0 as n→∞. Consequently,

log |pn| = n log |λ|+ k(i,j) log n+ log

∣∣∣∣c(i,j)σ

(
λσ
|λ|

)n
+ . . .+ c(i,j)τ

(
λτ
|λ|

)n
+ ζi,j(n)

∣∣∣∣ .
Write λ` as λ` = |λ|eı arg λ` for ` = σ, . . . , τ , and hence

log |pn| = n log |λ|+ k(i,j) log n+ log
∣∣∣c(i,j)σ eın arg λσ + . . .+ c(i,j)τ eın arg λτ + ζi,j(n)

∣∣∣ .
Since P is nonresonant, Lemma 6.1 applies withm = τ−σ+1 and ρ0 = log |λ|, ρ1 = 1

2π arg λσ,

. . . , ρm = 1
2π arg λτ . Thus (pn) is Benford.

Example 6.6 (The general two-dimensional case).

Let

P =

[
1− x x

y 1− y

]
with x, y ∈ (0, 1). By Feller [44, p. 432],

Pn =
1

x+ y

[
y x

y x

]
+

(1− x− y)n

x+ y

[
x −x
−y y

]
, (6.6)

from which it is clear that

λ1 = 1 and λ2 = 1− x− y,

and

P ∗ =
1

x+ y

[
y x

y x

]
.

It follows from (6.6) that each component of (Pn − P ∗) and (Pn+1 − Pn) is a multiple of

(λn2 ). By Theorem 6.1, the Markov chain with transition probability matrix P is Benford

whenever log |1 − x − y| is irrational. On the other hand, by Proposition 6.2(i) P is not

Benford if log |1− x− y| ∈ Q. Thus for d = 2, nonresonance is (not only sufficient but also)

necessary for P to be Benford. For d ≥ 3, this is no longer true, as the example 6.8 shows.

Example 6.7 (The general three-dimensional case).

Let d = 3 and

P =

x1 x2 1− x1 − x2

y1 y2 1− y1 − y2

z1 z2 1− z1 − z2

 ,
where x1, x2, y1, y2, z1, z2 ∈ (0, 1). Solving the characteristic equation yields the following

closed forms for eigenvalues λ2 and λ3;

λ2 = a+
√
a2 − b; λ3 = a−

√
a2 − b,

with

a =
1

2
(x1 + y2 − z1 − z2)

b = x1y2 − x1z2 + y1z2 − x2y1 + x2z1 − y2z1

c = 1− y2 + z1 − y2z1 + x2(−y1 + z1) + x1(−1 + y2 − z2) + z2 + y1z2.
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P ∗ =
1

c

 z1 − y2z1 + y1z2 x2z1 + z2 − x1z2 −1 + x1 + x2y1 + y2 − x1y2

z1 − y2z1 + y1z2 x2z1 + z2 − x1z2 −1 + x1 + x2y1 + y2 − x1y2

z1 − y2z1 + y1z2 x2z1 + z2 − x1z2 −1 + x1 + x2y1 + y2 − x1y2


If a2 − b 6= 0, then

Pn − P ∗ = λn2B2 + λn3B3

where B` for ` = 2, 3 are as in (6.4). There are three cases to consider.

(i) a2 − b > 0.

Then λ2, λ3 ∈ R, hence, the dominant eigenvalue must be identified. If a > 0, then

λ2 > λ3 and λ2 will be the dominating eigenvalue. For all (i, j) ∈ {1, 2, 3} × {1, 2, 3},
if B

(i,j)
2 6= 0, then the Markov chain defined by P is Benford if log |a +

√
a2 − b| is

irrational. In case there also exist indices (i, j) where B
(i,j)
2 = 0, then for those indices,

λ3 becomes the dominating eigenvalue and P is Benford if log |a−
√
a2 − b| is irrational.

(ii) a2 − b < 0.

Then λ2, λ3 ∈ C \ R and |λ2| = |λ3|, and the irrationality of more values must be

examined. First of all, in order for P to be Benford, log
√

(2a2 − b) must be irrational

as well as 1
2π arctan

(√
(a2−b)
a

)
and the ratio of the two.

(iii)
√
a2 − b = 0.

Then λ2 = λ3 ∈ R, and the Markov chain defined by P is Benford if log |x1+y2−z1−z2|
is irrational.

Example 6.8 (A resonant Markov chain that is Benford).

Let

P =

 0.4 0.5 0.1

0.4 0.3 0.3

0.6 0.1 0.3

 .
The eigenvalues are λ1 = 1 and λ2,3 = ±0.2ı. With Λ = {0.2ı} therefore 1

2π arg Λ = { 1
4} ⊂ Q,

hence P is resonant. However, spectral decomposition shows that B3 = B2, i.e., B2, B3 are

conjugates, and each component of B2 has non-zero real and imaginary part. Thus for every

(i, j) ∈ {1, 2, 3}2,

∣∣(Pn − P ∗)(i,j)
∣∣ =

∣∣2Re(0.2ı)nB
(i,j)
2

∣∣ =

 2 · 0.2n
∣∣ReB

(i,j)
2

∣∣ if n is even,

2 · 0.2n
∣∣ImB(i,j)

2

∣∣ if n is odd,

and (Pn − P ∗)(i,j) is Benford.

Remarks on general Markov chains:

(i) Theorem 6.1 cannot be applied to Markov chains that fail to be irreducible. However,

the states of every finite-state Markov chain can be decomposed into classes of recurrent and
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transient states. Hence, the transition probability matrix P can be block-partitioned as

P =


P1 0 · · · 0 0

0 P2 0 0 0
...

. . .
...

0 0 Pr 0

B(1) B(2) · · · B(r) A

 ,

where P1, P2, . . . , Pr are the transition probability matrices of the r disjoint recurrent classes,

and B(1), B(2), . . . , B(r) denote the transition probability matrices from the collection of

transient states into each recurrent class. As n→∞,

Pn =



Pn1 0 · · · 0 0

0 Pn2 0 0 0
...

. . .
...

0 0 Pnr 0

L
(1)
n L

(2)
n · · · L

(r)
n An

→


P ∗1 0 · · · 0 0

0 P ∗2 0 0 0
...

. . .
...

0 0 P ∗r 0

SB(1)P ∗1 SB(2)P ∗2 · · · SB(r)P ∗r 0

 ,

where L
(j)
n =

∑n−1
`=0 A

`B(j)Pn−`−1
j for j = 1, 2, . . . , r, and S =

∑∞
k=0A

k. Theorem 6.1 can

be applied separately to the matrices Pj associated with the recurrent classes. Consequently,

if P1, P2, . . . , Pr are Benford, then the corresponding components of P are also Benford.

Additionally, if A is nonresonant, then that part follows BL as well. The only remaining

parts are formed by the sequences
(
L

(j)
n

)
and depend on the (nonautonomous) summation

of the powers of A. Their Benford properties are beyond the scope of this chapter, see e.g.

[14].

(ii) For an irreducible Markov chain that is not aperiodic, but rather periodic with period

p > 1, Definition 6.2 still makes sense, provided that P ∗ is understood as the unique row-

stochastic matrix with P ∗P = P ∗. However, such a chain cannot be Benford since for every

(i, j) ∈ {1, . . . , d}2 one can choose k ∈ {0, . . . , p− 1} such that

|(Pn − P ∗)(i,j)| = (P ∗)(i,j) > 0 , ∀n ∈ N\(k + pN) .

Similarly, each component of (Pn+1−Pn) equals zero at least (p−2)/p of the time and thus

cannot be Benford either whenever p ≥ 3. The distribution of significands of (Pn+1−Pn)(i,j)

observed in this situation is a convex combination of BL and a pure point mass, see [14, Cor.

6]. Only in the case p = 2 is it possible for each component of (Pn+1 − Pn) to be either

Benford or eventually zero.

(iii) Although this chapter deals with finite-state Markov chains only, it is worth noting

that chains with infinitely many states may also obey BL in one way or the other. For a

very simple example, let 0 < ρ < 1 and consider the homogeneous random walk on Z with

P (i,j) =


ρ2 if j = i− 1 ,

2ρ(1− ρ) if j = i ,

(1− ρ)2 if j = i+ 1 ,

0 otherwise .
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Clearly, this Markov chain is irreducible and aperiodic. It is (null-)recurrent if ρ = 1
2 , and

transient otherwise. For all (i, j) ∈ Z2 and n ∈ N,

(Pn)(i,j) =

(
2n

n+ i− j

)
ρn+i−j(1− ρ)n−i+j ,

and an application of Stirling’s formula shows that (Pn)(i,j) is Benford if and only if log
(
4ρ(1−

ρ)
)

is irrational. For all but countably many ρ, therefore, (Pn)(i,j) is Benford for every (i, j).

Note that one of the excluded values is ρ = 1
2 , i.e. the recurrent case. For recurrent chains

virtually every imaginable behavior of significant digits or significands can be manufactured

by means of advanced ergodic theory tools, see [10] and the references therein.

6.4 Almost all finite-state Markov chains are Benford

The second main theoretical objective of this chapter is to show that Benford behavior is

typical in finite-state Markov chains. Indeed, if the transition probabilities of the chain are

chosen at random and in an absolutely continuous manner, then the chain almost always, i.e.

with probability one, obeys BL. To formulate this more precisely, the following terminology

will be used.

Definition 6.4. A random (d-state) Markov chain is a random d× d-matrix P , defined on

some probability space (Ω,F ,P) and taking values in Pd. A random Markov chain P : Ω→
Pd is absolutely continuous if its distribution on Pd is absolutely continuous w.r.t. LebPd ,

the normalised d(d − 1)-dimensional volume on Pd ⊂ Rd×d, that is, if P(P ∈ A) = 0 holds

for A ⊂ Pd whenever LebPd(A) = 0.

In the above definition the abbreviation Leb denotes the Lebesgue measure. With this

terminology, it is the purpose of the present section to illustrate and prove

Theorem 6.2. Every absolutely continuous random Markov chain is Benford with probability

one.

Before giving a full proof for Theorem 6.2, the special case of a random two-state chain will

be examined to show how the absolute continuity of P allows the application of Theorem 6.1.

The case d = 2 is especially transparent since the eigenvalues are explicitly given by simple

expressions, unlike for the general case where the eigenvalues are only known implicitly, and

the Implicit Function Theorem has to be resorted to.

Example 6.9.

Consider the random two-state Markov chain

P =

[
1−X X

Y 1− Y

]
,

and assume that the joint distribution of (X,Y ) on [0, 1]2 is absolutely continuous. (Equiv-

alently, P is absolutely continuous on P2.) Each of the four entries of P is strictly positive
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with probability one, so the chain is irreducible and aperiodic with probability one. Since P

is random, the second-largest eigenvalue is the random variable Z = 1−X−Y , by Example

6.6. Since P is absolutely continuous, Z is absolutely continuous as well, and hence the

probability that Z is in any given countable set is zero. But this implies that the proba-

bility of log |Z| being rational is zero, which in turn shows that with probability one, P is

nonresonant, and hence Benford, by Theorem 6.1.

Similarly to the analysis of Newton’s method in [12], a key property in the present Markov

chain setting is the real-analyticity of certain functions, notably the eigenvalue functions.

Recall that a function f : U → C is real-analytic whenever it can, in the neighborhood of

every point in its domain U (a connected open subset of R` for some ` ≥ 1), be written as

a convergent power series. Clearly, every real-analytic function is C∞, i.e. has derivatives

of all orders. An important property of real-analytic functions not shared by arbitrary C-

valued C∞-functions defined on U is that the zero-locus of f is a nullset unless f vanishes

identically on U . Although this is probably a well-known fact, no specific reference is known

to the authors. Since the fact is crucial for the proof of Theorem 6.2 below, a proof is included

for the reader’s convenience. With LebR` denoting the `-dimensional volume on R`, it reads

as follows:

Lemma 6.2. Let f : U → C be real-analytic and Nf := {x ∈ U : f(x) = 0}. Then either

LebR`(Nf ) = 0 or Nf = U .

Proof. Assume Nf 6= U . If ` = 1 then Nf is at most countable [102, Thm.10.18] and hence

LebR1(Nf ) = 0. For ` ≥ 2, proceed by induction: Given any set A ⊂ R` and a ∈ R, define

Aa := {(x2, . . . , x`) : (a, x2, . . . , x`) ∈ A} ⊂ R`−1. By Fubini’s Theorem,

LebR`(Nf ) =

∫
Nf

dx1dx2 . . . dx` =

∫
R

(∫
(Nf )x1

dx2 . . . dx`

)
dx1 =

∫
R

LebR`−1

(
(Nf )x1

)
dx1 .

Notice that (Nf )x1
= Nf̃ , where f̃ : Ux1

→ C is the real-analytic function with f̃(x2, . . . , x`) =

f(x1, x2, . . . , x`). If LebR`−1(Nf̃ ) > 0 then, by the induction assumption, f̃ must vanish iden-

tically on some connected component V of Ux1
. (Note that Ux1

may not be connected.) Fix

any (x2, . . . , x`) ∈ V . Since Nf 6= U , it can be assumed that a 7→ f(a, x2, . . . , x`) does not

vanish identically. From this, it follows that LebR`−1

(
(Nf )x1

)
> 0 for at most countably

many x1, and hence LebR`(Nf ) = 0,

Remark 6.2. As the proof of Lemma 6.2 shows, LebR` can be replaced by any product of `

atomless measures on R (and LebR` then simply corresponds to the special case of each factor

being LebR1).

The proof of Theorem 6.2 will be based on several preliminary facts. First, given a =

(a1, . . . , ad) ∈ Cd, let pa : C→ C denote the polynomial

pa(z) = zd + a1z
d−1 + . . .+ ad−1z + ad .

By the Fundamental Theorem of Algebra, pa has exactly d zeroes (counted with multiplic-

ities). If pa has a multiple zero then a universal polynomial relation must necessarily be
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satisfied by a. For instance, if d = 2 and pa has a double zero, then Q2(a) = 0, where

Q2(a) = −a2
1 + 4a2. The generalization to arbitrary d is classical, see e.g. [26, Lemma 3.3.4];

for a proper formulation recall that the degree of a polynomial
∑
j cjx

n1,j

1 x
n2,j

2 . . . x
nd,j
d in d

variables is defined as max {n1,j + . . .+ nd,j : cj 6= 0}.

Proposition 6.4. For every integer d > 1, there exists a non-trivial polynomial Qd in d

variables, with integer coefficients and of degree 2d − 2, with the following property: When-

ever pa has a multiple zero, i.e. pa(z0) = p′a(z0) = 0 for some z0 ∈ C, then Qd(a) :=

Qd(a1, . . . , ad) = 0.

This fact will now be used to show that if a stochastic matrix P0 is invertible and has

distinct non-zero eigenvalues, then all stochastic matrices P sufficiently close to P0 also are

invertible and have distinct non-zero eigenvalues. In fact, these eigenvalues are real-analytic

functions of P . To formulate this efficiently, for every P0 ∈ Pd and ε > 0 denote by Bε(P0)

the open ball with radius ε centered at P0, i.e. Bε(P0) =
{
P ∈ Pd : |P (i,j) − P

(i,j)
0 | <

ε for all 1 ≤ i, j ≤ d
}

. Note that with this topology, Pd is compact.

Lemma 6.3. Suppose P0 ∈ Pd is invertible and has d distinct non-zero eigenvalues. Then

there exists ε > 0 and d − 1 non-constant real-analytic functions λ2, . . . , λd : Bε(P0) → C
such that, for every P ∈ Bε(P0),

(i) 1, λ2(P ), . . . , λd(P ) are the eigenvalues of P , and λ2(P ) · . . . · λd(P ) 6= 0;

(ii) λi(P ) 6= λj(P ) whenever i 6= j, unless λi = λj on Bε(P0).

Proof. Note first that by the continuity of (P, z) 7→ det(zId×d − P ) = ψP (z), there exists

δ > 0 such that every P ∈ Bδ(P0) is invertible and has distinct non-zero eigenvalues. Thus

the characteristic polynomial ψP of P has d − 1 distinct non-zero roots different from 1.

Let z0 be one of those roots. Since z0 is a simple root, ψ′P0
(z0) 6= 0, so by the Implicit

Function Theorem [76, Theorem 2.3.5], z0 depends real-analytically on the coefficients of ψP

which themselves are real-analytic (in fact polynomial) functions of the entries of P . More

formally, there exists ε ≤ δ and a real-analytic function g : Bε(P0) → C with g(P0) = z0

such that ψP
(
g(P )

)
= 0 for all P ∈ Bε(P0). Overall, there exists ε > 0 and d − 1 real-

analytic functions λi : Bε(P0) → C satisfying (i); note that λ1 ≡ 1 by Proposition 6.3.

To see that λ2, . . . , λd are not constant on Bε(P0), suppose by way of contradiction that

λi(P ) = λi(P0) 6= 1 for some 2 ≤ i ≤ d and all P ∈ Bε(P0). In this case, the real-analytic

function P 7→ ψP
(
λi(P0)

)
vanishes identically on Bε(P0), and hence on all of Pd. Since

Id×d ∈ Pd, this obviously contradicts ψId×d
(
λi(P0)

)
= (λi(P0)− 1)

d 6= 0. Consequently,

none of the functions λ2, . . . , λd : Bε(P0)→ C is constant.

To show (ii), assume that λi(P1) = λj(P1) for some i 6= j and P1 ∈ Bε(P0). Thus

λi(P1) ∈ C \R, since if λi(P1) were real, then λi(P1) = λj(P1), which is impossible since the

eigenvalues are distinct. Since all matrices in Pd are real, their non-real eigenvalues occur in

conjugate pairs. Hence, for all P sufficiently close to P1, the number λj(P ) is an eigenvalue

of P which, by continuity, can only be λi(P ). Consequently, λi and λj coincide locally near

P1 and therefore, by real-analyticity, on all of Bε(P0).
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By means of the above auxiliary results, several almost sure properties of random Markov

chains can be identified.

Lemma 6.4. If the random Markov chain P is absolutely continuous then, with probability

one,

(i) P is irreducible, aperiodic, and invertible;

(ii) P has d distinct non-zero eigenvalues; and

(iii) P is nonresonant.

Proof. (i) Since P is absolutely continuous, with probability one P (i,j) ∈ (0, 1) for all i and

j, and P is irreducible and aperiodic. To see that P is almost surely invertible, note that

P 7→ detP is real-analytic on Pd and clearly not constant, as Pd contains both Id×d and the

matrix whose components all equal 1
d . By Lemma 6.2, LebPd

(
{P ∈ Pd : detP = 0}

)
= 0,

and this in turn implies that P(detP = 0) = 0.

(ii) There exist d non-constant polynomial functions q1, . . . , qd : Pd → R such that

ψP (z) = det (zId×d − P ) = zd + q1(P )zd−1 + . . .+ qd−1(P )z + qd(P )

holds for all P ∈ Pd and z ∈ C; for example, q1(P ) = −
∑d
i=1 P

(i,i) and qd(P ) = (−1)d detP .

Consequently, q(P ) := Qd
(
q1(P ), . . . , qd(P )

)
defines a non-constant real-analytic (in fact,

polynomial) map q : Pd → R, and since z0 is a multiple eigenvalue of P if and only if

ψP (z0) = ψ′P (z0) = 0, Proposition 6.4 implies that{
P ∈ Pd : P has multiple eigenvalues

}
⊂
{
P ∈ Pd : q(P ) = 0

}
.

As before, P(q(P ) = 0) = 0 by Lemma 6.2, showing that with probability one all eigenvalues

of P are simple.

(iii) For every ρ ∈ Q define the real-analytic auxiliary function Φρ : R2 → R by Φρ(x) :=

(x2
1 + x2

2 − 102ρ)2, and also Θ : R4 → R as Θ(x) :=
(
x2

1 + x2
2 − x2

3 − x2
4

)2
. By (i) and (ii),

P almost surely satisfies the hypotheses of Lemma 6.3, so let P0, ε, and λ2, . . . , λd be as in

Lemma 6.3, and define real-analytic functions Φρ,i and Θi,j on Bε(P0) as

Φρ,i(P ) := Φρ
(
Reλi(P ), Imλi(P )

)
=
(
|λi(P )|2 − 102ρ

)2
, ∀i : 2 ≤ i ≤ d ,

and, for all 2 ≤ i, j ≤ d,

Θi,j(P ) := Θ
(
Reλi(P ), Imλi(P ),Reλj(P ), Imλj(P )

)
=
(
|λi(P )|2 − |λj(P )|2

)2
.

Finally, let Fρ : Bε(P0)→ R be defined as

Fρ(P ) :=
∏d

i=2
Φρ,i(P ) ·

∏
2≤i<j:λi 6=λj

Θi,j(P ) .

The definition of Fρ becomes transparent upon noticing that Fρ(P ) = 0 for some ρ ∈ Q
whenever P is invertible and resonant. Next, it will be shown that Fρ does not vanish
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identically on Bε(P0). To see this, note first that if P ∈ Bε(P0), then also (1− δ)P + δId×d ∈
Bε(P0) for all sufficiently small δ > 0. Moreover, if Φρ,i(P ) = 0 for some i = 2, . . . , d, then

Φρ,i
(
(1− δ)P + δId×d

)
=
((

(1− δ)Reλi(P ) + δ
)2

+ (1− δ)2Imλi(P )2 − 102ρ
)2

= δ2
(

(2− δ)
(
Reλi(P )− |λi(P )|2

)
+ δ
(
1−Reλi(P )

))2

> 0 ,

provided that δ > 0 is small enough. (Recall that 1 −Reλi(P ) > 0 whenever P ∈ Bε(P0).)

Similarly, if Θi,j(P ) = 0 for some 2 ≤ i < j ≤ d with λi 6= λj and λi(P ) 6= 0, then a short

calculation confirms that, for all δ > 0 sufficiently small,

Θi,j

(
(1− δ)P + δId×d

)
= δ2(1− δ)2 |λi(P )− λj(P )|2|λi(P )− λj(P )|2

|λi(P )|2
> 0 .

Overall, Fρ does not vanish identically on Bε(P0). As every P ∈ Bε(P0) is invertible,{
P ∈ Bε(P0) : P is resonant

}
⊂
⋃

ρ∈Q

{
P ∈ Bε(P0) : Fρ(P ) = 0

}
.

Since Fρ is real-analytic and non-constant,
{
P ∈ Bε(P0) : Fρ(P ) = 0

}
is a LebPd -nullset

for every ρ ∈ Q, and so is
⋃
ρ∈Q
{
P ∈ Bε(P0) : Fρ(P ) = 0

}
. Analogously to (i) and (ii),

therefore, P (P is resonant ) = 0.

Proof of Theorem 6.2. Let the random d×d-matrix P be absolutely continuous. By Lemma

6.4, P is almost surely irreducible, aperiodic, and nonresonant. By Theorem 6.1, this implies

that P is Benford with probability one.

Corollary 6.1. If the transition probabilities (i.e. the rows) of a random d-state Markov

chain P are independent and absolutely continuous on the standard d-simplex, then P is

Benford with probability one.

Remark 6.3. (i) It is clear that without absolute continuity, Lemma 6.4 and Theorem 6.2

may fail. For example, for the conclusion of Lemma 6.4 to hold it is not enough to assume

that the distribution of P on Pd is atomless, i.e. P(P = P ) = 0 for every P ∈ Pd. As very

simple examples show, under this weaker assumption, P may, with positive probability, be

reducible and have multiple or zero eigenvalues. Even if Lemma 6.4 (i,ii) hold with probability

one, P may still be resonant and not Benford. To see this, consider the random three-state

Markov chain

P =
1

40

 X + 4 X 36− 2X

Y Y + 4 36− 2Y

Z + 2 Z + 2 36− 2Z

 ,
where X,Y ,Z are independent and uniformly distributed on [0, 1]. With this, the distribution

of P on P3 is atomless yet concentrated on a LebP3-nullset. The eigenvalues of P are

λ1 = 1 , λ2 = 0.1 , λ3 = 1
40 (X + Y − 2Z) .

Note that |λ3| ≤ 0.05 < λ2. Clearly, P is resonant with probability one, and Lemma 6.4(iii)

fails. Even more importantly perhaps, Theorem 6.2 fails as well since, as spectral decompo-

sition shows, B2 6= 0 with probability one and hence P(P is Benford ) = 0.
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(ii) A careful inspection of the above arguments shows that Lemma 6.4 and Theorem 6.2

hold whenever the distribution of P on Pd ⊂ Rd×d ≡ Rd2 is such that P(f(P ) = 0) = 0 for

every real-analytic function f : Rd2 → C that does not vanish identically on Pd. Evidently,

this property of P holds automatically if P is absolutely continuous.

(iii) With hardly any effort, the tools employed in the proof of Lemmas 6.3 and 6.4

also yield a topological analogue of Theorem 6.2: Within the compact metric space Pd, the

matrices that are irreducible, aperiodic, invertible and nonresonant form a residual set, that

is, a set whose complement is the countable union of nowhere dense sets. Being Benford,

therefore, is a typical property for P ∈ Pd not only under a probabilistic perspective but under

a topological perspective as well.

6.5 Some computational implications

For Markov chains with small state space, i.e. for small values of d, the limiting matrix P ∗ is

easy to compute explicitly. In this case, an understanding of the behavior of significant digits

in (Pn−P ∗) and (Pn+1−Pn), however valuable in its own right, may be of limited practical

use. On the other hand, for important applications that involve a very large state space, e.g.

in computer science or theoretical biology [88], P ∗ may be very costly or practically impossible

to determine explicitly. In this case, P ∗ typically is approximated using a variety of numerical

algorithms. As detailed below, it is in situations like these that a proper understanding of the

typical behavior of significant digits may be crucial also from a practical or computational

point of view.

As a concrete example, a Markov chain Monte Carlo (MCMC ) method will be considered.

MCMC is a popular and powerful tool for generating samples from an arbitrary distribu-

tion [20, Ch.7]. One of the most important advantages of MCMC is that it only requires

specification of the target distribution up to a normalization constant, the determination of

which often constitutes a challenging problem in itself. Historically, MCMC was motivated

by computational problems in statistical physics that lead to the idea of generating a Markov

chain whose limiting distribution is equal to the target distribution. The most prominent

MCMC algorithms are the Metropolis–Hastings and the Gibbs Sampling algorithms which

both originated from the following Metropolis algorithm.

Assume that a random variable X is to be generated that takes values in E = {1, . . . ,m},
according to the target distribution {πi}, where

πi =
bi
B
, i = 1, . . . ,m ,

with all bi positive, m large, and the normalization constant B =
∑m
i=1 bi difficult to calcu-

late. The Metropolis algorithm constructs a Markov chain (Xn)n∈N0 on {1, . . . ,m} whose

evolution relies on an appropriately chosen stochastic matrix Q = (qij) in the following way:

1. Given Xn = i, generate a random variable Y which is independent of X0, . . . ,Xn−1

and satisfies P(Y = j) = qij for all j = 1, . . . ,m.
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2. Given Y = j, let αij := min
{
bjqji
biqij

, 1
}

and choose

Xn+1 =

{
j with probability αij ,

i with probability 1− αij .

The Markov chain (Xn) thus defined has the transition probability matrix

P (i,j) =

{
qijαij , if j 6= i,

1−
∑
k 6=i qikαik, if j = i.

To illustrate a specific example, consider the case where the candidate generating matrix

Q is chosen to preserve the same probability distribution p for every state i, j ∈ E, i.e.

qij = pj , where p is a strictly positive probability distribution on E. Taking

wi =
πi
pi
,

the Markov chain has the following transition matrix P ,

P (i,j) = pj min{1, wj
wi
},

for i 6= j. Assume that the states of E are ordered in such a way that

w1 ≥ w2 ≥ · · · ≥ wm.

Then, the eigenvalues λk, and the corresponding right eigenvectors vk, k ∈ {1, . . . ,m} of P

can be immediately seen as λ1 = 1, v1 = {1, ..., 1}, and for k ≥ 1,

λk+1 =
∑
`≥k π`

(
1
w`
− 1

wk

)
,

v
(i)
k+1 =


0 , i ≤ k,∑m
`=k+1 π` , i = k + 1,

−πk , i ≥ k + 2,

where the first entries of vk+1 are null. Hence by Theorem 6.1, if

log

(
m∑
`=1

π`

(
1

w`
− 1

w1

))

is irrational, then (Pn+1 − Pn), and thus the Metropolis algorithm, will obey BL.

Why is it important to know whether an algorithm often, or even typically, generates

Benford distributed data? A most compelling reason has been put forth by D. Knuth in his

classic text The Art of Computer Programming [73, pp. 253–255]:

In order to analyze the average behavior of floating-point arithmetic algorithms

(and in particular to determine their average running time), we need some statis-

tical information that allows us to determine how often various cases arise . . . [If,

for example, the] leading digits tend to be small [that] makes the most obvious

techniques of average error estimation for floating-point calculations invalid. The

relative error due to rounding is usually . . . more than expected.
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Thus for the problem of numerical estimation of P ∗ from Pn, it is important to study the dis-

tribution of significant digits of the components of (Pn−P ∗) and (Pn+1−Pn). Theorem 6.2

above shows that these components typically exhibit exactly the type of nonuniformity of

significant digits alluded to by Knuth: Not only do the first few significant digits of the

differences between the components of the successive n-step transition matrices Pn and the

limiting distribution P ∗, as well as the differences between Pn+1 and Pn tend to be small

but, much more specifically, they typically follow BL.

This prevalence of BL has important practical implications for estimating P ∗ from Pn

using floating-point arithmetic. One type of error in scientific calculations is overflow (or

underflow), which occurs when the running calculations exceed the largest (or smallest, in

absolute value) floating-point number allowed by the computer. Feldstein and Turner show

that [43, p. 241], “[u]nder the assumption of the logarithmic distribution of numbers [i.e., BL]

floating-point addition and subtraction can result in overflow and underflow with alarming

frequency . . . ”. Together with Theorem 6.2, this suggests that special attention should be

given to overflow and underflow errors in any numerical algorithm used to estimate P ∗ from

Pn.

Another important type of error in scientific computing is due to roundoff. In estimating

P ∗ from Pn, for example, every stopping rule, such as “stop when n=1000” or “stop when all

components in (Pn+1−Pn) are less than 10−10”, will result in some error, and Theorem 6.2

shows that this difference is generally Benford. In fact, justified by heuristics and by the

extensive empirical evidence of BL in other numerical calculations, analysis of roundoff errors

has often been carried out under the hypothesis of a logarithmic statistical distribution (cf.

[43, p. 326]). Therefore, as Knuth pointed out, a naive assumption of uniformly distributed

significands in the calculations tends to underestimate the average relative roundoff error

in cases where the actual statistical distribution of fraction parts is skewed toward smaller

leading significant digits, as is the case in BL. To obtain a rough idea of the magnitude of

this underestimate when the true statistical distribution is BL, let X denote the absolute

roundoff error at the time of stopping the algorithm, and let Y denote the fraction part of

the approximation at the time of stopping. Then the relative error is X/Y , and assuming

that X and Y are independent random variables, the average (i.e., expected) relative error

is simply EX ·E(1/Y ). Thus if Y is assumed to be uniformly distributed on [1, 10), ignoring

the fact that Y is Benford creates an average underestimation of the relative error by more

than one third (cf. [12]).

In view of the relevance of BL for large-scale computations involving Markov chains, it is

important to also note that the speed of convergence to BL can vary considerably. This is

apparent already from the simple Benford sequences in Table 6.1: The sequences (2n) and

(Fn) converge to BL faster than (n!).

Similarly, slow and fast rates of convergence can be discussed for Markov chains. The

important question is what property is creating the difference in convergence rates. Theo-

rem 6.2 shows that any homogeneous Markov chain chosen independently and continuously

on the unit simplex is Benford with probability 1. Besides irreducibility and aperiodicity,

nonresonance of Markov chains plays a crucial role. Since irreducibility and aperiodicity
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alone do not determine the rate of convergence, that leaves only the nonresonant property

which is based on rational independency of 1, logL0 and the elements of the set 1
2π arg Λ0

if there exists a nonempty subset Λ0 as defined in Definition 6.3. Thus, the most intuitive

guess about rate of convergence of the empirical distribution to BL would be related to the

“complexity” or “simplicity” of these irrational numbers.

It is well known that there are infinitely many rational approximations to an irrational

number for a given accuracy. Let x be an irrational number. Given x and any positive

number ε, there exist p, q ∈ Z with gcd (p, q) = 1 that satisfy∣∣∣∣x− p

q

∣∣∣∣ ≤ ε. (6.7)

The method of continued fractions is one of the ways to obtain rational approximations for

irrational numbers. The continued fraction of a real number x given by the expression

x = a0 +
1

a1 + 1
a2+ 1

a3+...

,

is denoted as x = [a0; a1, a2, a3, ..] where an ∈ Z+ for n ≥ 1 are called the partial quotients. If

the representation of continued fractions is finite, then the real number x is rational, whereas

if it is infinite x is irrational. Referring to [58, Theorem 149], if pn and qn are defined as

p0 = a0, p1 = a1a0 + 1 pn = anpn−1 + pn−2, n ≥ 2,

q0 = 1, q1 = a1 qn = anqn−1 + qn−2, n ≥ 2,

then

[a0; a1, . . . , an] =
pn
qn
,

which are called the convergents of the continued fraction of x. The best rational approxi-

mations to a real x are given by those convergents pn/qn of the continued fraction of x for

which ∣∣∣∣pnqn − x
∣∣∣∣ < 1

an+1q2
n

, ∀n ≥ 2. (6.8)

The upper bound in (6.8) yields a particularly good approximation when an+1 is large,

meaning that x can be rapidly approximated if its continued fraction contains a sequence of

rapidly increasing quotients. That means, if an behaves regularly and does not become too

large, it is difficult to approximate x by a rational number with small error, see [58, 79]. By

[79, Ch. 2, Theorem 3.4], if ai ≤ K for all i, then the irrational number x is called constant

type irrational and the sequence formed by x has small discrepancy to uniform distribution

modula 1. In other words, irrationals which are hard to approximate by rational numbers,

meaning the upper bound for its partial quotients K is small, are the ones for which one

expects to see fast convergence to Benford frequencies. The golden ratio has a continued

fraction form of [0; 1, 1, 1, . . .], every an except a0 has the smallest possible value, 1. This

may explain why the rate of convergence to BL of the Fibonacci sequence is faster than

the other two sequences in Table 6.1. (See [104] for different insights of Benford’s law for

continued fractions.)
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It is important to note that for almost all x ∈ R \Q, an is unbounded, see [58, Theorem

196]. Hence, in most of the simulations it is not possible to observe convergence as fast as in

the Fibonacci sequence. However, to visualize the difference in rates of convergence and the

classification of irrational numbers, two examples are studied; first one with a fast convergence

rate and second with slow. For each irrational number the first 50 partial quotients are given.

The reader should keep in mind that very little is known at present about the precise speed

of convergence to BL (or uniformity) in higher-dimensional systems, see e.g. [37].

Example 6.10 (Different speeds of convergence to BL for Markov chains).

(i) Let

P =

 0.25 0.35 0.40

0.30 0.45 0.25

0.65 0.15 0.20

 .
The eigenvalues of P are λ1 = 1 and λ2,3 = − 1

20 ∓
1
20

√
21. Since log |λ2| and log |λ3|

are irrational and different, P is nonresonant, and Theorem 6.1 implies that the Markov

chain defined by P is Benford. Since |λ2| > |λ3|, for the speed of convergence to BL it is

important how well log |λ2| is approximated by rational numbers. The first 50 coefficients of

the continued fraction expansion of log |λ2|,

log |λ2| = [−1;2, 4, 8, 1, 5, 1, 6, 3, 1, 2, 2, 1, 1, 2, 1, 1, 2, 1, 66, 5, 1, 1, 2, 1, 3,

1, 2, 1, 1, 3, 1, 3, 2, 3, 2, 7, 3, 86, 1, 1, 1, 1, 1, 26, 3, 1, 5, 3, 1, 5, . . .]

do not exceed 86 and are mostly small numbers not showing rapid growth at all. A compar-

atively rapid convergence to BL is therefore expected. This is confirmed experimentally by

Figure 6.2; with the series entitled as “Fast”. Figure 6.2 shows the L1 distance between the

empirical frequencies of significant digits of (Pn+1 − Pn)(2,1) and the Benford probabilities,

as a function of n; the behavior of (Pn−P ∗)(2,1) is very similar, as is in fact the behavior of

all other components.

(ii) Let

P =

 0.8 0.1 0.1

0.3 0.3 0.4

0.4 0.0 0.6

 ,
with eigenvalues λ1 = 1 and λ2,3 = 7

20±
1
20 ı
√

3. The behavior of significant digits is governed

by the two irrational numbers log |λ2| and 1
2π arg λ2. For instance,

1
2π arg λ2 = [0;25, 1, 9, 3, 168, 2, 1, 1, 32, 1, 6, 3, 1, 9, 1, 1, 92, 2, 13, 2, 1, 1, 10, 2, 5,

1, 3, 1, 1, 1, 1, 3, 1, 2, 7, 1, 5, 1, 1, 4, 1, 3, 14, 3, 10, 1, 1, 3, 1, 3, . . .] .

When compared with (i), the repeated early large coefficients in the continued fraction ex-

pansion of 1
2π arg λ2 suggest a somewhat slower convergence to BL. Again, this is confirmed

experimentally by Figure 6.2 (series “Slow”). The y-axis shows the L1-distance 4n between

empirical frequencies and the Benford probabilities, defined as
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Figure 6.2: Comparing the L1-distance 4n between empirical frequencies and the Benford prob-

abilities for the first significant digits of (Pn+1 − Pn)(2,1), with the transition probability matrices

from Example 6.10(i) (fast) and (ii), respectively.

4n =

d∑
n=1

∣∣∣∣#{j ≤ n : D1 = d}
n

− log

(
1 +

1

d

)∣∣∣∣ .
Finally, observe that Theorems 6.1 and 6.2 should make it possible to adapt the current

plethora of BL-based goodness-of-fit statistical tests, e.g. for detecting fraud [23], to the

problem of detecting whether or not a sequence of realizations of a finite-state stochastic

process originates from a Markov chain, i.e., whether or not the process is Markov. By

Theorem 6.2, conformance with BL for the differences (Pn+1 − Pn) is typical in finite-state

Markov chains, so a standard (e.g. chi-square) goodness-of-fit to BL of the empirical estimates

of the differences between Pn+1 and Pn may help detect non-Markov behavior.
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Samenvatting

In een stochastisch model is een ”rare event” een gebeurtenis die met een heel kleine kans

voorkomt, bijvoorbeeld 10−9 of minder. Alhoewel dit type gebeurtenis weinig voorkomt, is

het zeker niet verstandig ze te negeren. Zulke kleine kansen kunnen bijvoorbeeld op verschil-

lende domeinen voor catastrofale fouten - of verliezen - zorgen, zoals bij transportsystemen,

of bij telecommunicatiesystemen of bij risk management. Voor het simuleren van rare events

moet men behoedzaam te werk gaan en geldt dat de simulatie-aanpak sterk kan afhangen

van de specifieke situatie waarin de rare event plaatsvindt. Om deze redenen heb ik mijn

proefschrift gewijd aan het onderzoeken van efficiënte methoden om rare events te simuleren.

Om rare events wiskundig te onderzoeken moeten we eerst het onderliggende systeem

waarin het event voorkomt modelleren. In dit proefschrift gebruiken we de theorie van

Markov ketens om deze rare events problemen te modelleren. Het modelleren aan de hand

van een Markov keten geniet de voorkeur omdat men hiermee veel systeemprestaties kan

berekenen door middel van het oplossen van een stelsel lineaire vergelijkingen. Echter, re-

alistische systemen hebben een zeer grote toestandsruimte, waardoor de zojuist genoemde

wiskundige techniek praktisch niet toepasbaar is. In zulke gevallen is gebleken dat simulatie

een uiterst bruikbare methode is voor de analyse van rare events.

Het stochastische gedrag van het systeem kan worden gerepresenteerd als een functie van

tijd wiens realiseringen ”sample paths” worden genoemd. Door het herhaald genereren van

sample paths krijgt men identieke en onafhankelijke kopien van het onderliggende systeem.

De meest intüıtieve en directe schatter van een kans wordt verkregen door het gemiddelde te

nemen van de realiseringen waarin de gebeurtenis optreedt. Deze schatter wordt in de liter-

atuur de Crude Monte Carlo (CMC) schatter genoemd. Echter, bij zeer kleine kansen heeft

de CMC een groot nadeel. Om bijvoorbeeld tenminste n optreden van een gebeurtenis met

een kans in de orde van kans 10−9 te observeren, moeten we de simulatie gemiddeld 109 keer

herhalen. Daarom hebben we speciale technieken nodig die het schattingsproces versnellen.

Deze technieken voor het simuleren van rare events kunnen in twee hoofdcategorieën worden

verdeeld: Importance sampling en splitting. Beide categorieën modificeren het systeem zo

dat de rare event vaker voorkomt dan in de Monte Carlo simulatie.

In hoofdstuk 2 geven we een wiskundige introductie op het gebied van rare event simulatie

en introduceren we die nodig zijn om rare event simulatie te begrijpen, begrippen zoals

importance sampling, cross-entropy en multilevel splitting. Alle rare event technieken worden

gëıllustreerd aan de hand van hetzelfde voorbeeld om deze met elkaar te kunnen vergelijken.

Dit geeft het beste inzicht om de methodologie van rare event simulatie te begrijpen met

zowel positieve als negatieve aspecten ervan. Daarnaast geven we inzicht in de keuze van

de meest geschikte simulatietechniek voor een specifiek probleem. Het hoofdstuk biedt alle

basiskennis die nodig is om de hierop volgende hoofdstukken te kunnen begrijpen.

Hoofdstuk 3 introduceert een generieke importance sampling techniek die gebaseerd is

op de cross-entropy methode. Deze techniek noemen we de ”patching” methode, en de

techniek is toepasbaar op allerlei soorten van rare event problemen die gemodelleerd kunnen

worden met Markov ketens. Het idee van deze methode wordt toegepast om zowel een



toestandsafhankelijke als een semi-toestandsafhankelijke importance sampling algoritme te

ontwikkelen. Twee soorten van problemen, namelijk betrouwbaarheidsmodellen en Jackson

wachtrijmodellen, worden door toepassing van dit algoritme opgelost. Door middel van

numerieke experimenten vergelijken we de prestatie van het patching algoritme met een

aantal andere technieken die voor dezelfde problemen zijn gebruikt.

In hoofdstuk 4 passen we de splitting methode toe op drie vaak voorkomende telproble-

men, namelijk de 3-SAT, random grafen met voorgeschreven graden en binaire kruistabellen.

We tonen een verbeterde versie van de splitting methode gebaseerd op de capture-recapture

techniek en laten aan de hand van experimenten de superioriteit van deze techniek zien. Het

algoritme is sneller en geeft een schatting met kleinere varianties dan andere methoden.

Hoofdstuk 5 bestudeert een Markov-fluid wachtrij waarbij het accent ligt op de corre-

latiefunctie van het proces dat de de werkbelasting beschrijft. We stellen een simulatie-

gebaseerde berekeningstechniek voor die afgeleid is van een combinatie van ideeën van Glynn

en Mandjes. We leiden ook een bovengrens af voor de variantie van de schatter die de im-

pact van de koppelingstijden van de bezige periode van de Markov-fluid wachtrij aan het

licht brengt. Een numerieke berekening, waarin we de voorgestelde technieken met de naeve

simulatie vergelijken, geeft een indicatie van de haalbare efficiëntie winst.

In hoofdstuk 6 bespreken we een volledig ander onderwerp. Dit hoofdstuk analyseert

namelijk Benford’s Law en de relatie hiervan met Markov keten theorie. Eerst geven we een

simpele voldoende voorwaarde die garandeert dat een Markov keten Benford is. Gebruik-

makend van klassieke stellingen zoals Perron-Frobenius, tonen we aan dat bijna alle Markov

ketens met een eindige toestandsruimte Benford zijn, onder de voorwaarde dat de over-

gangskansen van de keten onafhankelijk en continu gekozen worden. Het hoofdstuk wordt

afgesloten met enkele inzicht gevende simulaties over eigenschappen van Benford Markov

ketens en met enkele mogelijke toepassingen van Benford Markov ketens.
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and Çaǧdaş for their enormous emotional support, for listening to me many hours, for helping

me throughout difficult times, for making me laugh even when I was sad and most importantly

for their care for my happiness.

I also would like to give my deepest appreciation to my family, my lovely parents Hat-

ice and Cemal Kaynar, who have supported me unconditionally. Anneciǧim ve babacıǧım,
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